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Abstract

Cross-shore migratory behavior of nearshore sandbars is commonly studied with nearshore bathymetric-evolution models that
represent underlying processes of hydrodynamics and sediment transport. These models, however, struggle to reproduce natural
cross-shore sandbar behavior on timescales of a few days to weeks and have uncertain skill on longer scales of months to years.
One particular concern for the use of models on prediction timescales that far exceed the timescale of the modeled processes is
the exponential accumulation of errors in the nonlinear model equations. The relation between cross-shore sandbar migration,
sandbar location and wave height has previously been demonstrated to be weakly nonlinear on timescales of several days, but it
is unknown how this nonlinearity affects the predictability of long-term (months to years) cross-shore sandbar behavior. Here we
study the role of nonlinearity in the predictability of sandbar behavior on timescales of a few days to several months with data-driven
neural network models. Our analyses are based on over 5600 daily-observed cross-shore sandbar locations and daily-averaged wave
forcings from the Gold Coast, Australia, and Hasaki, Japan. We find that neural network models are able to hindcast many aspects of
cross-shore sandbar behavior, such as rapid offshore migration during storms, slower onshore return during quiet periods, seasonal
cycles and annual to interannual offshore-directed trends. Although the relation between sandbar migration, sandbar location and
wave height is nonlinear, sandbar behavior can be hindcasted accurately over the entire lifespan of the sandbars at the Gold Coast.
Contrastingly, it is difficult to hindcast the long-term offshore-directed trends in sandbar behavior at Hasaki because of exponential
accumulation of errors over time. Our results further reveal that during periods with low-wave conditions it becomes increasingly
difficult to predict sandbar locations, while during high waves predictions become increasingly accurate.
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1. Introduction

The processes underlying the cross-shore migration of
nearshore sandbars are usually studied with the help of bathy-
metric evolution models that are based on knowledge of wa-
ter motion and sediment transport (e.g., Roelvink and Brøker,
1993; Plant et al., 2004; Ruessink et al., 2007; Kuriyama, 2009).
Process-based models, however, struggle to reproduce natural
sandbar behavior on timescales of a few days to weeks (Plant
et al., 2004; van Rijn et al., 2003) and have uncertain skill on
longer scales of months to years (Roelvink et al., 1995; van
Rijn et al., 2003; Ruessink and Kuriyama, 2008). Currently, it
is unknown whether the difficulty to predict long-term (months
to years) cross-shore sandbar behavior arises from incomplete
process knowledge, inaccurate measurements used for model
calibration and validation, or fundamental unpredictability.

Fundamental limits to predictability occur when the physical
processes that govern the behavior of a system are nonlinear
and interact with each other in a complex nonlinear fashion.
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Numerical models based on the interacting nonlinear physical
processes might suffer from amplification of errors induced by
inaccurate model parameters, noise in the external forcings and
initial states, and limited numerical accuracy of the computer
on which a model is executed. This causes an increasing di-
vergence between modeled and observed states with increasing
predicting horizon (e.g., Lorenz, 1963). It might well be that
the interaction between nonlinear hydrodynamic and sediment-
transport processes (see e.g., van Rijn, 1990, 1993) and the
bottom topography has a profound negative effect on the pre-
dictability of cross-shore sandbar behavior. On the other hand,
short- and small-scale nonlinearities might cancel each other
out and produce sandbar behavior that is simple to describe on
longer and larger timescales (Pape et al., 2010b).

The effect of nonlinearity in sandbar behavior is of particular
importance for modeling and understanding long-term cross-
shore sandbar behavior with numerical process-based mod-
els. Several types of long-term sandbar behavior have been
observed at different field sites, ranging from strongly wave-
height-driven systems to systems with autonomous trends span-
ning several months to years (see e.g., Lippmann et al., 1993;
Wijnberg and Terwindt, 1995; Plant et al., 1999; Kuriyama,
2002; Aagaard et al., 2004; Certain and Barusseau, 2005; Rug-
giero et al., 2005; Ruessink et al., 2003, 2009). Currently, it is
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unclear how the nonlinearity in the short- and small-scale un-
derlying processes affects the long-term predictability of sand-
bar behavior, and whether the various types of long-term sand-
bar behavior differ in predictability. Earlier analyses of time-
series of daily-observed cross-shore sandbar positions and wave
properties revealed a weak nonlinear dependence of sandbar
migration on the wave height and sandbar location (Plant et al.,
1999; Pape et al., 2007; Pape and Ruessink, 2008). However,
these analyses were limited to timescales of a few days, or a sin-
gle type of long-term sandbar behavior (Pape et al., 2007). If
and how nonlinearity affects the predictability of different types
of long-term sandbar behavior remains, however, unknown.

Instead of inferring the predictability of cross-shore sandbar
behavior from the perspective of the underlying processes, we
here study the nature of sandbar dynamics in observations with
the help of data-driven models. Data-driven models extract the
structure underlying sandbar behavior directly from the obser-
vations, and can therefore be used to study fundamental aspects
of predictability of sandbar behavior with only a few assump-
tions about the underlying processes. In this work we inves-
tigate the role of nonlinearity for the predictability of sandbar
behavior on timescales of days to years. Our approach is based
on a comparison between the performance of linear and non-
linear ARX (AutoRegressive model with eXternal inputs) re-
current neural networks (Lin et al., 1996). This type of neu-
ral network can easily be adjusted to simulate Linear (LARX)
and Nonlinear (NARX) ARX models and is especially suitable
for time-series data. The neural network models are fitted to
several years of sandbar and wave-height observations at two
field sites with different types of long-term behavior: (1) the
Gold Coast (Turner et al., 2004), where cross-shore sandbar re-
sponse is closely linked to the variability in wave climate, and
(2) Hasaki, Japan (Kuriyama et al., 2008), where cross-shore
sandbar behavior is dominated by semi-regular cycles of net-
offshore migration that take place over longer timescales than
the variability in wave-climate. Note that it is not our intention
to assess the use of neural networks as operational models for
sandbar migration, but instead we use neural networks as a tool
for studying the predictability of cross-shore sandbar migration.

2. Data

The Gold Coast sandbar data were derived from images col-
lected with an Argus video monitoring station (Holman and
Stanley, 2007) between August 1999 and July 2008 (Ruessink
et al., 2009). Argus time-exposure images projected on a hor-
izontal plane (see Holland et al., 1997) show alongshore high-
intensity bands (Fig. 1a), indicating the presence of wave break-
ing on the crests of submerged sandbars (Lippmann and Hol-
man, 1989). Here, we used the algorithm described in Pape
et al. (2010b) to extract sandbar locations once a day, at the low-
est tide of each day, when wave breaking is most pronounced
in the images. This algorithm searches for the highest inten-
sity in the neighborhood of extracted positions from previous
or subsequent (in time) images, allowing for robust extraction
of sandbar locations even when during low-energy conditions
when the high-intensity band of wave breaking is alongshore
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Figure 1: Sandbar-location and wave-height datasets. Each
panel displays an example profile, an example image, and the
cross-shore sandbar position x and wave height H as a function
of time. Gray lines represent original (inner and outer sandbar)
observations and black lines indicate the data studied here.

discontinuous. Usually, an inner and an outer sandbar could
be distinguished in the Gold Coast images. The inner sand-
bar was not studied here, because no accurate estimate of the
wave properties at the inner sandbar could be obtained from
the offshore-measured values. Images in the Argus data for
which sandbar positions could not be extracted reliably due to
poor image quality (caused by fog or rain droplets on the cam-
era lenses), the malfunctioning of the video acquisition system,
and during the decay phases of the outer sandbar (see Ruessink
et al., 2009) were discarded from the analysis. Days for which
no or only partial wave data were available were removed from
the data set. For the remaining days, cross-shore positions for
the outer sandbar were extracted over a stretch of coast of 5 km.
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Extracted cross-shore sandbar positions were averaged in the
alongshore direction, to obtain a reliable estimate over along-
shore varying sandbar positions due to rip-channels and cres-
centic shapes, whose alongshore wavelengths typically remain
below several hundreds of meters. Cross-shore sandbar loca-
tions were corrected for the effects of variable wave heights and
water levels between observations, in the manner described in
Pape et al. (2010b). This procedure involves the separation of
actual sandbar migration from differences in wave-breaking lo-
cation due to variable wave height and water levels during im-
age collection, and projecting observed breaker locations to the
average wave height and water level. The resulting Gold Coast
data set consisted of 2565 outer sandbar observations, covering
78% of the observed period.

At the Hasaki Oceanographic Research Station (HORS),
daily profile measurements were performed between Jan-
uary 1987 and December 2001, along a single-piled 400 m-long
pier (Fig. 1b). Two sandbars (inner and outer) could usually
be distinguished during this period. Bathymetric surveys in
a 600 m-wide area centered on the pier (Kuriyama, 2002) re-
vealed that the inner sandbar often developed crescentic fea-
tures and rip channels, while the outer sandbar remained along-
shore uniform. Estimates of cross-shore sandbar locations for
crescentic sandbars can be obtained by alongshore averaging
over multiple crescentic shape features. However, at HORS
cross-shore profiles were obtained at a single alongshore lo-
cation, making it infeasible to accurately estimate cross-shore
sandbar locations for crescentic sandbars. Inner sandbar data
from HORS was therefore not used in further experiments.
From the available profile data we derived sandbar-crest loca-
tions for the outer sandbar, defined as the most seaward-located
position of the local maximum bottom elevation larger than
0.3 m compared to the landward trough. This yielded a total of
3124 outer sandbar observations, covering 57% of the observed
period. Further details of the HORS dataset are described in
Kuriyama et al. (2008). In the following, both sandbar-crest lo-
cations derived from profiles and average cross-shore sandbar
locations derived from Argus images at time t are referred to as
x(t).

Wave data for the Gold Coast site were obtained from the
Gold Coast (main) and Brisbane (backup) waverider buoys lo-
cated about 1 km and 50 km from the study area, respectively,
in 18 m and 76 m water depth. For the HORS field site, wave
data were obtained from the Kashima ultrasonic wave gauge,
located about 5 km to the north in 24 m water depth. Wave prop-
erties at a fixed location about 50 m offshore of the sandbar zone
were computed using the Battjes-Janssen wave-transformation
model (e.g., Battjes and Janssen, 1978) in the manner described
in Pape et al. (2010b). In the remainder of this work, the root-
mean-squared wave height over the period between a sandbar
observation at time t − dt and the observation at time t is ref-
erenced as H(t). The time-series of sandbar-crest locations and
wave heights are depicted in Fig. 1.

As can be inferred from Fig. 1, sandbars at the studied field
sites are generated near the shore, experience net seaward mi-
gration and finally decay (as sandbars) at the seaward boundary
of the sandbar zone. At the Gold Coast, the sandbars reveal

no yearly or interannual offshore-directed trend during their
lifetime, but instead move offshore and onshore within a fixed
cross-shore range. Only during exceptionally high energy con-
ditions the outer sandbar at the Gold Coast moves further off-
shore than usual and disappears, after which the inner sandbar
takes the place of the former outer sandbar. The sandbars at
HORS, on the other hand, show a trend of annual to interan-
nual offshore migration with superimposed seasonal cycles of
increased offshore migration during autumn and winter months.
As at the Gold Coast, the inner sandbar at HORS takes the place
of the former outer sandbar after the latter decays at the seaward
end of the sandbar zone.

3. Methods and models

3.1. Autoregressive models
Process-based models for sandbar behavior update the state

of the nearshore zone based on offshore hydrodynamic condi-
tions. A general description of process-based models for sand-
bar behavior can be given in terms of inputs, model states,
model functions and parameters. The initial observed state u(t0)
is supplied to the model at the first timestep t0. After that, the
state of a model û(t) at a certain time t depends on the states of
the model in the past and the external forcing l(t) to the model
at time t:

û(t) =M
(
û(t − 1), . . . , û(t − ou), l(t), . . . , l(t − ol) | ~Ψ

)
, (1)

whereM is a collection of functions that represents the model’s
process knowledge, ~Ψ the adjustable model parameters, ou the
number of previous model states that are used by the model,
also called the autoregressive order, and ol the number of pre-
vious external conditions that are supplied to the model, also
called the external or exogenous order. Because process-based
models are based on first-order time differential equations, the
autoregressive and external terms always span one time step
(ou = 1 and ol = 0, given the definition in equation 1). The
model parameters ~Ψ can be determined by calibration from ob-
servations or from the literature. After setting the parameters,
the performance of a model can be evaluated by comparing the
computed output states û(t) to the observed system states u(t) at
certain values of t.

Data-driven models can be constructed in a similar fashion.
In the field of data-driven modeling, models in which previous
model states are fed back into the model together with external
forcings, are called AutoRegressive models with eXternal In-
puts (ARX). A formal description of an ARX data-driven model
for time-series of sandbar and wave data can be given in simi-
lar terms as the general description of a process-based model in
equation 1. In this description the data-driven model N takes
the place of the process knowledge M, while the adjustable
model parameters ~Ψ of the process-based model are replaced
with the adjustable parameters W of the data-driven model:

û(t) = N
(
û(t − 1), . . . , û(t − ou), l(t), . . . , l(t − ol) |W

)
. (2)

The most basic form of the ARX model is a linear model
that establishes the parameters W by linear regression on the
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Figure 2: Example of a neural network with nodes (vertices)
and connections (directed edges).

observations. It is also possible to use an ARX model with
a nonlinear transfer function N . However, there is no single
accepted method to construct nonlinear data-driven models or
derive parameter values for such models from observations (see
e.g., Narendra and Parthasarathy, 1990). Instead, the capacity
of the nonlinear models can be increased almost indefinitely de-
pending on the available amount of observations and computa-
tional resources. As such, a wide variety of nonlinear methods
has been developed over the past few decades, based on differ-
ent principles and assumptions. Some models are suitable for
very specific problems only, while other, more general methods
can be applied or adjusted to a range of different tasks.

A nonlinear model that has become popular in recent years
is the artificial neural network (Bishop, 1995). Inspired by bi-
ological neural networks, artificial neural networks consist of a
collection of interconnected nodes (Fig. 2). Nodes send signals
to other nodes over connections that modify the signal accord-
ing to the connection weight. Each node uses a transfer function
to compute its output value, given a collection of input values.
Signals enter the network at the input nodes, and propagate for-
ward through the network to the output nodes. The nodes in the
neural network are usually organized in layers, starting from an
input layer, zero or more hidden layers and an output layer. A
neural network can be trained to produce certain output signals
in the output nodes, given the inputs, by adjusting the weights of
the connections. A commonly used update procedure is back-
propagation, which propagates the difference between the net-
work output and the desired output through the network in the
opposite direction of forward propagation. The contribution of
each node to the total error is based on the partial derivative of
the error at that node to the weights. Each connection weight
is then updated depending on the amount it contributed to the
error in the output nodes. After the training procedure is carried
out repeatedly (each repetition is called an epoch) on a certain
part of the observations, called the training data, the network’s

generalizing capacity can be tested on parts of the data that were
not used during training. In principle, a neural network can be
trained to estimate any function with arbitrary precision, de-
pending on the amount of nodes and connections (Hornik et al.,
1989). Since a process-based model consists of a collection
of functions, and a collection of functions is also a function, a
neural network is able to simulate any process-based model.

A type of recurrent neural network that is particularly good
at modeling nonlinear and temporal dynamics is the NARX
recurrent neural network (Lin et al., 1996). Recurrent neural
networks, in contrast with often-used feedforward neural net-
works, have recurrent connections that send signals back into
the network in the opposite direction (Fig. 2). The advantage
of these recurrent connections is that they allow the network
to use the temporal structure in the input data to optimize the
output signal. This capability makes recurrent neural networks
especially suitable for the timeseries data of sandbar-crest loca-
tions and wave heights studied here. The training algorithm for
the NARX neural network is truncated, batch-wise BackProp-
agation Through Time (BPTT) (Lin et al., 1996). This train-
ing algorithm unfolds the network at the recurrent connections,
stacking copies of the network on top of each other that are
connected only via the recurrent connections. This procedure
results in a network with only feedforward connections and in-
jected errors at nodes with inputs from recurrent connections
(for details, see Lin et al., 1996), which can be trained with
normal backpropagation methods.

3.2. Neural network setup

We used two different recurrent neural networks to inves-
tigate the role of nonlinearity in long-term sandbar behavior:
(1) a recurrent Linear ARX (LARX) network with only linear
transfer functions, and (2) a recurrent Nonlinear ARX (NARX)
network with nonlinear transfer functions in its hidden nodes.
The goal of these neural network models is to predict the cross-
shore sandbar location x(t) at time t, based on the wave height
H(t) averaged over the period between t−1 and t, and the previ-
ously predicted sandbar location x̂(t−1). In terms of equation 2,
such a model can be written as:

x̂(t) = N
(
x̂(t − 1), H̄(t) |W

)
, (3)

where N is a neural network and W the weight matrix of the
network. The networks thus contained one output node for
the sandbar location (as in Fig. 2), an input node for the wave
height, and an additional recurrent input connection from the
output node (e.g., the rightmost input node in Fig. 2), repre-
senting the sandbar location predicted at the previous timestep.
All input and output nodes used linear transfer functions, and in
the case of the nonlinear networks, a number of hidden nodes
with hyperbolic tangent transfer functions (a common choice
for transfer functions in nonlinear networks) was added. At the
first time step, the observed sandbar location and wave height
were presented to the model. After that, the model used previ-
ously predicted model outputs and was provided with observed
wave heights, so the autoregressive order ou = 1 and the exter-
nal input order ol = 0. We did not use higher autoregressive and
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external input orders because the recurrent training algorithm is
already able to extract temporal dependencies.

A lower bound on the model’s temporal resolution is posed
by the one-day sampling interval of sandbar-crest locations.
Using timescales larger than one day by averaging over ob-
servations or removing observations, implies discarding poten-
tially useful information. We therefore represented the dynam-
ics of cross-shore sandbar behavior at the finest possible reso-
lution of the available sandbar data, which is one day. Miss-
ing data were handled during training by skipping the weight
update step, while during testing predicted model outputs for
missing samples were excluded from the error computation.

The models used here are models for sandbar behavior only
in cases where a sandbar is present; they cannot represent sand-
bar absence. The time-series of sandbar data were therefore di-
vided into partitions of continuous sandbar presence. For each
of the resulting partitions (Fig. 4), a model was trained using
data from partitions other than the selected one as training data.
In the case of the Gold Coast all other partitions were used for
training, while for HORS only the eight closest partitions were
used, to reduce training time. Using more training partitions for
HORS did not result in increased performance.

Different random initializations of the neural network
weights result in slightly different optimal values of the weights
after completion of the training phase. It is therefore com-
mon practice to repeat the neural network training procedure
for a number of different initialized networks. Here, we trained
five differently initialized networks for each data partition. In
contrast with nonlinear neural networks, the global optimum
weight setting of linear networks is always found by the train-
ing procedure. Therefore, we trained only one linear network
for each data partition. Further details of the neural network
training procedure are described in Appendix A.

4. Results

We trained the linear and nonlinear neural networks on the
Gold Coast and HORS datasets. Next, we computed perfor-
mance measures on the test partitions at a number of prediction
intervals. At the start of each prediction interval, the observed
sandbar location and wave height were supplied to the network.
After that, the network used model-predicted sandbar locations
and observed wave heights, until the end of the prediction inter-
val was reached. The difference between the model output and
the observed sandbar location at that point served as a measure
for the capability of the model to reproduce observed sandbar
behavior at the selected prediction interval. This process was
repeated starting at every sample in the time-series data with a
sufficient (i.e. the length of the prediction interval) number of
subsequent samples.

We used several error measures to express the performance
of the neural networks at each prediction interval: (1) the root-
mean-squared error in meters, (2) the normalized root-mean-
squared error, which is the root-mean-squared error divided by
the cross-shore range in which a sandbar is observed (160 m
at the Gold Coast and 250 m at HORS), and (3) the skill score
relative to a baseline prediction of no change since the start of
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Figure 3: Performance measures as function of the prediction
interval. Black (gray) lines represent results for nonlinear (lin-
ear) networks. The vertical dotted lines indicate a one-year pre-
diction interval.

a prediction interval. The normalized root-mean-squared error
allows for a comparison between different sandbars, while the
skill score expresses how good a model’s prediction is com-
pared to just repeating the most recent observed value (i.e. hav-
ing no model). We computed skill scores based on root-mean-
squared errors as:

skill = 1 −
ep

eb
, (4)

where ep is the root-mean-squared difference between model
predictions and observations, and eb is the root-mean-squared
difference between the baseline and the observations. Accord-
ing to this formulation, positive skill scores indicate that the
model prediction is better than the baseline prediction of no
change.

4.1. Prediction interval

Figure 3 shows the root-mean-squared errors and skill scores
for prediction intervals from 1 up to 500 days. The normalized
root-mean-squared errors of the networks have near maximal
values of about 0.15 at the Gold Coast and 0.16 at HORS, across
a wide range of prediction intervals from about 100–400 days.
Over the first 100 days, the errors sharply increase, then they
more or less level off, until a prediction interval of about a year,
after which they decrease again. All skill scores are positive,
except for the nonlinear model at HORS, at prediction intervals
under 50 days. In contrast with the error values, all skill scores
continue to increase with increasing prediction interval, except
for a slight dip around the one-year prediction interval. Over
short timescales, reality will not have diverged much from the
no-change scenario and so any small inaccuracy in the model
predictions may render the model skill low, whereas over larger
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Figure 4: Neural network predictions of five differently initialized NARX models at the Gold Coast (a), and the LARX model at
HORS (b). Individual model runs were started at each sample in a partition. The top panels give the observations (range of the
predictions) in gray (black), while the bottom panels show the observations (mean of the predictions) in gray (black).

timescales even an inaccurate estimate of sandbar location can
easily be better than the assumption of no-change.

The trends in error and skill are closely linked to the seasonal
signal in sandbar location (Fig. 1). After a one-year interval,
a sandbar tends to return to approximately the same location,
causing a decrease in baseline error and a related decrease in
skill. The decrease (increase) in error (skill) after prediction
intervals of one year is related to the limited length of the data
partitions. Some partitions, especially at HORS, are consid-
erably shorter than one year, and could not be used in perfor-
mance computations for prediction intervals larger than their
length. The errors of the short partitions at prediction intervals
under one year were often larger than the errors of the longer
partitions at the same prediction intervals. Leaving out parti-
tions shorter than one year from the average computations gave

similar trends in error and skill score values as those in Fig. 3,
but without the decrease in error after the one-year prediction
interval.

The performance differences between linear and nonlinear
models remained generally small. At the Gold Coast, the non-
linear NARX model always performed better than the linear
LARX model, with an average performance difference (over all
prediction horizons) of about 3 meter. At HORS, negative skill
scores were obtained for NARX at short prediction intervals,
while LARX achieved positive skill scores at all prediction in-
tervals and outperformed NARX up to prediction intervals of
about 250 days. However, for prediction intervals larger than
400 days, NARX performed better than LARX. Since more
than half of the partitions in the HORS dataset are shorter than
250 days, it could be that these results mainly reflect the prop-
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erties of those short partitions. To find out whether the length
of the partitions affected our results, we re-computed the re-
sults on short (< 250 days) and long (≥ 250 days) partitions
individually. We found that for both the long and short parti-
tions LARX outperformed NARX up to about 250 days, while
NARX achieved better performance on long datasets for pre-
diction intervals beyond 400 days. The improvement of LARX
over NARX was however considerably larger for the partitions
shorter than 250 days.

4.2. Predictions and prediction range

Predicted sandbar locations in the test partitions could vary
substantially depending on the network’s weight initialization
and the start time of the prediction. To show the variability of
the predictions, we ran the models starting at each point in the
time-series data until the end of a partition. For the nonlinear
models, we repeated this five times with differently initialized
networks. Figure 4 shows the range and the mean of the values
that were predicted by the best model (LARX or NARX) for
each sandbar dataset.

The NARX network always achieved the best performance
on the Gold Coast data, so this model was used to study the
average and range of the predictions (Fig. 4a). As becomes
clear from this figure, the predicted values of the Gold Coast
sandbar closely follow the observations. Both rapid offshore-
migration events and slower onshore return are predicted by the
neural networks. It should be noted though, that predictions and
observations tend to diverge more over long periods of onshore
migration (e.g., in partition 2). The range of the predictions for
the Gold Coast sandbar grows rapidly during the first 20 days
of each partition, but does not become consistently wider over
the duration of a partition, except for the end of partition 2 after
a long period of onshore migration.

We further observed that model predictions at the Gold Coast
rapidly converged to similar values for different start times.
Most of the variability in predicted sandbar location is there-
fore generated by initializing a model at the start of each pre-
diction sequence with observed values. After initialization, the
models often consistently over- or under-predicted sandbar lo-
cations, so the boundaries of the prediction range are formed
by the observations on the one side and the mean of the pre-
dictions on the other side. The convergence to similar values
becomes especially obvious from the predictions in the middle
of partition 5, when no sandbar observations were available.
Since wave data were still obtained during this period, predic-
tions that started before the period of missing data could be
continued (note that no performance measures were computed).
However, the model could not be initialized at observed values
and the predictions in this period rapidly converged to a small
range of values.

For the HORS dataset, the best performance on prediction
intervals smaller than 250 days was achieved by the LARX
model, but for larger prediction intervals the NARX model per-
formed better. Because most of the partitions in the HORS
dataset are shorter than 250 days, we selected the LARX model
as the best model for this dataset, and depicted the range and

mean of the predictions of this model in Fig. 4b. The pre-
dicted values of the LARX model generally follow the offshore-
directed trends, especially in the first 10 partitions. Also, on-
shore migration is sometimes predicted correctly (e.g., parti-
tions 12, 15 and 16). The range of the predictions at HORS be-
comes increasingly wider during the first 250 days, and some-
times over even longer intervals (e.g., in partitions 11 and 15).
When in the second half of the data, the offshore-directed trends
are less obvious or take place over longer time-spans, the av-
erage predictions become less accurate and the range of pre-
dicted values sometimes spans almost the entire sandbar zone
(partition 15). While at the Gold Coast all models converged
to similar predictions, the predictions at HORS usually ran in
parallel trajectories or continued to diverge over time. Also,
no consistent over- or under-prediction was found for the same
parts of the data or the same models, as was the case for the
Gold Coast. Note that the wide prediction ranges extending to
both sides of the observations imply that individual model runs
started at different time instances deviated substantially more
from the observations than the average of those models runs.

4.3. Relation between error and wave height

In process-based modeling and predictability studies (e.g.,
van Rijn et al., 2003; Ruessink and Kuriyama, 2008) the capac-
ity of models to hindcast observed sandbar behavior is often in-
vestigated in relation to the wave height. When the wave height
increases, sediment transport rates increase, which could lead to
an increase in sandbar migration rates and hence increased pre-
diction errors. To investigate the relation between wave height
and prediction errors of the neural networks models, we plot-
ted the errors at each time t as a function of the wave height
between time t − 1 and t in Fig. 5. For the Gold Coast, we
plotted the results of five differently initialized NARX models,
while for HORS we depicted the results of the LARX model.
Figure 5 clearly reveals the absence of a direct relation between
wave height and prediction error. Apart from this relation, we
also investigated the relation between the change in wave height
and the absolute error, and the relation between the change in
wave height and the change in absolute error, but found no sig-
nificant correlations.

Instead of investigating the relation between prediction error
on a fixed timescale of one day, it is also possible to study this
relation taking into account the length of a period with a certain
wave height. Especially when sandbar migration is small under
low waves, any relation between wave height and errors might
only become obvious after a number of days. To investigate the
dependence of the error on both the wave height and the time
over which a certain wave height is observed, we divided the
wave height timeseries into four classes of equal range, and as-
signed to each sample the number of consecutive days with the
same wave-height class immediately before that sample. Next,
we created a grid with a column for each wave-height class
and a row for each number of consecutive days with that wave-
height class, and interpolated the absolute prediction errors to
this grid. Grid cells that were based on less than four samples
were left out to obtain more reliable averages. Figure 6 shows
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Figure 5: Absolute prediction error as function of the wave
height (black dots) together with the linear fit (gray line). For
both sites the coefficient of determination R2 of the linear fit
was smaller than 2 · 10−3.
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Figure 6: Prediction error as function of the wave height and
the number of consecutive days with that wave height. The
Gold Coast results were obtained with the NARX model and
the HORS results with the LARX model.

the average absolute prediction error as a function of the wave-
height class and the number of consecutive days of that class,
using the best model for each dataset (LARX for HORS and
NARX for the Gold Coast).

As becomes clear from this figure, the error increases with
increasing wave height for the first couple of days with that
wave height (from left to right in the bottom rows). However,
after several days with a certain wave height, a different trend
emerges. For low to intermediate waves (the left two columns
in Fig. 6a and the leftmost column in Fig. 6b), the error in-
creases with the number of days these wave conditions pre-
vail. For the higher waves, however, the error decreases with
the amount of time these conditions are present, and this de-
crease becomes more consistent with increasing wave height
(the right two columns in Fig. 6a and the right three columns in
Fig. 6b). This implies that during the onset of a storm, the neu-
ral networks have difficulty predicting the correct cross-shore
sandbar location, but when the storm lasts for a couple of days,

the predictions become increasingly accurate. During long pe-
riods of low-wave conditions, on the other hand, the networks
find it increasingly difficult to predict accurate sandbar loca-
tions. Repeating the error-interpolation process with up to eight
wave-height classes gave similar trends (i.e. error increase with
time for low waves, and error decrease with time for higher
waves), but due to the limited amount of observations it was
not always possible to find continuous periods with the same
wave-height class longer than a few days. Note that due to the
limited amount of samples in each class, no reliable significance
values could be obtained, but at least the different trends were
consistently found low- and high-wave conditions at both field
sites and for different number of wave-height classes.

5. Discussion

The results show that many aspects of sandbar behavior, such
as rapid offshore migration during storms, slower onshore re-
turn during quiet periods, seasonal cycles and annual to in-
terannual offshore-directed trends can be predicted from the
wave height with data-driven neural network models. Both the
linear (LARX) and nonlinear (NARX) neural network models
achieved positive skill scores on the two datasets for prediction
intervals larger than 50 days, and in case of the Gold Coast outer
sandbar, for all prediction intervals.

For the interpretation of the neural network results, it is im-
portant to realize that these data-driven models do not need ex-
plicit representations of commonly-modeled physical processes
and variables. In particular, a recurrent neural network can form
internal representations for certain physical variables based on
its history of inputs. If a recurrent neural network is presented
with different cross-shore sandbar responses to similar wave
heights (for example, because the sandbar had different along-
shore shapes), it can learn to predict different types of sand-
bar behavior based on the sandbar’s past response to the waves,
even though the network does not receive information about the
sandbar’s actual alongshore shape. In other words, the network
can learn to keep abstract representations for physical proper-
ties like ‘alongshore variability’ from observing the history of
cross-shore-averaged sandbar response to waves. Similarly, a
neural network can learn the relation between sandbar migra-
tion and wave height, even though the wave height presented
to the network might not reflect the actual wave height at the
sandbar. The factors that affect the wave properties presented
to the neural network and the actual wave height at the sandbar
(such as persistent offshore bathymetric features) are simply in-
cluded in the learned relation between sandbar migration and
wave height. Of course, data-driven models can only learn such
relations if they are present in the observations; they cannot ex-
trapolate to circumstances that were never encountered during
training.

The nonlinear model outperforms the linear model at the
Gold Coast and at prediction intervals longer than one year at
HORS. At the latter site, the linear model is consistently better
at prediction intervals below 250 days and performs similar to
the nonlinear model at prediction intervals of up to one year. On
a yearly timescale, the most important source of variability in
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sandbar location at HORS is the offshore-directed trend (Fig. 1).
Apparently, the dominant trends can be predicted more accu-
rately with a linear model than with a nonlinear model, while
sandbar behavior without or with less dominant trends (at the
Gold Coast and for the longer partitions at HORS) is predicted
better with a nonlinear model.

The reason for the performance difference between linear and
nonlinear models at HORS is the trade-off between the perfor-
mance on different prediction intervals made by the training
procedure. Since the networks are trained to optimize their per-
formance averaged over all prediction intervals (see Appendix
A), the improved performance of the nonlinear models on long
prediction intervals comes at the cost of reduced performance
on shorter intervals. Linear models, on the other hand, are better
at reproducing sandbar behavior at shorter prediction intervals,
which comes a the cost of reduced performance on timescales
longer than a year. This trade-off is not made arbitrarily by the
training procedure, but reflects an important limitation of non-
linear models: they are more sensitive to error accumulation
over time. In linear models, small errors made during prediction
accumulate linearly, while in nonlinear models these errors can
be amplified exponentially. Especially when behavior is domi-
nated by trends, errors made during prediction keep adding up,
and nonlinear models perform worse than linear models. Al-
though the relation between sandbar migration, sandbar loca-
tion and wave height is weakly nonlinear on timescales of a
few days (see Pape and Ruessink, 2008), the training procedure
is unable to find a nonlinear short-term relation that yields accu-
rate predictions for the long-term trends at HORS. Only when
the offshore-directed trend becomes less important on longer
timescales (i.e. in the longer partitions), the nonlinear model
again starts to outperform the linear model, just as for the Gold
Coast where there is no trend. The finding that it is difficult
to hindcast long-term trends in sandbar behavior with models
based on representations of short-term dynamics, even when
the wave height are provided to the model, is consistent with
the findings of Pape et al. (2010a,b).

The nonlinear relation between sandbar location, sandbar mi-
gration and wave height at the Gold Coast does not result in
behavior that becomes more difficult to predict over time, but
causes convergence to the same sandbar locations for different
initial conditions. At HORS no such convergence takes place,
but when the trends are less dominant the nonlinear models be-
come better than the linear models. In the second half of the
HORS data, the offshore-directed trends take place over longer
timescales than in the first half of this dataset. While it might
seem that sandbar behavior in the second half of the HORS
dataset becomes somewhat similar to sandbar behavior at the
Gold Coast, model predictions for the second half of the HORS
data do not converge to similar predictions over time, as is the
case for the Gold Coast. Instead, the predictions run in parallel
trajectories, or even continue to diverge until they span almost
the entire sandbar zone (partition 15). Note that the training
procedure for the HORS data is performed on the 8 neighbor-
ing partitions, so any changes in predictability associated with
the change in behavior over time are reflected in the results.

Our investigations show that there is no general relation be-

tween the wave height and neural network prediction errors on a
fixed timescale of one day. However, when we take into account
the amount of time it takes for a sandbar to respond and adjust
to different wave conditions another picture emerges. For low
waves, the error increases over time, while for higher waves
the errors are initially large, but decrease with the amount of
time the high-wave conditions prevail. Under low waves the
studied sandbars slowly migrate onshore (Fig 1), giving rise to
onshore-directed trends over the course of several weeks. Sim-
ilar to the difficulty in predicting the offshore directed trends,
the increase in error under low waves reflects the difficulty of
long-term trend-prediction due to error accumulation.

For increasing wave height, the initial growth in prediction
error can be attributed to the increase in sandbar migration rate.
The reason for the decrease in error after several days of high
waves is not immediately clear from our experiments. These
findings are however consistent with the results of Pape et al.
(2010b), who show that under breaking waves, sandbars mi-
grate toward a wave-height-dependent cross-shore equilibrium
location, while during low waves, they slowly migrate away
from such a location (unstable behavior). During long peri-
ods with low waves, sandbars continue to migrate onshore, un-
til they merge with the shoreline or a shoreward-located sand-
bar. Prediction errors made during periods of onshore migra-
tion will therefore accumulate over time. Because migration
is very slow during low-wave conditions the effect of error ac-
cumulation remains also small and becomes only obvious after
several weeks. For high-wave conditions, on the other hand,
a sandbar migrates toward a stable equilibrium location, and
stops migrating once it gets there. When a sandbar gets close to
its equilibrium location, sandbar migration slows down, which
allows predicted sandbar locations to catch up with the actual
sandbar location. This explains the decrease in prediction er-
ror after several days with high waves. However, when the
rate at which a sandbar migrates toward its equilibrium loca-
tion remains smaller than the timescale of wave-height vari-
ability, sandbars never get close to their equilibrium location,
and long-term trends can arise (see Pape et al., 2010b). For this
type of behavior, a sandbar never gets sufficiently close to its
equilibrium location for the predictions to catch up, and errors
made during prediction will accumulate over time. At the Gold
Coast, the equilibrium location is reached several times, cancel-
ing potential offshore-directed trends and diminishing the error.
In the few high-wave periods, the sandbars at HORS do get suf-
ficiently close to their equilibrium location for the error to start
decreasing. However, high-wave conditions at this site usually
do not last long enough, resulting in offshore-directed trends
and associated error accumulation over time.

6. Conclusion

Neural network models are able to predict many aspects of
cross-shore sandbar behavior at the Gold Coast and HORS,
such as rapid offshore migration during storms, slower onshore
return during quiet periods, seasonal cycles and annual to inter-
annual offshore-directed trends. The comparison between non-
linear and linear models shows that nonlinearity is present, but
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has different effects on predictability on different timescales.
At the Gold Coast, predicted sandbar locations converge to
the same values for different starting locations, especially after
several days of high-energy conditions, allowing for accurate
predictions of long-term sandbar behavior from known wave
heights. The long-term offshore-directed trends at HORS, how-
ever, are predicted better with linear than with nonlinear mod-
els, because nonlinear models suffer from exponential accumu-
lation of errors over time. Only when the offshore-directed
trends become less important on longer timescales, nonlinear
models are able to outperform linear models.

Our results further reveal that there is no direct relation be-
tween prediction error and the instantaneous wave height. How-
ever, a more detailed investigation incorporating the amount of
time a certain wave conditions prevails, shows that prediction
errors initially increase with the wave height. However, during
several weeks with low-wave conditions it becomes increas-
ingly difficult to predict sandbar locations, while after several
days with high waves, predictions become more accurate. This
suggests that it is important to take into account the time it takes
for a sandbar to respond and adjust to different wave conditions
when studying the relation between wave height and the pre-
dictability of cross-shore sandbar behavior.
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Appendix A. Neural network training

The neural networks and their training algorithm involve a
number of settings that need to be adjusted to the task at hand.
Some of these settings can be set with algorithms that auto-
matically find optimum values, while others can only be found
experimentally by examining a range of different values. In
this appendix we describe the steps that were taken to find the
settings for the neural network models and their training algo-
rithms.

The BTPP algorithm used here updates the neural network
weights after the presentation of a certain number of samples,
called the batch size, to the network. Since the time-series data
of alongshore-averaged sandbar positions are not naturally seg-
mented into independent batches, the batch size for the BPTT
algorithm must be carefully chosen. If the batch size is too
small, any temporal dependencies that span a longer period than
the selected batch size cannot be learned, and if it is too large
the algorithm converges slowly. Choosing a specific batch size
means that the network predictions will be optimized to predic-
tion intervals corresponding to the batch size. Here, we aim to

investigate the network’s performance over a range of different
prediction intervals, which will be hampered by fixing the batch
size to a specific value. Instead, the networks are trained each
epoch with a randomly selected batch size between 2 and the
length of the data. In this fashion, the algorithm is not forced to
optimize predictions for a certain timescale of, for example, a
month a season or a year, but tries to find an optimum over all
possible timescales.

The optimal number of nodes in the hidden layer of the non-
linear network needs to be determined experimentally. Several
experiments were performed to find optimal settings for the net-
work architecture using hidden layer sizes with up to 20 nodes
with hyperbolic tangent transfer functions, organized in 1 or
2 hidden layers. We found that increasing the network size
above 6 nodes in a single hidden layer did not result in in-
creased performance on the test sets. All further experiments
with nonlinear neural networks were therefore performed with
a network with a single hidden layer containing 6 nodes.

The step size of the weight updates, also called the learning
rate, was determined with the bold driver algorithm. The bold
driver algorithm started with a learning rate of 10−7, and in-
creased this value every epoch by one percent. After each epoch
the error was compared with the minimum error achieved dur-
ing training of the selected data. Once the error becomes larger
than the minimum error achieved, the learning rate is too large,
and should be lowered. Here, a threshold value of 10−4 (relative
to the normalized error) was used to allow the training algo-
rithm to increase the error slightly before dropping the learning
rate, allowing the gradient descent to overcome bumps in the
error landscape. If the error became larger than the minimum
error plus 10−4, the learning rate was dropped with 25 percent,
and the algorithm resumed from the most recent optimal weight
settings.

The training algorithm updates the weights with small steps
after each batch, and the data need to be presented to the net-
work several times (epochs) before the algorithm converges to
the optimum solution. Individual data partitions in the training
set (Fig. 4) were provided to the network in random order each
epoch. Especially for the recurrent neural networks used here,
the learning rates found by the bold driver algorithm are small
(≈ 10−7), resulting in slow convergence. As such, training re-
current neural networks required a considerably larger amount
of epochs (up to 107) than is commonly needed to train feedfor-
ward networks.

Training should be stopped when the network has learned
the general aspects that the training and test datasets have in
common, but before the network starts to learn features that are
specific to the training datasets, or in other words before the net-
work starts to overfit the training data. The amount of epochs
at which the networks start to overfit the training data is com-
monly determined during the training procedure by evaluating
the performance on part of the data that is not used for training
the network, called a validation set. When the performance on
the validation set starts to decrease, the network starts to over-
fit the training data, and training is stopped. Here we used a
similar early stopping procedure based on the performance on
the individual training partitions, after training was performed
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until overall error convergence.
The networks with nonlinear transfer functions were trained

for 107 epochs on the Gold Coast datasets, and for 3·106 epochs
on the HORS datasets. To determine the amount of epochs at
which the networks started to overfit the training data, we eval-
uated the performance on the individual partitions of the train-
ing data each 105 epochs, starting from epoch 2 · 106. If the
minimum error on a training partition fell before the end of the
training procedure, the early stopping criterion was applied at
that point. In case the error reached a minimum on multiple
partitions, the early stopping criterion was applied at the first
occurrence of a minimum. Note that this procedure is not bi-
ased toward a specific training partition, because the training
partitions were provided to the network in random order each
epoch. Because most of the training partitions in the HORS
data reached a minimum error after 2 · 106 epochs, this num-
ber of epochs was selected as the general stopping point for the
HORS dataset. For the Gold Coast data the optimum number
of epochs varied considerably between different networks and
partitions, between 2 · 106 and 107 epochs.

The linear networks were trained for 5 ·105 epochs, when the
error converged for all datasets.
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