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Chapter 1
Introduction to Discretization of Parametric Surfaces
1.1

Background

The parametric surface has become the preferred representation in geometric modeling, and parametric modeling engines drive the major CAD packages such as
Unigraphics NX and CATIA. Parametric representations are continuous, differentiable, and they offer the convenience that surface points can be enumerated
very quickly by simply choosing coordinates in the parameter space and mapping
them to R3 . Additionally, there exist limitless parameterizations, allowingus to
describe all kinds of surfaces from planes, conics, and revolute surfaces, to arbitrarily complex curved surfaces.There exist other surface representations, such as
implicit surfaces, that are also continuous and differentiable, but it is the flexibility and the ease with which surface points can be enumerated that makes the
parametric representation so popular.
1.2

Motivation

For all their utility, parametric surfaces suffer from the following drawbacks: The
choice of parameterization can be restrictive, and certain design changes may
require reparameterization of the model. This can be quite laborious, but it is
avoidable provided the user makes good decisions concerning the parameterization.
Another drawback, which is a completely unavoidable consequence of the parametric representation, is that intersections, distance computations, and PMC testing
are all quite computationally expensive. This makes doing things like motion
planning and collision detection very time consuming where parametric surfaces
are concerned.
Additionally, continuous surface representations are not always preferred. Often it
is advantageous to sample parametric surfaces to create discrete representations,
which facilitate a multitude of discrete methods for solving differential equations
in engineering.
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In short, discrete surface representations, such as point clouds and surface meshes
facilitate fast intersections and distance computations for rendering and dynamic
simulation. They also constitute the geometric foundation of discrete methods for
solving differential equations. Discretizing parametric surfaces faster can clearly
speed up work flow in these established fields, and it could also facilitate new
applications for discrete representations, which were perviously impractical due
to the computational expense of discretization. For example, if we could generate
discrete representations quickly enough, we could do collision detection interactively in a CAD modeling interface, or we could resample a dynamic parametric
surface iteratively to maintain an alternative discrete representation.
1.3

Problem Statement

The problem of discretizing parametric surfaces can be thought of in terms of
two major deliverables, a sample set, and the associated topology. For some
applications, the samples alone are sufficient, and discretization means creating a
point cloud only. However often it is necessary to establish connectivity between
the points in order to specify their collective topology. In this case discretization
refers to creating a surface mesh.
We therefore elect to divide the problem of discretizing surfaces into two steps,
sampling and meshing. In the sampling step, we aim to solve a 2D distribution
problem in the presence of uncertainty (the parametric mapping), in order to
creates ’desirable’ sample distributions on arbitrary parametric surfaces. In the
second step, we must connect the points such that they form a triangular mesh,
a piecewise linear approximation of our surface. Here the challenge is to find
the connectivity, which best approximates the surface according to some quality
metric(s) such as triangle shape and Hausdorf distance.
1.3.1

Sampling Problem

In sampling parametric surfaces, it would clearly be advantageous to exploit the
ease with which we can enumerate surface points by choosing their parameter
space coordinates. The primary problem is that the geometry of the parameter
space is distorted by the mapping to R3 , and therefore we do not have direct
control over the distribution of points on the surface. Consider for example the
sampling of the sphere in figure 1.1. If we choose a uniform lattice of sample
points in the parameter space, they map to a nonuniform distribution in R3 .
1.3.2

A Uniform Distribution

That we gain at least some control over the distribution of the sample points
in R3 is the first deliverable for the sampling algorithm presented here. Clearly,
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a) sample points in parameter space

b) points mapped to R3

Fig. 1.1: Uniform sampling of a parametric sphere

we must define the properties of a ’desirable’ distribution. Since metrics like
dispersion and discrepancy are not well defined for arbitrarily curved surfaces, we
are forced to adopt some ad hoc criteria by which we can optimize our sample
distribution. Terms such as ’uniformity’ are popular in the literature to describe a
’desirable’ distribution, however the precise properties of a ’uniform’ distribution
on an arbitrarily curved surface remain somewhat unclear. For our purposes, we
will use the term ’uniform’ to refer to a point distribution, which exhibits nearly
constant local density in both the u and v directions, everywhere on the surface,
and which can be connected to tessellate the surface with polygons of low aspect
ratio.
1.3.3

Other Goals

Having defined the desired sample distribution, we can move on to consider what
might be desirable characteristics for the sampling algorithm, for the resulting
data structure, and for the implementation as a whole.
1. Generality: The algorithm should be applicable under most common parameterizations, including periodic ones.
2. Denseness: In the limit of the sampling sequence, the set of samples should
converge to the surface.
3. Adaptivity: We should be able to vary the sampling density according to
local surface properties.
4. Hierarchy: The sample set should be stored in a structure that facilitates
hierarchical pruning.
5. Speed: The code should construct surface points without searching. It
should be well optimized and suitable for multi-threaded implimentation.
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6. Topology: At minimum, the decomposition should imply some neighborhood information for the individual points to allow fast meshing. Where
possible, it should preserve topological information, particularly edges and
vertices, that it may eventually be extended to close meshes around boundary represented solids. Of course the extent to which this topological information is available depends heavily on what sort of modeler is used to store
the parametric surface.
1.3.4

Meshing Problem

In its simplest form, the problem of meshing a set of samples amounts to finding
and connecting neighboring points. For any sample set, there exist many possible
topologies by which the points can be connected, and the challenge is therefore
to efficiently search through these to find the one that produces the best possible
mesh in terms of some quality metric. In practice, the implementation of this
searching procedure varies a great deal depending on the nature of the sample set
at hand.
If we begin with a complete sample set and no topological information, meshing
can be a cumbersome, time consuming task, owing to the large number of possible
solutions to the problem.
If we begin with a complete sample set that contains at least some topological
information, then we can reduce the number of possible solutions. In this case,
the implementation of the meshing procedure is closely related to the nature of
the topological information at hand as well as the data structure in which it is
stored.
If we begin with no sample set, then we are free to construct the mesh at the
same time as the surface is sampled. This is typically done by maintaining a
mesh, while adding samples to it one at a time, and remeshing the region around
each inserted sample point. This too reduces the number of possible solutions,
however it involves many updates to the mesh, many of which are overwritten
(perhaps even repeatedly) before the mesh is complete.
1.4

Previous Work

All approaches for sampling parametric surfaces can be divided into two groups.
The first group enumerates sample points on the surface, by choosing their coordinates in parameter space and mapping them to R3 , whereas the second group
searches for the sample points. This searching can take place in R3 , where one
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would search for the surface itself, or in parameter space, where points are guaranteed to lie on the surface and one searches for points with some optimum distribution. In either case, enumerative approaches are faster than ones that search. The
approaches to meshing sample sets however, are much more difficult to classify,
as they are strongly dependent on the nature of the point set to be meshed. (See
section 1.3.4.) For this reason, we discuss previous work in surface discretization
primarily in terms of sampling. We will however comment on meshing applications
throughout the sampling discussion.
Spatial partitioning is a proven approach to sampling parametric surfaces [20,19].
Spatial partitioning can be very fast, owing to the fact that sample points can
be enumerated without searching. Additionally, the algorithms are rule-based
and therefore flexible, and the multi-resolution data structures generated, such as
binary-trees and quad-trees are elegant. These data structures are especially conducive to hierarchical pruning, and are therefore frequently applied to accelerate
computations in rendering, motion planning, and collision detection [6,8,13,11,2,9,10,7,16,14].
Spatial partitioning does imply some neighborhood information for the points in
the sample set. However, the information is incomplete, and the meshes implied
by spatial partitioning generally contain cracks, which must be closed in order to
produce continuously connected meshes. Because spatial partitioning is enumerative, the primary problem is coping with the geometric distortion, which results
from mapping the parameter space to R3 , in order to yield desirable sample distributions.
Another recently proposed enumerative approach [17] reduces the 2D distribution problem to a 1D problem by mapping a space filling curve onto the surface.
The space filling curve is generated in the parameter space and recursively refined according to its geometry in R3 . Then the algorithm walks along the curve,
distributing sample points in the parameter space according to well known low
discrepancy distributions [15], which can be modified by a user defined density
function. Though not as fast as spatial partitioning, this approach does not search
for sample points, and is therefore faster that all approaches that do. Additionally, it can produce low-discrepancy distributions in regions where the surface
curvature is negligible, as well as ’qualitatively regular’ distributions on curved
surfaces. However is is more complex than and not as fast as the spatial partitioning approaches. The primary drawback is that the method does not provide any
topological information for the sample set. If we do choose to mesh the samples,
there will be many solutions to investigate.
Recently, sampling methods that rely on searching have become popular. Advancing front methods [18,1] guess at the parameter space coordinates of a neighbor
for some point(s) already in the sample set. The quality of this choice is then
evaluated according to some metric, and the guess is iteratively refined until a
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suitable point is found. As points are added, the sample set grows until it spans
the entire surface. Advancing front approaches offer the benefit that they produce
complete topological information for the samples in the set, and they can therefore
return continuously connected meshes. Since guesses can be refined according to
arbitrary criteria, advancing front approaches can produce very uniform sample
distributions as well as very well shaped triangles. Advancing front algorithms
are popular in commercial meshing software because they can deliver high quality
results, but since the distribution problem is solved by iterative searching, these
algorithms are relatively slow.
There exist other more holistic search-based algorithms [3–5], which sample the
worst region in the set until the desired density is reached. In this case, the
searching takes the form of repeatedly locating the worst region of the sampling
before the addition of each point. This is usually accomplished by maintaining
a Delaunay or other high quality triangulation, which is continuously updated
throughout the sampling process. Again, these search-based methods are conducive to producing high quality meshes, but they are relatively slow, this time
because of the overhead of remeshing repeatedly after the addition of each sample
point.
In our work on sampling and meshing parametric surfaces, we seek to combine
the speed and elegance of enumerative methods with the ability of search-based
methods to generate uniform sample distributions and well shaped triangles. In
light of this position, we select a ’sample first then mesh’ strategy, where we use
enumerative spatial partitioning to sample the surface, then we parse the resulting
tree data structure, verifying and optimizing the mesh it implies.

Chapter 2
Sampling Parametric Surfaces
2.1

Approach

All of the methods previously discussed offer viable solutions to the problem of
sampling parametric surfaces. We seek to combine the speed and elegance of spatial partitioning, with the ability of the search-based methods to produce high
quality regular and adaptive sampling distributions. As a starting point, we consider the recursive spatial partitioning algorithms discussed by VonHerzen in [20],
which already address most of the goals described in section 1.3.3.
1. Generality: Spatial partitioning assumes nothing of the surfaces it investigates, and is therefore applicable to most parameterizations.
2. Denseness: In the limit, the binary and quaternary subdivision schemes
generate point sets which converge to the surface.
3. Adaptivity: All recursive algorithms require some kind of termination criteria. By choosing these carefully, we can investigate some regions of the
surface more thoroughly than others.
4. Hierarchy: Recursive algorithms, by definition, generate hierarchical data
structures. In our case, these are conducive to performing intersections and
distance computations, which can be drastically accelerated using hierarchical pruning.
5. Speed: Recursion is an elegant and fast control structure. Provided that
we optimize the code well and refrain from searching for points, recursive
spatial partitioning should be among the fastest sampling methods possible.
These very desirable properties of recursive spatial partitioning leave two issues for
us to address. The first is how best to solve the warping problem to achieve the
uniform distribution described in section 1.3.2, and it constitutes the majority
of the work presented here. Secondly, there is the matter of the last item in
section 1.3.3, topology. We will demonstrate that the topological properties of our
7
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decomposition imply a surface mesh. In fact these implied meshes will be used to
visualize the samplings we create. However the details of meshing, including how
to close cracks as well as how to generate alternative meshes will be addressed in
a future work.
2.1.1

Binary vs. Quaternary Subdivision

Generally speaking, the quaternary subdivision and the associated quad-tree data
structure offer superior speed and compactness, in that the branching of the decomposition is well optimized for 2D space. Furthermore, provided that we consistently subdivide patches at the same location, the neighbors of any surface
patch are implied by the decomposition. They are identifiable for example by the
base 4 addresses, which are shown in figure 2.1 (a). The primary weakness of
the quaternary decomposition is that it offers poor control over the local sample
distribution, because it cannot alter the aspect ratio of the patches during the
decomposition.
a) Quaternary Subdivision

b) Binary Subdivision - Alternating Subdivision Direction

Fig. 2.1: Binary and a Quaternary Subdivision Schemes

On the other hand, the binary subdivision and the associated binary tree offer
much improved control over the aspect ratio of the surface patches. If we allow the
subdivision to be carried out repeatedly in the same direction, we can increase the
sampling resolution in that direction only. This has tremendous benefits in that it
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allows control of the sampling density in each parametric direction independently.
The caveat here, is that we loose the implied neighborhood of the patches, because
their binary addresses, which are shown in figure 2.1 (b), depend on the history
of the subdivision. Consequently, we must traverse the tree or do some kind
of search to find the neighbors of a patch. This is a tremendous inconvenience
wherever we wish to establish connectivity between the patches, and it is only
further compounded by the fact that binary subdivision is already less efficient
that quaternary subdivision (figure 2.2) for sampling 2D spaces.
For the purposes of comparing the binary and quaternary subdivision schemes,
we impose the following constraints, so that the two decompositions generate very
similar tree structures. First, we stipulate that subdivision is always carried out
through the centroid of the patch in parameter space, and we divide in the parametric directions u and v. Secondly, for the binary decomposition, we alternate
the direction of subdivision, effectively preventing any change in the patch aspect
ratios from persisting for more than one recursion. Figure 2.1 shows the first three
subdivisions of each decomposition side by side. Notice that the second binary
subdivision produces the same four patches as the first subdivision of the quaternary decomposition. In this constrained case the nth quaternary subdivision
produces the same patches as the 2nth binary subdivision.

a) Leaf Growth

b)Total Growth

c) Parametric Redundancy

Fig. 2.2: Growth of Tree Data Structures

In figure 2.2 we compare the first 10 recursions of the quad-tree to the first 20
recursions of the binary tree, computing the trees to a uniform depth, and generating up to a million surface patches. It is clear in figure 2.2 (a) that the Quad-Tree
branches twice as fast as the Binary Tree. Consequently, in figure 2.2 (b) the
binary tree requires 50% more branching nodes than the quad-tree to generate a
specified number of leaf nodes. This far outweighs the minimal increase in parametric redundancy, shown in figure 2.2 (c), and it helps explain the popularity of
the quad-tree as a solution for fast surface sampling and storage.
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2.1.2

Redundancy

Parametric redundancy is the result of choosing the same parameter space point
two or more times during the decomposition. Redundant parameter space points
map to the same point in R3 and are therefore completely redundant. These
points should eventually be eliminated from the sampling so that our algorithm
returns the leanest data set possible.
The parametric redundancy of a binary decomposition is dependent upon the
subdivision history. The curve shown in figure 2.2 (c) is only valid for the restricted
case of alternating subdivision direction. In practice, certain subdivision sequences
can create up to 13 parametric redundancy in the sample set. Our implementation
of binary subdivision will be used to alter the aspect ratios of the child patches, and
will therefore not be restricted to alternating subdivision directions. Therefore,
the effect of binary subdivision on parametric redundancy will remain unknown
throughout construction of the tree.
R3 redundancy is another form of redundancy, which occurs when two or more
unique points in parameter space map to the same location in R3 . Surfaces with
periodic parameterizations contain singularities, which exhibit R3 redundancy.
We do not wish to eliminate R3 redundant points completely, because their unique
parameter space coordinates contain information about the surface parameterization. However we do take steps to minimize the generation of R3 redundant points
as this is synonymous with improving the regularity of our sample distribution.
(see section 2.4.1 and figure 2.15)
2.1.3

Approach Summary

The topological ambiguity that division by two introduces, as well as its computational cost, and its uncertain redundancy, all motivate us to refrain from
using binary decomposition exclusively for surface sampling. However, the utility
it offers in terms of controlling the sampling distribution is compelling. In the
remainder of this work, we introduce and explore a hybrid algorithm and data
structure, which allows both binary and quaternary subdivision. In terms of the
discussion presented in this section, the algorithm is designed to offer the best of
both worlds. Where surface patches exhibit an acceptable aspect ratio, quaternary subdivision is performed. Where the aspect ratio is not acceptable, binary
subdivision is employed to improve it.
2.2

The Algorithm

We begin by defining a node structure for a quad-tree, which is suitable for storing
our decomposition of parametric surfaces. We then introduce our algorithm, which
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is capable of binary and quaternary subdivision. Finally, we sample a sphere using
the traditional quaternary decomposition alongside our hybrid binary-quaternary
decomposition.
2.2.1

Node Definition For Parametric Surface Sampling

Each node of the quad-tree represents a surface patch. Five points are first constructed in the parameter space. They are chosen as the four corners of an axisaligned rectangle and its centroid. The points are then mapped to R3 , where we
assume a simple topology, connecting the logical neighbors to form four triangles,
as shown in figure 2.3. This local surface mesh is the node of our quad-tree, and
we use its properties to determine where and how to subdivide. Each point shown
naturally has coordinates in the parameter space and R3 . Additionally, we store a
surface normal for computing curvature, and to accommodate trimming, we store
the results of a PMC test as well. In order to organize these data we define the
point structure shown in figure 2.4, and the node structure shown in figure 2.5.

Area: sum of the areas of triangles abm, acm, cdm, and bdm
(ab+cd)
Aspect Ratio: (ac+bd)
or its reciprocal, whichever is > 1
Curvature: The cosine of the largest angle between any two surface normals
Warp: The cosine of the smallest angle of abd, bdc, dca, and cab
Fig. 2.3: The definition of a ’surface patch’

2.2.2

Hybrid Decomposition For Parametric Surfaces

To perform our decomposition, we simply define a function BUILD TREE (figure
2.6), which recursively constructs our tree. Prior to each subdivision, BUILD TREE
calls SUBDIVIDE, which is responsible for making the decisions whether or not
as well as how to subdivide. SUBDIVIDE can be a function of any properties of
the surface patch (figure 2.3), as long as it returns two boolean values, divU and
divV. In this way, it can instruct BUILD TREE to divide in the u direction, the
v direction, both, or neither.
When BUILD TREE subdivides a surface patch, the child patches are defined
serially by NODE STRUCTURE (figure 2.5), the arguments of which are a parent
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input : Parameter Space Coordinates
output: 3-Space Coordinates, Surface Normal, Point Membership
Classification
POINT STRUCTURE(u,v) begin
u,v = u,v;
x,y,z = MAP TO 3SPACE(u,v);
nx,ny,nz = COMPUTE SURFACE NORMAL(x,y,z);
pmc = COMPUTE POINT MEMBERSHIP(x,y,z);
end
Fig. 2.4: POINT STRUCTURE(u,v)

input : parent node, sub-patch
output: A Child/Leaf Node of the Quad-Tree
NODE STRUCTURE(parent node, sub-patch) begin
a = POINT STRUCTURE(au,av);
b = POINT STRUCTURE(bu,bv);
c = POINT STRUCTURE(cu,cv);
d = POINT STRUCTURE(du,dv);
m = POINT STRUCTURE(mu,mv);
area = CALCULATE PATCH AREA(a,b,c,d,m);
aspect ratio = CALCULATE PATCH ASPECT RATIO(a,b,c,d);
curvature = CALCULATE PATCH CURVATURE(a,b,c,d,m);
ppmc = PPMC();
parent node = parent node;
child node1 = NULL;
child node2 = NULL;
child node3 = NULL;
child node4 = NULL;
end
Fig. 2.5: NODE STRUCTURE(parent node,sub-patch)

13

input : The root node
output: Many hierarchically linked nodes
BUILD TREE(parent node) begin
[ divU, divV ] = SUBDIVIDE(parent node);
if divU & divV then
Construct Four Children;
child node1 = NODE STRUCTURE(parent
child node2 = NODE STRUCTURE(parent
child node3 = NODE STRUCTURE(parent
child node4 = NODE STRUCTURE(parent

node,
node,
node,
node,

south-west);
south-east);
north-west);
north-east);

Recursively Subdivide The Children;
BUILD TREE(child node1);
BUILD TREE(child node2);
BUILD TREE(child node3);
BUILD TREE(child node4);
end
else if divU then
Construct Two Children;
child node1 = NODE STRUCTURE(parent node, west);
child node4 = NODE STRUCTURE(parent node, east);
Recursively Subdivide The Children;
BUILD TREE(child node1);
BUILD TREE(child node4);
end
else if divV then
Construct Two Children;
child node2 = NODE STRUCTURE(parent node, south);
child node3 = NODE STRUCTURE(parent node, north);
Recursively Subdivide The Children;
BUILD TREE(child node2);
BUILD TREE(child node3);
end
end
Fig. 2.6: BUILD TREE(parent node)
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patch and a compass direction indicating which child patch to construct. In the
event of quaternary subdivision, all five points belonging to the parent patch
are inherited by the children, and eight more points are created in the parameter
space to fill out the four children. For binary subdivision, only the four corners are
inherited, and four points are constructed to complete the two children. In both
cases, the new points are mapped to R3 , and we compute the area, aspect ratio,
and curvature of the children, using the local mesh shown in figure 2.3. Finally,
BUILD TREE is called recursively on the newly defined children, and the process
repeats. Eventually, SUBDIVIDE should return false for both divU and divV,
otherwise the recursion will continue infinitely. Several subdivision rules, which
terminate when the patch area is sufficiently small, or when the curvature of the
patch is sufficiently small, are considered in the section 3.3.
2.3

Implementation

In order to implement the algorithm described above we must decide where to
subdivide the patches. Additionally, we must determine how to handle degenerate
surface patches, and how to ensure that the decomposition adequately captures
trimming curves, which may be used to define the edges of the surface. In this
section, we address each of these issues in turn.
2.3.1

Subdivision Method

We adopt the policy that subdivision, whether binary or quaternary, occurs at
the centroid of the patch in parameter space. Where there is minimal geometric
distortion resultant from the mapping to R3 , this subdivision convention generates
child patches of equal or nearly equal area. This is advantageous with regard to
generating a uniform distribution. Perhaps more importantly, in the parameter
space, the subdivision results in a lattice, where all points can be grouped into
rows and columns of constant parameter. The properties of this lattice can be
used to eliminate the redundancy discussed in section 2.1.2, as shown below, as
well as to efficiently construct meshes, which will be discussed in a future work.
Consider a hybrid binary-quaternary tree defined according to section 2.1. The
nodes of the tree contain pointers to instances of POINT STRUCT (figure 2.4),
however some of these structures are parameter space redundant (section2.1.1).
Now consider that we know the decomposition has completed m recursions in u
and n recursions in v. Therefore, it can contain no more than 2m+n patches and
(m + 1)(n + 1) + mn + (m − 1)(n − 1) unique parameter space points, which are
arranged in i = 2m+1 + 1 rows and j = 2n+1 + 1 columns. Take for example
the lattice pictured in figure 2.7 (a), which is the result of m = n = 2 recursive
subdivisions of a conic surface. We use the lattice to discretize the parameter
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space, creating an i by j matrix shown graphically as the checkerboard in figure
2.7 (b). The matrix is initialized with null pointers, and then populated with the
sample points in figure 2.7 (c).

a) The sample point lattice
in parameter space

b) The lattice defines
a matrix

c) The matrix is populated
with points

Fig. 2.7: The definition of the parameter space matrix for a conic surface, n =
m = 2 recursions, i = j = 9

In order to populate the matrix with the sample points, we traverse the tree, and
plot each sample point in the matrix according to its parameter space coordinates.
At the same time, we update the tree structure to refer to the appropriate matrix
element. Parameter space redundant points overwrite their twins, and thus is
parameter space redundancy eliminated from the data set. The tree is no longer
directly linked to the point structures (figure 2.8 (a)), but rather to an element of
the parameter space matrix, which is in turn linked to exactly one point structure
(figure 2.8 (b)). Clearly, the points can still be accessed through the original tree,
but now they can be accessed directly through the matrix as well, facilitating the
use of marching methods in the parameter space.
This process of discretizing the parameter space based on the results of the subdivision is contingent upon our assumption that the sample points form the aforementioned lattice in parameter space. If the lattice were irregular, we would not
be able to guarantee that each point, unique in parameter space, has exactly one
corresponding element in the matrix. It is the choice to subdivide patches only
at the centroid, parallel to u or v, which results in the existence of a lattice in
parameter space.
2.3.2

Degenerate Patches

In practice, many parametric surfaces exhibit R3 redundancy, as described in
section 2.1.2. An example of this is the sphere in figure 1.1. Patches with R3
redundant points have one or more outer edges of zero length. If only one edge is
degenerate, then the patch lies adjacent to a singularity. One of the four triangles
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a) The tree directly linked
to the points, some of which
are redundant

b) The parameter space matrix
filters redundancy and provides a
space for performing marching procedures

Fig. 2.8: The function of the parameter space matrix

of the surface patch has zero area, however we are still able to calculate the
patch area and aspect ratio as a function of the other 3 triangles, so single-edgedegeneracy does not affect our ability to carry out the decomposition. On the
other hand, if two or more edges are degenerate, neither the patch area, nor the
aspect ratio is defined, and we cannot make an informed decision whether or not
to subdivide, let alone how. In practice, this only arises at the root node of certain
revolute surfaces such as the torus, and in these cases, the first subdivision results
in single-edge-degenerate patches. Therefore, we simply institute the policy that
two-edge-degenerate patches are always divided by four.
2.3.3

Trimming Curves

The natural edges of a parametric surface are found by mapping the edges of its parameter space to R3 . Often these edges are unsatisfactory for modeling purposes,
so we trim the surface to define new edges. Trimming curves can be constructed
directly on the surface or they can be the result of surface intersections.
Our algorithm must be able to robustly locate trimming curves and generate
sample points arbitrarily close to trimmed edges. The limitations of quad-tree algorithms regarding the successful location of arbitrary curves in the decomposition
space is well documented. The restricted quad-tree algorithm introduced in [20]
improves the robustness of the traditional decomposition regarding curve finding,
however it introduces parallel dependancy into the tree structure. In an effort to
avoid such dependancy, we opt to take advantage of the topological information,
namely edges, provided us by our parametric modeler.
As described in section 2.2.1, we store the result of a PMC test for each point
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with respect to the (trimmed) surface. We may be tempted to discontinue subdivision of surface patches where all five sample points evaluate ’out’ of the surface,
however we must consider this decision carefully. The PMC tests of these discrete
points do not guarantee that the entire patch lies outside the trimmed surface.
It could be that a portion of the patch, which lies between the sample points,
is indeed on the surface. An example of this is shown in figure 2.9 (a), where
the decomposition has failed to see that the upper two large surface patches are
partially ’on’ the trimmed surface. Where this is the case, then at least part of
of at least one trimmed edge of the surface must lie on the patch. We detect this
by implementing a second PMC test, which checks trimmed edges against the
current surface patch in parameter space. Patches that are ’on’ edges in this way
are subdivided, yielding the robust behavior shown in figure 2.9 (b).

a) Poor curve finding without knowledge
of the trimming curve in parameter space

b) Robust curve finding with
additional PMC test for edges

Fig. 2.9: Finding a trimming curve in the parameter space using quaternary
subdivision

As a pre-processing step we sample the trimmed edge(s) of the parametric surface to the desired resolution, using binary subdivision. This is not only to find
trimmed edges, but also to ensure that we sample the entire closed set that is
the surface. After sampling the trimmed edges, we map the points back into the
parameter space of the surface (gray dots in figure 2.9 (b)), to form piecewise
linear approximations of the trimming curves in the parameter space. Throughout the decomposition, before we classify a patch as completely ’out’, we perform
PMC tests on the edges with respect to the surface patch in parameter space. As
soon as one point evaluates ’in,’ we stop, and the patch is subdivided. If all edge
points evaluate ’out’ of the patch, we discontinue subdivision. Additionally, we
can apply this PMC test where all surface points evaluate ’in’, which gives us the
ability to robustly locate holes in the surface.
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2.4

Experiments

In this section, we will compare the behavior of our hybrid decomposition to that
of pure quaternary and pure binary decompositions. The node data structure
described in section 2.1 is used for each decomposition, and for convenience, every
decomposition including the binary one divides the root node by four. In the
first experiment, we use the pure quaternary and the hybrid decompositions to
produce regular samplings on a variety of surfaces. In the second, we investigate
adaptive samplings based on curvature and proximity to an edge. Finally we
compare the performance of all three spatial partitioning algorithms in terms of
execution time.
2.4.1

Uniform Sampling

We begin by comparing the hybrid decomposition to its pure quaternary counterpart, in the context of generating regular samplings for a variety of surfaces.
For our purposes, we define uniformity to be the extent to which all surface
patches have equal area and low aspect ratio. We measure regularity by tabulating the mean, minimum, and maximum patch area and aspect ratio for each
set of samples. These data are calculated by using the local mesh shown in figure 2.3 to approximate each patch. For this comparison, we define the function
QUAD AREA SUBDIVIDE (figure 2.10) to do quaternary subdivision based on
area alone, as well as the function HYBRID AREA SUBDIVIDE (figure 2.11) to
do binary-quaternary subdivision based on area and aspect ratio. Both functions
take a target patch area as an argument, and they subdivide as long as doing so
brings the area of a patch closer to the desired area. In the following experiments,
we have generated samplings by using target patch areas that produce each of the
first four recursions of the quaternary decomposition. Since the hybrid decomposition can also do binary subdivision, it will often generate more or less samples
than its quaternary counterpart, for the same target area. This discrepancy is a
function of the subdivision sequences of the two algorithms, and it represents a
meaningful difference in their performance. Therefore we can make a fair comparison between two sample sets, even though they contain different numbers of
samples, provided that the input into the two algorithms is identical, the area of
the surface patches we would like to make.
Sphere
We begin both decompositions alike by defining the root node. We construct it
using the entire parameter space according to the procedure in figure 2.3. Though
unique in parameter space, two of the points are redundant in R3 . Therefore, the
root node is a degenerate surface patch, as described in section 2.3. The surface
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input : parent node, target area
output: divU,divV
QUAD AREA SUBDIVIDE(parent node) begin
if
(parent node.area−target area)2 > (parent node.area/4−target area)2 ||
parent node.parent = NULL then
divU = true;
divV = true;
end
else
divU = false;
divV = false;
end
end
Fig. 2.10: QUAD AREA SUBDIVIDE(parent node)

patch associated with the root node of the tree is effectively folded in half as
shown in figure 2.12.
As always, both decompositions perform quaternary subdivision on the root node,
producing the same structure, pictured in figure 2.13, and the patches adjacent to
the singularities are single edge degenerate as predicted section 2.3. The sampling
as a whole is still a degenerate sphere, but the aspect ratios of the patches are
now defined, as shown in table 2.1.
At the second level of subdivision (figure 2.14), the results of the two algorithms
begin to depart from one another. Both algorithms produce sample sets with
topology homeomorphic to the sphere, however qualitatively the hybrid decomposition produces a better looking distribution. The cause of this is clearly visible
in the difference between the lattices in parameter space. The hybrid decomposition has begun to divide high aspect patches in half, resulting in the band of
square patches across the middle of the parameter space. The affected area of the
sampling can be seen in the xz projection in R3 .
At the third level (figure 2.15), the pure quaternary decomposition generates more
redundant points at the singularities, whereas the hybrid decomposition does not.
There are five points at each singularity, and this number will never go up, because the aspect ratio condition of HYBRID AREA SUBDIVIDE (figure 2.11)
ensures that patches adjacent to the singularities are always divided in the radial
direction. The quaternary decomposition on the other hand does not limit the R3
redundancy at the singularities.
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input : parent node, target area
output: divU,divV
HYBRID AREA SUBDIVIDE(parent node) begin
divU = false;
divV = false;
if parent node.parent = NULL then
divU = true;
divV = true;
end
else
√
if parent node.aspect ratio > 2 then
Use binary subdivision;
if (parent node.area − target area)2 >
(parent node.area/2 − target area)2 then
if parent node.ab + parent node.cd >
parent node.ac + parent node.bd then
divU = true;
end
else
divV = true;
end
end
end
else
Use quaternary subdivision;
if (parent node.area − target area)2 >
(parent node.area/4 − target area)2 || parent node.parent =
NULL then
divU = true;
divV = true;
end
end
end
end
Fig. 2.11: HYBRID AREA SUBDIVIDE(parent node)
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a) Patch Definition in Parameter Space

b) Mapping to R3

Fig. 2.12: The root node of the sampling tree for a sphere

a) Subdivision in Parameter Space

b) Mapping to R3

Fig. 2.13: Level 1 subdivision for a sphere

a) Quaternary Subdivision

b) Binary-Quaternary Subdivision

Fig. 2.14: Level 2 of the pure quaternary and hybrid decompositions
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a) Quaternary Subdivision

b) Binary-Quaternary Subdivision

Fig. 2.15: Level 3 of the pure quaternary and hybrid decompositions
At the fourth level (figure 2.16), the pure quaternary decomposition finally chooses
not to subdivide the patches adjacent to the singularities. Unfortunately, these
patches have already become very high aspect, as seen in table 2.1, and consequently the distribution in those regions has become irregular. On the other
hand, the hybrid decomposition has performed another subdivision similar to
that at level three. In the parameter space we begin to see a pattern forming,
which is reminiscent of the distortion one sees near the poles of the earth on a
map, drawn using the well known Mercator projection. This pattern in parameter
space, as well as the regular looking distribution in R3 , suggests qualitatively that
our strategy is working. As a quantitative measure of the quality of the sampling,
we have tabulated some simple statistics concerning the patch areas and aspect
ratios (table 2.1) throughout the first four subdivision levels for both decomposition methods. As early as the second level, the hybrid algorithm produces more
similarly sized patches of lower aspect ratio, and by the fourth level, the difference
is quite dramatic.
Cone
The sampling of a cone produces results very similar to those shown above for the
sphere. The root node is degenerate in the same way, and the hybrid algorithm
produces a more uniform sampling according to the tabulated patch areas and
aspect ratios. We have therefore omitted the images, however the data are in
table 2.2.
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a) Quaternary Subdivision

b) Binary-Quaternary Subdivision

Fig. 2.16: Level 4 of the pure quaternary and hybrid decompositions

Table 2.1: Properties of surface patches on the sphere

Table 2.2: Properties of surface patches on the cone
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Torus
Unlike the sphere and the cone, the root node of the torus (figure 2.17) is degenerate on all sides, because all four corners of the parameter space map to the same
point. The fifth parameter space point has a unique location in R3 , so the root
surface patch becomes a line segment (figure 2.17). We address this degeneracy
in the same way as was done for the sphere and the cone. Both decompositions
perform quaternary subdivision on the degenerate patch, expecting the children
to be degenerate on only one side. The approach is again successful. After the
first subdivision (figure 2.18), none of the patches are degenerate, although the
torus still is.

a) Patch Definition in Parameter Space

b) Mapping to R3

Fig. 2.17: The root node of the sampling tree for a taurus

a) Patch Definition in Parameter Space

b) Mapping to R3

Fig. 2.18: Level 1 subdivision for a taurus

The second level of subdivision yields a topologically correct torus (figure 2.19).
As previously, the results of the two algorithms begin to diverge at this level.
The hybrid decomposition yields a more regular looking sampling than its pure
quaternary counterpart. In fact, the hybrid decomposition first generates exactly
the same sample set as the quaternary decomposition, then does an extra binary
subdivision on the large, high aspect patches.
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a) Quaternary Subdivision

b) Binary-Quaternary Subdivision

Fig. 2.19: Level 2 of the pure quaternary and hybrid decompositions
In the third subdivision level (figure 2.20), the hybrid decomposition produces an
interesting structure that is most easily visible in the parameter space. Within
the decomposition, there are patches, which have four neighbors on a single edge.
The restricted quad-tree algorithm proposed in [20] does not allow this, however
it offers a great deal of utility for coping effectively with highly warped surfaces.
While our implementation of pure quaternary subdivision does not disallow such
structures, it does not produce them as readily as the hybrid algorithm. In this
case, the hybrid sample set has more than two patch neighbors per side, whereas
the other set does not. While visually, the advantage is not entirely clear in figure
2.20, the tabulated data in table 2.3 show the superior regularity of the hybrid
sample set.
In the fourth sampling level, the hybrid decomposition generates more patches
with four neighbors on a side, and the advantage becomes clear visually. The
quaternary decomposition has over-sampled in the z direction (figure 2.21 xz projection), and it has not dealt with the extensive warping and changes in curvature
(figure 2.21 xy projection) as well as the hybrid decomposition.
NURBS Bottle
The bottle surface is somewhat similar to the cone in that one end of the surface
has much less area than the other. However, an important difference is that unlike
the cone, the bottle does not include a singularity. For that reason, the root node
of the bottle surface is not degenerate (figure 2.22). Even so, both algorithms
begin by performing quaternary subdivision (figure 2.23).
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a) Quaternary Subdivision

b) Binary-Quaternary Subdivision

Fig. 2.20: Level 3 of the pure quaternary and hybrid decompositions

a) Quaternary Subdivision

b) Binary-Quaternary Subdivision

Fig. 2.21: Level 4 of the pure quaternary and hybrid decompositions
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Table 2.3: Properties of surface patches on the taurus

a) Patch Definition in Parameter Space

b) Mapping to R3

Fig. 2.22: The root node of the sampling tree for the bottle surface

a) Patch Definition in Parameter Space

b) Mapping to R3

Fig. 2.23: Level 1 subdivision for the bottle surface
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As usual, the results begin to diverge at the second subdivision level. Already,
the pure quaternary decomposition has begun to over-sample the neck of the
bottle, and we can see very high aspect patches developing there, as well as at the
base. On the other hand, the hybrid algorithm has produced a qualitatively very
appealing looking distribution. This precedent is followed through figures 2.24,
2.25, and 2.26, as the quaternary algorithm continues to over-sample the neck and
base of the bottle. The qualitative analysis is completely in accordance with the
patch sizes and aspect ratios in table 2.4.

a) Quaternary Subdivision

b) Binary-Quaternary Subdivision

Fig. 2.24: Level 2 of the pure quaternary and hybrid decompositions

Table 2.4: Properties of surface patches on the bottle
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a) Quaternary Subdivision

b) Binary-Quaternary Subdivision

Fig. 2.25: Level 3 of the pure quaternary and hybrid decompositions

a) Quaternary Subdivision

b) Binary-Quaternary Subdivision

Fig. 2.26: Level 4 of the pure quaternary and hybrid decompositions
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NURBS Chair
This NURBS surface was constructed using nine control points, forming a two by
two grid in the xy plane. The points were then displaced in the z direction and
interpolated to form the chair surface. Consequently, the edges of the surface are
all of similar length, as compared with the bottle for example, the projection of
the surface in the xy plane is a square, and there is no singularity. Because of the
relative squareness of this surface, it lends itself particularly well to quaternary
subdivision. In this case, the hybrid algorithm behaves very similarly to the pure
quaternary decomposition.
Like the bottle, the root node of the chair has four non-degenerate sides (figure
2.27). Both algorithms perform quaternary subdivision on the root node (figure
2.28), and unlike the surfaces considered so far, both algorithms perform quaternary subdivision at the second subdivision level as well (figure 2.29).

a) Patch Definition in Parameter Space

b) Mapping to R3

Fig. 2.27: The root node of the sampling tree for the chair surface

a) Patch Definition in Parameter Space

b) Mapping to R3

Fig. 2.28: Level 1 subdivision for the chair surface
The third level subdivision (figure 2.30) introduces subtle differences on the legs
and near the front of the seat, however the data in table 2.5 show that these
differences are not very significant in terms of the regularity of the sample set as
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a) Patch Definition in Parameter Space

b) Mapping to R3

Fig. 2.29: Level 2 subdivision for the chair surface
a whole. Finally at the fourth subdivision level, the hybrid algorithm performs
binary subdivision on the large, high aspect patches on the back of the chair2.31.
This has a small but meaningful effect on the statistics of the patch aspect ratios
2.5. As the target patch area is decreased, and the number of samples is increased,
the hybrid algorithm does indeed control the mean aspect ratio of the patches in
a way the quaternary decomposition does not.

a) Quaternary Subdivision

b) Binary-Quaternary Subdivision

Fig. 2.30: Level 3 of the pure quaternary and hybrid decompositions

NURBS Face
Because we have chosen to drive the aspect ratio of the patches toward one, our
hybrid√decomposition uses binary subdivision on patches with aspect ratio greater
on all other patches (figure 2.11). Where
than 2 and quaternary subdivision
√
the aspect ratio is equal to 2, binary subdivision does not change it, but only
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a) Quaternary Subdivision

b) Binary-Quaternary Subdivision

Fig. 2.31: Level 4 of the pure quaternary and hybrid decompositions

Table 2.5: Properties of surface patches on the chair
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changes the orientation √
of the patch in parameter space. Where the aspect ratio
is slightly greater than 2, binary subdivision reduces the aspect ratio slightly
and also changes the orientation of the patch in parameter space. The
√ aspect
ratio of the face surface is in this latter range, just slightly greater than 2. It is
therefore unclear whether binary subdivision will be advantageous or not in terms
of the compromise between patch area, aspect ratio, and orientation. In the face
example, we observe the hybrid algorithm as it handles this ambiguous case. Like
the bottle and the chair, the root node of the face surface is a non-degenerate
patch(figure 2.32), and both algorithms perform quaternary subdivision on the
root patch(figure 2.33).

a) Patch Definition in Parameter Space

b) Mapping to R3

Fig. 2.32: The root node of the sampling tree for the face surface

a) Patch Definition in Parameter Space

b) Mapping to R3

Fig. 2.33: Level 1 subdivision for the face surface
At the second subdivision level, we see a similar situation to level two for the
torus (figure 2.19), whereby the hybrid decomposition first does a binary subdivision, then does a subsequent quaternary subdivision. In this case, the patches
produced by the hybrid algorithm have lower mean aspect ratio than their quaternary counterparts, however their mean area is further from the target area (table
2.6). While this extra binary subdivision clearly improved the qualitative regularity of the hybrid sampling on the torus (figure 2.19), in this case it seems to have
been detrimental, as four patches (2.34 xy projection) have been left out of the
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binary subdivision step despite their apparent similarity to the other patches. At
this subdivision level, the hybrid decomposition introduces seemingly arbitrary
changes in sampling density across the surface, detracting from the qualitative
regularity of the sampling.

a) Quaternary Subdivision

b) Binary-Quaternary Subdivision

Fig. 2.34: Level 2 of the pure quaternary and hybrid decompositions
At the third subdivision level it remains ambiguous which sampling is more desirable. The quaternary decomposition subdivides the entire parameter space
uniformly, except for the areas on the sides of the nose, which are subject to considerable stretching and are therefore subdivided a second time (figure 2.35). The
parameter space points map to a reasonably regular distribution on the face. On
the other hand, the hybrid decomposition does not focus refinement on the nose,
though again it improves the mean aspect ratio for the sample set (table 2.6). In
the fourth level, the hybrid algorithm has begun to isolate the stretched areas on
the nose (figure 2.36). This is particularly clear from the parameter space lattice.
Still, the overall regularity is questionable from a qualitative standpoint, so this
remains a case in which the hybrid algorithm, using the subdivision rule in figure
2.11, may not be preferable to the pure quaternary decomposition.
It is worth mentioning that a regular sampling of the face surface is not likely to
be desirable. Because the surface is relatively close to planar (more so than the
other surfaces considered here), a regular sampling in the parameter space maps
to a fairly regular distribution in R3 . However, a triangulation of these points is
not likely to represent the surface very accurately due to the many local changes
in curvature. Therefore, an adaptive sampling approach is likely more desirable.
We provide an example of this in the Adaptive Sampling section to follow.
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a) Quaternary Subdivision

b) Binary-Quaternary Subdivision

Fig. 2.35: Level 3 of the pure quaternary and hybrid decompositions

a) Quaternary Subdivision

b) Binary-Quaternary Subdivision

Fig. 2.36: Level 4 of the pure quaternary and hybrid decompositions
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Table 2.6: Properties of surface patches on the face

2.4.2

Curvature Based Adaptive Sampling

In this section we compare the pure quaternary decomposition to our hybrid
decomposition in the context of curvature based adaptive sampling. We base our
subdivision rules (figures 2.37 and 2.38) on the curvature of the patch. We define
curvature as the cosine of the largest angle between any two surface normals on
the patch, and accordingly, we subdivide until the cosine is greater than the target
value, which we choose to be close to one.
input : parent node, target curvature
output: divU,divV
QUAD CURV SUBDIVIDE(parent node) begin
if parent node.curvature > target curvature|| parent node.parent =
NULL then
divU = true;
divV = true;
end
else
divU = false;
divV = false;
end
end
Fig. 2.37: QUAD CURV SUBDIVIDE(parent node)

Cone
The adaptive sampling of a cone according to the function QUAD CURV SUBDIVIDE
and HYBRID CURV SUBDIVIDE clearly shows the ability of the hybrid decom-
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input : parent node, target curvature
output: divU,divV
HYBRID CURV SUBDIVIDE(parent node, target curvature) begin
divU = false;
divV = false;
if parent node.parent = NULL then
divU = true;
divV = true;
end
else
√
if parent node.aspect ratio > 2 then
Use binary subdivision;
if parent node.curvature > target curvature then
if parent node.ab + parent node.cd >
parent node.ac + parent node.bd then
divU = true;
end
else
divV = true;
end
end
end
else
Use quaternary subdivision;
if (parent node.curvature > target curvature then
divU = true;
divV = true;
end
end
end
end
Fig. 2.38: HYBRID CURV SUBDIVIDE(parent node)
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position to control the aspect ratios of the patches it generates. The difference
between the two decompositions is particularly clear near the base of the cone and
near the singularity. In those regions, the pure quaternary decomposition has produced high aspect patches, whereas the patches of the hybrid decomposition are
nearly square. In addition to improving the regularity of the sample distribution
at the base of the cone as well as near the singularity, the hybrid decomposition
also produces a more linear density gradient. Consequently, the change in sampling density happens more gradually as a result of the hybrid decomposition,
which qualitatively makes for a more desirable sample set.

a) Quaternary Subdivision:
545 samples in < 0.001 seconds
mean aspect ratio: 2.55

b) Hybrid Subdivision:
584 samples in < 0.001 seconds
mean aspect ratio: 1.22

Fig. 2.39: Adaptive sampling for the cone

Torus
In sampling the torus, the hybrid decomposition again produces patches of significantly lower aspect ratio than those of the pure quaternary decomposition. The
sample sets pictured in figure 2.40 have similar numbers of samples, however the
set produced by the pure quaternary decomposition (a) looks much more sparse
than the hybrid point set (b). This is because the quaternary decomposition has
over-sampled the circumferential direction inside the hole. In the xz projection
in figure 2.40 (a), we see that the sample density in the z direction is relatively
low, whereas the density in the x direction is very high. On the contrary, in (b)
the hybrid decomposition has sampled this high curvature area with comprable
density in x and z.
Bottle
For the bottle surface, we see the same trend. Where there is significant warping
introduced by the mapping from parameter space to R3 , the hybrid decomposition
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a) Quaternary Subdivision:
545 samples in 0.016 seconds
mean aspect ratio: 2.08

b) Hybrid Subdivision:
544 samples in < 0.001 seconds
mean aspect ratio: 1.18

Fig. 2.40: Adaptive sampling for the taurus

produces much more regular samplings than the pure quaternary decomposition.
In this example, the improvement is particularly apparent on the neck of the
bottle, and to a lesser degree, at its base.

a) Quaternary Subdivision:
259 samples in 0.016 seconds
mean aspect ratio: 2.40

b) Hybrid Subdivision:
486 samples in 0.032 seconds
mean aspect ratio: 1.24

Fig. 2.41: Adaptive sampling for the bottle

Chair
As for the regular sampling experiment, the qualitative difference between the
quaternary and hybrid decompositions is minimal in this adaptive experiment,
however the adaptive approach does produce patches with a significantly lower
mean aspect ratio than the quaternary decomposition.
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a) Quaternary Subdivision:
698 samples in 0.047 seconds
mean aspect ratio: 1.74

b) Hybrid Subdivision:
634 samples in 0.047 seconds
mean aspect ratio: 1.26

Fig. 2.42: Adaptive sampling for the chair

Face
As for the chair, the hybrid approach demonstrates good control over the aspect
ratios of the surface patches.

a) Quaternary Subdivision:
2243 samples in 0.140 seconds
mean aspect ratio: 1.61

b) Hybrid Subdivision:
3113 samples in 0.187 seconds
mean aspect ratio: 1.23

Fig. 2.43: Adaptive sampling for the face

2.4.3

Edge Based Adaptive Sampling

This example demonstrates the ability of our sampling algorithms to find trimmed
edges, as described in section 2.1. We use edge points, mapped back into the parameter space of the surface, to form piecewise linear approximations of the surface
edges in the parameter space. We then do PMC on the points of the parameter
space edge curves with respect to our surface patches in order to robustly find holes
and other trimmed edges on the surface. The results of this secondary PMC test
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are stored in the node structure (figure 2.5) under 0 ppmc0 . Surface patches that
are on an edge have ppmc = true, and are therefore subdivided until their area is
sufficiently small. We do this edge based adaptive sampling using quaternary subdivision according to the function in figure 2.44, and also using binary-quaternary
subdivision according to the function in figure 2.45. This process can produce
surface points arbitrarily close to trimmed edges, but the points will never be on
the edges (figure 2.47). Again under these somewhat different circumstances, the
hybrid algorithm produces patches of significantly lower aspect ratio than its pure
quaternary counterpart (figure 2.46).
input : parent node, target area
output: divU,divV
QUAD EDGE SUBDIVIDE(parent node) begin
if
parent node.parent = N U LL||(parent node.ppmc&(parent node.area −
target area)2 > (parent node.area/4 − target area)2 ) then
divU = true;
divV = true;
end
else
divU = false;
divV = false;
end
end
Fig. 2.44: QUAD EDGE SUBDIVIDE(parent node)

2.4.4

Performance

Figure 2.48 shows a comparison of the performance of the binary, quaternary, and
hybrid decompositions, as they are used to sample the surfaces discussed above.
Please note that the binary decomposition used alternates the subdivision direction as described in the Approach section. The branching rates and parameter
space redundancy shown in figure 2.2 are applicable to the binary and quaternary
subdivisions used here.
We use seven recursions of quaternary subdivision, compared to fourteen recursions of binary subdivision in order to generate 16,384 patches, and 33,025 samples
for each surface. Because the hybrid decomposition uses both binary and quaternary subdivision, it is not possible to directly control the number of samples
produced without affecting the performance of the algorithm. Therefore, we generate a sample set that contains the nearest number of points to 33,025 possible,
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input : parent node, target area
output: divU,divV
HYBRID EDGE SUBDIVIDE(parent node) begin
divU = false;
divV = false;
if parent node.parent = NULL then
divU = true;
divV = true;
end
else
√
if parent node.aspect ratio > 2 then
Use binary subdivision;
if parent node.ppmc&(parent node.area − target area)2 >
(parent node.area/2 − target area)2 then
if parent node.ab + parent node.cd >
parent node.ac + parent node.bd then
divU = true;
end
else
divV = true;
end
end
end
else
Use quaternary subdivision;
if parent node.ppmc&(parent node.area − target area)2 >
(parent node.area/4 − target area)2 || parent node.parent =
NULL then
divU = true;
divV = true;
end
end
end
end
Fig. 2.45: HYBRID EDGE SUBDIVIDE(parent node)
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a) Quaternary Subdivision:
1520 samples in 0.640 seconds
mean aspect ratio: 1.74

b) Hybrid Subdivision:
1557 samples in 0.671 seconds
mean aspect ratio: 1.21

Fig. 2.46: Adaptive sampling for the trimmed chair

Fig. 2.47: The discrete edge finding algorithm leaves gaps

a) Common Primitives

b) NURBS Surfaces

Fig. 2.48: Performance of sampling algorithms for various surfaces

44
without interfering with the subdivision decisions made by the algorithm. The
complete data are tabulated in figure 2.49.
In figures 2.48 and 2.49 it is apparent that the quaternary decomposition is approximately 1.5 times faster than the binary decomposition for all of the surfaces
discussed. This result is in agreement with the prediction discussed in the Approach section, corroborating the hypothesis that the difference in parametric
redundancy between the binary and quaternary decompositions does not play
an important role in terms of their performance. The hybrid decomposition is
marginally slower than its pure quaternary counterpart. This is reasonable, since
it introduces extra recursions whenever it does binary subdivision. The similarity
in performance between the quaternary and hybrid decompositions shows that
the latter does not divide by two very often.

Fig. 2.49: Performance of sampling algorithms for various surfaces

2.5
2.5.1

Discussion
Regularity Experiments

The first set of experiments is aimed at optimizing the uniformity of the sampling
across the entire surface. We elected to write a subdivision rule, which prioritizes
aspect ratio over area, and for most surfaces investigated in section 2.4.1, especially
the commonly used primitives, the uniformity of the sampling produced by the
hybrid algorithm is far superior to that of its pure quaternary counterpart.
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One exception to this trend was investigated in section 2.4.1. For the chair surface,
the early recursions of the hybrid algorithm use quaternary subdivision exclusively,
the result of which is natually identical to that of the pure quaternary algorithm.
This is acceptable behavior, as the quaternary decomposition does relatively well
at capturing the geometry of the chair surface, and furthermore, as sampling
continues, the ability of the hybrid decomposition to control aspect ratio does come
into play. A more interesting exception to the superior uniformity of the hybrid
distributions arrises in section 2.4.1, where we see what may or may not be viewed
as undesirable binary subdivision. In this case our algorithm effectively controls
the aspect ratios of the patches, as it is expected to do, however this results in a
set of sample patches with a broader range of areas than the patches generated
by the quaternary decomposition. Qualitatively, we see this as arbitrary changes
in the local sampling density. This is not so much a shortcoming of our sampling
algorithm as it is the result of ambiguity in our definition of uniformity. Clearly we
will not always be able to optimize both area and aspect ratio. Sometimes those
two properties will be at odds, and we need to better define the most desirable
compromise for our particular application. In light of this ambiguity, we formulate
our primary conclusion as follows:
The experiments presented in section 2.4.1 clearly show that binary subdivision
affords control of the patch aspect ratios for subdivision of every surface tested.
Furthermore, the subdivision rule HYBRID AREA produces better uniform distributions than the pure quaternary QUAD AREA, for most of the surfaces tested,
and is particularly well suited to sampling surfaces of periodic parameterization.
2.5.2

Adaptive Experiments

In the second set of experiments, recursion is terminated according to patch curvature. Here, the hybrid algorithm effectively reduced the aspect ratios of the
patches throughout the decomposition for every surface. This subdivision rule
eliminates the conflict/compromise between area and aspect ratio discussed above,
and the sample distributions it generates, are locally more uniform than those
of the pure quaternary adaptive sampling, for every surface including the face.
Therefore our second conclusion is:
The experiments presented in section 2.4.2 show that binary subdivision can be
applied in such a way as to control the local uniformity of adaptive sampling
distributions.
Performance
The quaternary decomposition and the associated quad-tree data structure are
known to be among the best optimized spatial partitioning algorithms for 2D
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problems. For our purposes, the quaternary decomposition is about one and
a half times as fast as the binary decomposition(figure 2.48), and our hybrid
decomposition is nearly as fast as its pure quaternary counterpart. All three
algorithms generate tree structures without parallel dependancy, so they are well
suited for multithreaded implementation. It is also noteworthy that, for the chair
surface, where the hybrid and quaternary decompositions behave very similarly,
they run at the same speed as well (figure 2.49).
2.5.3

Topology

Often parametric surfaces are sampled so that the samples can be connected to
form polygonizations and/or meshes. We have deliberately avoided discussion of
meshing, as we intend to publish a separate work on that topic later this year. Still,
in the context of this work, the preservation of surface topology has been carefully
considered as per the final goal in section 1.3.3. We use a local surface mesh as
a primitive for tessellating the surface, and this clearly implies a global surface
mesh. The trouble is that we have lost track of the neighborhood information for
the surface patches, due to our mixed use of binary and quaternary subdivision.
Conveniently, the parameter space matrix introduced in section ?? can not only
be used to eliminate parameter space redundancy, but also to facilitate marching
methods in the parameter space. Thus, we can establish connectivity between
patches, wherever that is necessary. In our next paper, we will discuss the details
of generating meshes using this parameter space matrix, including closing cracks
and optimizing mesh quality.
The longer term goal in terms of preservation of topological information, is to
eventually close meshes around boundary represented solids. In order to do that
the first requirement is that our sampling method should be able to robustly
locate trimming curves including holes. In this work we have implemented the
pre processing step in section 2.3.3, which samples the surface edges, including
all trimming curves, and facilitates the PPMC test, which we carry out in the
parameter space, testing the edges against the surface patches where necessary,
throughout the decomposition. This technique is effective in that it allows us to
robustly locate trimming curves including holes, however the PPMC test operates
on the edges in a discrete, brute-force manner. Early on this was not a problem, as
most trimming curves can be robustly located using relatively few calls to PPMC,
however finding holes in the surface requires many more calls to the function. In
this case, the inefficiency of PPMC begins to affect the overall performance of the
algorithm. In the future we will work to optimize the PPMC function.
The final step in extending our sampling to boundary representations is ’sewing’
the surface meshes to the edge samples, preferably in a way that preserves connectivity. This is a problem that has been studied [cite]. We can imagine several
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strategies for accomplishing this using the data structures we have discussed here.
The primary question is, how fast will we be able to accomplish the task?
2.6

Conclusion

In this work we have addressed the problem of sampling parametric surfaces. We
reasoned that the fastest approaches are clearly enumerative, and therefore do
not involve searching for sample points. Our literature review corroborated this
supposition and revealed several very fast and practical sampling algorithms based
on spatial partitioning. We also encountered a multitude of sampling and meshing
algorithms that are based on searching. These deliver much improved sample
distributions, but they are slow. In our approach to sampling, we have made an
effort to combine the speed and elegance of spatial partitioning with the ability
of the search-based approaches to produce high quality sample distributions.
To this end, we have presented an enumerative sampling algorithm, which recursively investigates the surface according to a user defined subdivision rule,
generating a multi-resolution point cloud. By combining binary and quaternary
subdivision, our approach affords local control of the sampling density in both the
u and v directions, which allows us to solve the distribution problem that results
from the mapping from parameter space to R3 .
We implemented and experimented with several different subdivision rules and
found that we can generate a variety of high quality regular and adaptive sampling distributions with good local uniformity, as defined in section 1.3.2, for a
variety of common surfaces. Our sampling decomposition also implies a surface
mesh, pictured throughout section 3.3. The surface mesh, in conjunction with the
hierarchical nature of the data set can be a powerful tool for doing fast rendering,
ray tracing, collision detection, distance computations, and path planning.
The hybrid binary-quaternary algorithm performs considerably faster than the
pure binary decomposition and all approaches that involve local searching. In
fact it is almost as fast as the pure quaternary subdivision. Additionally, there
is no parallel dependancy in the tree, so the algorithm is well suited to multithreaded implementation. It is an algorithm that can deliver large connected
sample sets, with good local uniformity, very quickly.

Chapter 3
Meshing Samples Generated by Spatial Partitioning
3.1

Background

Our sampling algorithm is based on recursive spatial partitioning. It uses a combination of binary and quaternary subdivision to recursively sample the surface,
generating a multi-resolution point cloud, which is stored in a quad-tree data
structure. By combining binary and quaternary subdivision, we are able to generate sample distributions, which are much more regular that those from a pure
quaternary approach, and we are able to do it much faster and more simply than
a pure binary approach would.
The nodes of our tree represent surface patches and are defined as shown in figure
2.3. For each new node in the decomposition, sample points are either inherited
or constructed by choosing coordinates in parameter space and mapping them to
R3 . We assume the topology of the points in each node to form a local triangular
surface mesh. We use the geometric properties of this local surface mesh to define
subdivision rules, which govern whether or not as well as how a node (and therefore
its associated surface patch) will be subdivided.
Because the decomposition tessellates the surface with local surface meshes, it
implies a global mesh for the entire surface, however the mesh is not yet continuously connected. By nature, spatial partitioning methods allow cracks to form
between patches, as shown in figure 3.1 and 3.2. In both examples, the root node
of the tree is divided in two, yielding children 0 and 1. Then, child 1 is subdivided
further while child 0 is not. Therefore, patch 0 is a leaf node in the tree, whereas
patch 1 is not, and the edges of the children of patch 1 are not connected to patch
0.
Where a patch has two neighbors to one side (figure 3.1), there are three points
on the ambiguous edge, and they define a triangular face, which in fact closes
the mesh. Therefore, a mesh can be closed if we ensure that surface patches
have no more than two neighbors per side (effectively disallowing the hierarchy
shown in figure 3.2). This is the strategy employed by VonHerzen in his restricted
quad-trees, and it effectively produces closed meshes, however it has two major
48
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Fig. 3.1: A crack in the mesh for a conic surface

Fig. 3.2: A crack in the mesh for part of a torus surface

drawbacks: The method introduces parallel dependency into the tree structure
as well as ’bad’ triangles into the mesh. The triangles implied by these twoneighbor cracks generally exhibit a high aspect ratio and their normal vector
tends to deviate considerably from the local surface normal. We will propose an
alternative method of closing the mesh, which allows arbitrary binary-quaternary
hierarchies of surface patches, eliminates parallel dependency in the tree, and often
generates better triangles than the restricted quad-tree.
In order to close such cracks in meshes expressed by arbitrary binary-quaternary
hierarchies, we must know the neighborhood information for the surface patches
in our sampling decomposition. Unfortunately, our sporadic use of binary subdivision prevents our decomposition from implying this neighborhood information
as a pure quaternary decomposition would. We must therefore devise a means of
finding the neighbors (or more specifically, the points on the neighbors) for each
patch in our sampling decomposition. If we can find this information, then we
can close cracks in our meshes.
Additionally, we can leverage the neighborhood information to improve the quality
of our meshes. For example, it could be that connecting points across patch
boundaries (rather than adhering rigidly to the local meshes defined above) would
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result in better surface meshes with regard to Hausdorff distance, equallateralness,
or any other metric. With this possibility in mind, once we find the missing
connectivity information, we will not only close cracks but also quickly generate
some alternative local topologies, such that we can choose from them to generate
high quality meshes for a variety of applications.
3.2

Approach

We are interested in finding neighboring patches so that we can connect their
points. We could likely locate pairs of neighboring patches by traversing the
tree, however this would necessitate the evaluation of many conditional rules (to
guide the direction of travel through the tree) and the following of many pointers.
Therefore, we opt to pursue a strategy that gives us direct access to the points
we want, while simplifying the searching procedure. We discretize the parameter
space according to the properties of our sample distribution. The hybrid binaryquaternary decomposition necessarily generates sample points, which in parameter
space, form a lattice. We use the dimensions of this lattice to define a matrix, in
which we plot the sample points.
3.2.1

Discretizing Parameter Space

Consider the following example. If we know the decomposition has completed
m recursions in u and n recursions in v, then it can contain no more than 2m 2n
patches and (m + 1)(n + 1) + mn + (m − 1)(n − 1) unique parameter space
points, which are arranged in i = 2m+1 + 1 rows and j = 2n+1 + 1 columns. One
such lattice (for a conic surface) is pictured in figure 2.7 (a). It is the result of
m = n = 2 recursive subdivisions. We use the lattice to discretize the parameter
space, creating an i by j matrix shown graphically as the checkerboard in figure
2.7 (b). The matrix is initialized with null pointers, and then populated with the
sample points in figure 2.7 (c).
As the points are plotted in the parameter space matrix, we update the tree
structure to refer to the new location. The tree is no longer directly linked to the
point structures (figure 2.8 (a)), but rather to an element of the parameter space
matrix, which is in turn linked to the point structure (figure 2.8 (b)). Clearly, the
points can still be accessed through the original tree, but now they can be accessed
directly through the matrix as well. The parameter space matrix facilitates the
use of marching methods in the parameter space, and that in turn allows us to
close the cracks and determine alternative local topologies.
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3.2.2

Closing Cracks

With the parameter space matrix in place, we can begin to close the mesh. We
visit each surface patch in the hybrid tree. That data structure gives easy access
to the local surface mesh for the patch. We then consider the boundary of that
mesh. For each edge on the boundary, the two vertices are looked up in the
parameter space matrix, and there we march along the length of the edge, looking
for additional points. Where we find additional points, there is a crack, which we
close as in the following example.
Consider patch 0 in figure 3.1. We begin by visiting patch 0 and looking up
points a and b in the parameter space matrix, where we march from a to b by
incrementing the u index. In this case, we do not find any sample points on the
line segment ab, and the first triangle in the mesh is therefore abm. We then march
along edges ac and bd by incrementing the v index in the parameter space matrix,
and we generate triangles acm and bdm. Finally, we investigate edge cd. As we
march from c toward d, we soon encounter point p. We therefore add triangle apm
to the mesh. As we continue to march, we arrive at point d, and we add pdm.
In this way, we can reestablish connectivity where patches have many neighbors
across an edge. Pseudocode for this procedure is shown in figure 3.3, and the
results are shown in figure 3.4. This can result in high aspect triangles, but their
normals are usually well aligned with the local surface normal (figure 3.4). There
are relatively few high aspect triangles, and they could easily be subdivided by
a post-processing step, or by adding points during the crack closing procedure
described here.
Once we have visited each leaf node in the tree, we have investigated every edge in
the decomposition from both its sides. We can therefore guarantee that all cracks
have been visited and then closed, and the mesh is now continuously connected.
3.2.3

Optimizing the Mesh

The local meshes we used to approximate the surface patches in our sampling
decomposition imply a global mesh for the entire surface, however we may be
able to improve the quality of the global mesh by considering alternative local
topologies for our sample sets. So far we have preserved the patch boundaries,
meaning that patch edges appear as edges in our triangulation (figure 3.5 (a) bold lines), however this decision is arbitrary. Where possible, we could just as
easily connect adjacent patch centers across the patch boundaries (figure 3.5 (b)
- bold lines).
During the meshing process, we visit each node in the tree from the sampling
process. We then march along each of the patch edges. Cracks are closed wherever
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input : Two points, a and b, which define an edge on the boundary of
a local surface mesh
output: Write() one or more triangles for our mesh
CLOSE EDGE(a,b,m);
begin
p = a;
again = true;
while again do
q = GET NEIGHBOR(p);
WRITE TRIANGLE(p,q,m);
if q!= b then
p = q;
end
else
again = false;
end
end
end
Fig. 3.3: CLOSE EDGE(a,b,m)

a) Cone

b) Torus

Fig. 3.4: Closed cracks for the surfaces shown in figures 3.1 and 3.2
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a) Implied Mesh

b) Alternative Mesh

Fig. 3.5: Two possible mesh configurations for four surface patches

we find them according to the procedure in section 3.2.2. When we find edges,
which are neither on the edge of the global surface mesh nor on a crack, then we
have two options: We could keep the edge in our mesh by connecting its endpoints
(see definition of triangle abm in section 3.2.2), or we could ’flip’ the edge so as to
connect the points m of the two adjacent patches (figure 3.5 (b)), instead of the
vertices of the edge, a and b. Which of these options is more preferable depends
on the local surface geometry as well as what kind of mesh properties we care to
optimize (Hausdorf distance, equilateralness, ect). In practice, given a particular
parametric surface and mesh quality metrics, we can choose the most appropriate
connectivity for each edge in the decomposition, resulting in more optimal local
connectivity with respect to our quality metric.
3.3

Experiments

We present here several examples of how we can use our binary-quaternary sampling decomposition in conjunction with the above meshing procedure to generate
structured triangular meshes on parametric surfaces. Because our approach is rule
based, we must select some criteria to control the recursive sampling as well as to
optimize the mesh as described in section 3.2.3. We choose to optimize the mesh
by selecting the most equilateral triangles that can be found in the sample distribution, according to the shape metric proposed by P.M. Knupp in [12]. Because
the meshing procedure will look for equilateral triangles, it would be advantageous
to generate a sample distribution that contains them.
Our sampling algorithm controls the distribution of samples by using binary subdivision on high aspect surface patches in order to reduce their aspect ratio. In
our previous work, we have investigated
√subdivision rules, which do binary subdivision on patches with aspect ratio > 2. In other words, patches are divided in
half when doing so produces children which are more square than their parents.
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This strategy arose from our desire to keep the sampling density as uniform as
possible in both the u and v directions on the surface, however it is by no means
the only approach suitable for addressing that goal.
Now that we are interested in producing equilateral triangles, we consider an alternative patch aspect ratio which produces a different kind of uniform distribution.
We consider a subdivision
rule which performs
√
√ binary subdivision on patches with
aspect ratio < 2 OR aspect ratio > 4/3 3. In other words, we perform binary
√
subdivision wherever we can bring the aspect ratio of the children closer to 3
than that of their parents. On a planar surface, this results in sample points,
which are distributed according to a hexagonal packing and can be connected to
form a tessellation of equilateral triangles. This is shown graphically in figure
3.6. Often we will sample planar
√ surfaces as well as surfaces with negligible curvature, and in this context, the 3 subdivision rule should produce better shaped
triangles than the square rule.

Fig. 3.6: Surface patches with aspect ratio =
packing on a planar surface

√

3 result in hexagonal sample

√
We now begin to investigate the surface meshes resultant of the square and 3
subdivision
√ as well a third subdivision policy, which uses either the square criterion
or the 3 criterion, depending on the patch warp defined in figure 2.3.
All three of these subdivision policies deal with different criteria for binary subdivision, and they do not address the question of whether or not to subdivide. For
that reason, all three of the aforementioned criteria are embedded within a curvature adaptive subdivision rule, and the input to our algorithm is the maximum
allowable curvature for a surface patch, as defined in figure 2.3. The termination criteria is then clearly that the patch curvature falls beneath the threshold.
As long as a patch is too curved, it will be subdivided, and we will use binary
subdivision differently according to the three policies described above.
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3.3.1

Sphere

Since we are using curvature adaptive sampling, and the curvature of the sphere
is constant, we expect all three of the subdivision rules to produce nearly equal
area meshes. In practice, on curved surfaces, we will not achieve equal area exactly, because our decomposition can only subdivide patches in halves or quarters.
Therefore, in the worst case, the largest triangles on the sphere will be approximately four times the size of the smallest ones.

a) Square Subdivision
Samples: 61
Triangles: 96

b)

√

3 Subdivision
Samples: 89
Triangles: 152

c) Mixed Subdivision
Samples: 95
Triangles: 160

Fig. 3.7: Coarse meshes for a sphere

As we compare the coarse meshes generated on the sphere by our three subdivision
rules, we make the following observations. The square rule seems
to produce a
√
more uniform distribution with lower aspect triangles than the 3 rule in the area
around the pole of the sphere (figure 3.7 xy projection
(a,b)). However, near the
√
equator (xz projection), the triangles of the 3 are clearly closer to equilateral
than their counterparts from the square rule. In figure 3.7 (c), we see that the
mixed subdivision rule has effectively combined the best features of the two other
meshes. Near the pole,
√ the mesh resembles the square rule mesh, and near the
equator it mimics the 3 rule mesh. This qualitative analysis is corroborated by
the quality metric of equilateralness, tabulated in table 3.1, which shows that the
mean equilateralness of the mixed mesh is significantly higher than either of the
other two meshes.
In the medium density meshes, we see a continuation of the precedent set by the
coarse
√ meshes. The square rule has generated well shaped triangles near the pole,
the 3 rule has generated well shaped triangles near the equator (figure 3.8), and
the equilateralness of the mesh generated by the mixed rule is significantly higher
than the other two meshes. We do begin to see some variation in the areas of the
triangles as described above. In figure 3.8 (a), the area near the pole has been
sampled more densely than the area near the equator, and in (c), the converse is
true. However, as we increase the sampling density (in this case by decrementing
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a) Square Subdivision
Samples: 333
Triangles: 624

b)

√

3 Subdivision
Samples: 377
Triangles: 712

c) Mixed Subdivision
Samples: 333
Triangles: 624

Fig. 3.8: Medium meshes for a sphere

the allowable patch curvature), the largest patches in the set will be subdivided
first, and at no point can the largest patch in the decomposition be larger than
about four times the area of the smallest patch.

a) Square Subdivision
Samples: 1257
Triangles: 2448

√
b) 3 Subdivision
Samples: 1367
Triangles: 2664

c) Mixed Subdivision
Samples: 1385
Triangles: 2704

Fig. 3.9: Fine meshes for a sphere

The coarse and medium meshes have demonstrated that these subdivision rules
treat the surface of the sphere in terms of two regions. Near the pole, where
we find many high aspect warped patches, we heavily employ binary subdivision.
Near the equator, where there are low aspect patches with negligible warping,
we use quaternary subdivision almost exclusively. In terms of creating a uniform
sample distribution and well shaped √
triangles, the square subdivision rule is more
effective near the pole, whereas the 3 rule is superior near the equator.
The fine meshes also exhibit this behavior, but perhaps their most interesting
feature is the ring shaped artifact of low sampling density, which circumscribes
the pole in the xy projection in figure 3.9 (b). This artifact occurs exactly at
the boundary between the predominantly binary and predominantly quaternary
subdivision, and we assert that it has to do with the orientation of the local meshes
to either side of the boundary, which must somehow be linked together.
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Consider the following discussion of these two regions and what happens at their
interface: On the sphere, lines of constant parameter appear as either latitude, or
longitude. Where we do no mesh optimization, we preserve patch edges, and mesh
according to the topology in figure 3.5 (a). In this case, we generate mesh elements,
which are aligned with both directions of constant parameter. However, when we
begin to optimize the mesh, we flip edges, such that most regions of the surface
exhibit lines of constant parameter in one direction only. For example, near the
equator, the square rule generates a mesh that contains lines of latitude (except
for the numerical precision
√ problem at the equator, see section 3.4), whereas the
mesh resultant of the 3 rule contains lines of longitude. In figure 3.9, (a) and
(c), the meshes are free of the ring artifact, and we can clearly see regions of the
meshes, which appear as concentric rings with alternating directions of constant
parameter lines. In (a), the lines near the equator are latitude, but as we proceed
toward the pole, we enter a region that exhibits longitude lines. As we continue
toward the pole, the orientations of our optimized local meshes alternate in this
way, and we see a relatively good uniform sample distribution. In (b) on the
other hand, we can observe no such change in local mesh orientation. In fact the
emergence of visual artifacts associated with sampling density is well correlated
with the lack of orientation changes between adjacent local meshes.
The fine meshes in figure 3.9 give a good overall impression of the behavior of
these three subdivision rules. In (a) the square rule produces a pretty
good equal
√
area distribution, and the triangles are fairly well shaped. The 3 rule produces
very well shaped triangles near the equator, where the parameter space geometry
is not distorted very much by the mapping to R3 . Near the pole, where the
warping becomes important
and we must do binary subdivision to correct poorly
√
shaped patches, the 3 rule performs poorly. Not only does it produce more
poorly shaped triangles than the square rule, but we also see the emergence of the
ring shaped artifact, a decidedly undesirable feature.
3.3.2

Torus

Because the curvature of the torus is not constant, we do not expect our curvature
based subdivision rule to generate a set of nearly equal area surface patches.
Instead, we expect to see greater sampling density in areas of higher curvature.
The torus exhibits relatively drastic changes in curvature, and it serves as a good
example of the behavior of our algorithm in terms of coping with changes in
local surface geometry. In this experiment, in addition to equilateralness, we are
concerned about the local uniformity of triangle areas as well as the uniformity of
the gradient of area across the surface.
The surface patch circled in the xy projection in figure 3.10 (a) is subject to significant distortion as a result of the mapping from parameter space to R3 . Prior to
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Table 3.1: Triangle shape metric (P.M. Knupp ) for meshes on the sphere

a) Square Subdivision
Samples: 261
Triangles: 319

b)

√

3 Subdivision
Samples: 145
Triangles: 256

c) Mixed Subdivision
Samples: 171
Triangles: 304

Fig. 3.10: Coarse meshes for a torus
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meshing, it had two ambiguous edges as shown in figures 3.1 and 3.2 respectively.
The cracks were closed according to the procedure described in section 3.2.2, and
as you can see, the result contains reasonably well shaped triangles. In this case
a local topology with four neighbors to one side of a surface patch makes sense
geometrically. In the experiments to come, we find surfaces for which this is not
the case, and our crack closing procedure produces poorly shaped triangles.
All three coarse meshes in figure 3.10 appear fairly uniform, and indeed they all
exhibit high mean equilateralness. Again the mixed subdivision rule produces
the highest mean equilateralness (table 3.2), although the difference is not as
pronounced as in the sphere experiment.

a) Square Subdivision
Samples: 480/ 935
Triangles: 592/1792

b)

√

3 Subdivision
Samples: 695
Triangles: 1312

c) Mixed Subdivision
Samples: 743
Triangles: 1408

Fig. 3.11: Medium meshes for a torus

In figure 3.11 all three subdivision rules produce fairly regular sample distributions
and fairly equilateral triangulations. The behavior of the three subdivision rules
on the torus, is similar to that on the sphere. Toward the outside of the√torus,
where the curvature and warp of the surface patches is at a minimum, the 3 rule
generates very equilateral triangles. However inside the annulus, where curvature
and warping are higher, the square subdivision rule produces a more uniform local
sample distribution, with better shaped triangles than the alternative. Both rules
effectively increase the sampling density inside the annulus.
In figure 3.12 (b) we see the emergence of a ring shaped artifact, similar to the
one we encountered on the sphere. In this case, the artifact is not related to the
orientations of adjacent local meshes, but rather to the local topology of patches.
At the outside edge of the ring artifact, surface patches have four neighbors to
one side, however this time the arrangement is not geometrically desirable. Not
only is there a drastic change in triangle area, causing the appearance of the ring
artifact, but also our crack closing procedure results in poorly shaped triangles in
this region. As in the sphere experiment, the square subdivision rule is free of the
ring artifact, and the mixed rule is able to combine the best features of the two
meshes to yield an artifact free mesh of very high equilateralness.
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a) Square Subdivision
Samples: 1147/2953
Triangles: 2208/5792

√
b) 3 Subdivision
Samples: 2567
Triangles: 5024

c) Mixed Subdivision
Samples: 2919
Triangles: 5728

Fig. 3.12: Fine meshes for a torus

Table 3.2: Triangle shape metric [12] for meshes on the torus
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3.3.3

Bottle

The bottle is the simplest of our NURBS surfaces. Though it is not revolute and
contains no singularity, the it does exhibit significant distortion resultant of the
mapping from the parameter space to R3 .

a) Square Subdivision
Samples: 13
Triangles: 16

b)

√

3 Subdivision
Samples: 13
Triangles: 16

c) Mixed Subdivision
Samples: 13
Triangles: 16

Fig. 3.13: Coarse meshes for the bottle surface

Each of the three subdivision rules begins by performing quaternary subdivision,
and therefore the three coarse meshes shown in figure 3.13 are identical.

a) Square Subdivision
Samples: 104
Triangles: 176

b)

√

3 Subdivision
Samples: 77
Triangles: 128

c) Mixed Subdivision
Samples: 86
Triangles: 144

Fig. 3.14: Medium meshes for the bottle surface

As subdivision continues, the square rule produces a better sample distribution
and therefore better shaped triangles in the region where changes in curvature
are most abrupt, the region between the neck and body of the bottle. This is
qualitatively apparent in figure 3.14 comparing (a) and (b), and table 3.3 reaffirms
this observation.
The square rule actually produces a higher mean equilateralness
√
than the 3 rule.
√
The fine meshes of figure 3.15 show that both the square and the 3 subdivision
rules produce meshes with cracks of the form shown in figure 3.2, where one patch
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a) Square Subdivision
Samples: 486
Triangles: 910

b)

√

3 Subdivision
Samples: 475
Triangles: 896

c) Mixed Subdivision
Samples: 481
Triangles: 907

Fig. 3.15: Fine meshes for the bottle surface

has more than two neighbors to one side. These cracks are closed as usual, but
because this topology is not geometrically desirable, the crack closing procedure
produces poorly shaped triangles as shown in 3.15 (a) and (b).
Qualitatively that the square rule produces
the better mesh on the region between
√
the neck and body of the bottle. The 3 rule produces more equilateral triangles
in some regions on the surface. Again the mixed subdivision rule combines the
best features of the two meshes to yield the highest mean equilateralness (table
√
3.3), however the mixes mesh in figure 3.15 (c) looks strikingly similar to the 3
mesh in (b). It seems that we have lost some features from the square mesh in
(a), features which we would have liked to preserve. Perhaps we chose
√ the wrong
cutoff value of the warp to differentiate between the square and 3 subdivision
cases.

Table 3.3: Triangle shape metric [12] for meshes on the bottle surface
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3.3.4

Chair

The chair surface exhibits regions with very low and very high local curvature. It
includes four saddle points, each of which exhibits one of two geometries. These
saddles demonstrate the behavior of our algorithm when some surface regions are
subdivided much further than others. In this experiment, we are concerned with
equilateralness and the uniformity of the gradient of triangle area.

a) Square Subdivision
Samples: 71
Triangles: 118

√
3 Subdivision
Samples: 89
Triangles: 154

b)

c) Mixed Subdivision
Samples: 81
Triangles: 138

Fig. 3.16: Coarse meshes for the chair surface

We notice immediately in figure 3.16 (b) that we have patches with many neighbors
to one side, and that closing cracks around these patches results in poorly shaped
triangles. This issue continues to arise over further subdivisions.
Additionally, we notice that the legs of the chair contain some poorly shaped triangles. The parameterization is such that these patches have very high warp, and
they are therefore challenging to mesh well in terms of equilateralness. Perhaps
we could devise another alternative local mesh topology to better cope with this
situation.

a) Square Subdivision
Samples: 194
Triangles: 346

√
3 Subdivision
Samples: 203
Triangles: 366

b)

c) Mixed Subdivision
Samples: 191
Triangles: 340

Fig. 3.17: Medium meshes for the chair surface

64
In the medium meshes, all three subdivision rules have begun to focus subdivision
on the two saddles toward the back of the chair (figure 3.17 xy projections), which
have the higher curvature. All three meshes have comparable equilateralness,
which is somewhat lower than that of the sphere, torus, and bottle discussed so
far. This is of course due to the legs of the chair which exhibit extensive warping.

a) Square Subdivision
Samples: 787
Triangles: 1498

√
3 Subdivision
Samples: 851
Triangles: 1638

b)

c) Mixed Subdivision
Samples: 851
Triangles: 1626

Fig. 3.18: Fine meshes for the chair surface

In the fine meshes, all three subdivision rules have located the other two saddles
near the front of the chair, and the adaptive meshes embody the desired properties. The triangles are quite small near the saddle points and quite large on
the flat regions of the seat back. All three meshes have fairly high equilateralness
considering the very warped patches found on the legs of the chair. As expected,
the mixed rule combines the best features of the other two meshes, and it exhibits
the highest equilateralness.

Table 3.4: Triangle shape metric [12] for meshes on the chair surface

65
3.3.5

Face

The face is the most intricate NURBS surface tested. It contains many local
changes in curvature, despite its relatively flat footprint. The features on the face
are more difficult to find than the saddles on the chair because on the face, surface
normals are more likely to be aligned even when they are relatively far from one
another on the surface.

a) Square Subdivision
Samples: 57
Triangles: 101

b)

√

3 Subdivision
Samples: 31
Triangles: 48

c) Mixed Subdivision
Samples: 31
Triangles: 48

Fig. 3.19: Coarse meshes for the face surface

In figure 3.19 we immediately notice some very poorly shaped patches resultant of
closing cracks in regions with undesirable patch topology, the majority of which
√
are generated by the square subdivision rule. Qualitatively, the result of √
the 3
rule is much better, and the tabulated data in table 3.5 show that the 3 rule
does produce a coarse mesh with much higher equilateralness. All patches on this
surface have relatively low warp, so the mixed subdivision rule
√ does not preform
square subdivision at all, but rather behaves exactly as the 3 rule does.

a) Square Subdivision
Samples: 449
Triangles: 855

b)

√

3 Subdivision
Samples: 399
Triangles: 749

c) Mixed Subdivision
Samples: 459
Triangles: 864

Fig. 3.20: Medium meshes for the face surface

The medium meshes in figure 3.20 all exhibit comparable equilateralness and are
qualitatively comparable as well. The square rule isolated and subdivided the
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√
nose most effectively, whereas the 3 rule produces the most equilateral triangles
on the forehead. The mixed mesh does combine features from the other two, and
it does have the highest equilateralness, however the mixed mesh does not capture
the same level of detail on the nose as the square subdivision rule.

a) Square Subdivision
Samples: 2525
Triangles: 4860

√
b) 3 Subdivision
Samples: 2397
Triangles: 4638

c) Mixed Subdivision
Samples: 2460
Triangles: 4766

Fig. 3.21: Fine meshes for the face surface

The fine meshes in figure 3.21 follow the precedent set by the medium meshes.
All have fairly high equilateralness and all have poorly shaped triangles resultant
of closing cracks in areas of undesirable patch topology. It is not clear which
mesh is the best, although according to figure 3.5 the mixed mesh has the highest
equilateralness by a thin margin.

Table 3.5: Triangle shape metric [12] for meshes on the face surafce
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3.4
3.4.1

Discussion
On Pseudo-Regular Subdivision

The finest meshes generated in section 3.3 consist of less than five thousand triangles. This is a relatively low number in light of the powerful and inexpensive
computers available today. We chose to perform the above experiments generating
relatively coarse meshes because it presents a challenge to our algorithm. Typically, the surface patches created by pseudo-regular subdivision schemes, such as
ours, become better shaped as subdivision continues. Therefore, producing fine
meshes of well shaped triangles is much easier than producing coarse meshes of
well shaped triangles. In the above experiments, we focused on relatively coarse
meshes in order look at the worst case behavior of our algorithm under the different subdivision rules.
3.4.2

On the Three Subdivision Rules

In section 3.3 we investigated three subdivision rules. The first rule performed
binary subdivision in all cases where the child patches could be made more square
than their parent, whereas the second rule performed√
binary subdivision where the
aspect ratio of the children could be made closer to 3 than that of their parent.
In comparing the performance of these two rules, we observe that the square rule
produces better shaped triangles and smoother gradients of triangle area on areas
of the surface that are distorted by the mapping√from parameter space to R3 .
Conversely, where that distortion is minimal, the 3 rule produces better shaped
triangles. This qualitative analysis is √
supported by the behavior of the third rule,
which uses either the square or the 3 subdivision criterion depending on the
warp (figure 2.3) of the patch in question. The tabulated data show that in all
cases, this mixed subdivision rule produces the highest mean equilateralness of
the three rules tested.
3.4.3

On Poorly Shaped Triangles

Although our meshing algorithm is capable of producing meshes with very high
mean equilateralness, we do notice a small number of poorly shaped high aspect
triangles in our meshes. The causes of these poorly shaped triangles is as follows:
The crack closing procedure we use works well when a patch has two to four
neighbors to one side, however when the number of neighbors to one side is greater
than four, the crack closing procedure results in high aspect triangles. Examples
of this behavior are circled in red throughout the figures in section 3.3. In order
to improve the shape of these triangles, we propose the development of a postprocessing step, which would remove some key vertices in the affected areas. This
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falls under the scope of continuing work.
Often we also observe high aspect triangles along the edges of our√surfaces. This
is particularly apparent on the bottle surface where we use the 3 subdivision
rule (figure 3.14 (b)). This rule produces relatively high aspect patches, which
are designed to be meshed using the edge flipping procedure described in section
3.2.3. Clearly, patch edges that are on the edge of the surface cannot be flipped,
and we therefore develop some high aspect triangles there. In practice, we are not
concerned about these, as they will be redefined when we extend the algorithm to
close meshes around edges of boundary represented solids.
Lastly, some poorly shaped triangles are the result of patches with very high
warp. These are apparent on the legs of the chair surface in figures 3.17 and 3.18.
We could drastically improve the shape of these triangles by introducing another
alternative mesh topology for the local mesh on such patches. We could eliminate
point m from the patch and simply connect the opposite corners a and d or b and
c, whichever option yields better shaped triangles. This too falls under the scope
of continuing work.
3.4.4

On The Square Rule and Mesh Homogeneity

In figure 3.7 (a), in the xz projection, we observe that all but one of the mesh
elements that fall on the equator are oriented parallel to that line of constant
parameter. In figures 3.8 (a) and 3.9 (a), we see more occurrences of these mesh
elements on the equator, which are not aligned with their neighbors. This anomaly
is due to numerical precision. We optimize these meshes based on equilateralness,
and consequently when a group of neighboring patches (in this case along the
equator) have equal area and aspect ratio equal to 1, our edge flipping procedure
results in triangles, which are geometrically similar to the originals. Their equilateralness is therefore identical to that of the original triangles, and the selection
of the most appropriate edge configuration becomes a matter of round off error.
This behavior does not result in poorly shaped triangles, and it does not interrupt
the connectivity of the mesh, therefore we deem this behavior acceptable.
3.4.5

On Feature Finding

In the final experiment, we applied our sampling algorithm to the face surface,
and found that the curvature based adaptive sampling did not do a terribly good
job of finding and subdividing the facial features. This kind of feature finding is a
difficult task for a discrete sampling algorithm, as the sampling decomposition can
never know what the surface geometry is like between the discrete sample points.
In order to achieve a better result using our discrete algorithm, we propose the
definition of a new subdivision rule, which would institute a maximum patch area.
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This way, the sampling decomposition would begin constructing a uniform sample
distribution, then once the target area is reached, areas of high curvature would
be further refined. This strategy has been tried in preliminary experiments with
promising results.
3.4.6

On Boundary Representations

The eventual goal of this work is to close meshes around boundary represented
solids. This necessitates connectivity between meshes, which reside on the various
faces of the Brep. Because our algorithm can robustly detect trimmed edges,
including holes (see section 2.4.3), we can close our meshes around Breps by
simply ’sewing’ the meshes to the edges of the face. This is a matter of continuing
work.
3.5

Conclusion

Our recent work has been focused on fast sampling and meshing of parametric
surfaces. In this work, we seek to combine the speed and elegance of spatial
partitioning approaches with the ability of search based methods to generate high
quality meshes of well shaped triangles.
In Chapter 1, we introduced a binary-quaternary spatial partitioning decomposition, which affords rule based control of the sample distribution and can sample
parametric surfaces almost as fast as pure quaternary algorithms, returning a
multi-resolution point cloud stored in a quad tree.
In Chapter 2, we introduced strategies for closing the cracks inherent in all meshes
generated by unrestricted spatial partitioning methods, as well for optimizing the
mesh based on user defined mesh quality metrics. We designed two different
subdivision rules, aimed at creating uniform sample distributions,
which can be
√
tessellated with equilateral triangles, the square rule and the 3 rule. We determined that the square rule works well where the
√ parameter space geometry has
3
been distorted by the mapping to R , and the 3 rule works well where the distortion is negligible. For this reason, we wrote a mixed subdivision rule which uses
each of the other two rules depending on the patch warp (figure 2.3). Using the
mixed subdivision rule, we were able to produce high quality structured meshes
composed of triangles with very high mean equilateralness. Moreover, we were
able to accomplish this for a variety of different surface types. These experiments
lead us to believe that in the future, we will be able to devise a variety of additional subdivision rules which will be particularly well suited to different classes
of surfaces.
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