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Chapter 1

Introduction

Foreword. This thesis is a study on the interior of the Earth using seis-
mological observations at the Earth’s surface. It explores neural networks
for solving nonlinear inverse problems within the Bayesian framework in
general, and surface wave dispersion data for discontinuities and velocity
structure within the Earth’s upper mantle in particular. This work has
practical significance for solving large nonlinear inverse problems and it
demonstrates how to use neural networks as an alternative to sampling
based inversion techniques. In this Introduction, the context of this thesis
is briefly discussed and it concludes with the motivation for this research
and an outline of the chapters which will follow.

1.1 Background

At the beginning there was the seismograph or as Oldham put it aptly
over a century ago (Oldham, 1906, p. 456): ”...the seismograph, recording
the unfelt motion of distant earthquakes, enables us to see into the Earth
and determine its nature with as great a certainty, up to a certain point,
as if we could drive a tunnel through it and take samples of the matter
passed through. The subject is yet in its infancy, and much may ultimately
be expected of it...” Rather trusting seismologists and their models some
people still prefer to drive a tunnel or a probe through the Earth (Stevenson,
2003). However, the success of seismic tomography in determining the
internal structure of the Earth is undeniable.

The 1-D structure of the Earth was inferred from the analysis of tele-
seismic signals from large earthquakes. Oldham (1906) plotted travel-time

1



2 CHAPTER 1. INTRODUCTION

curves of what he called first and second phases of preliminary tremors
and discovered in this way the existence of the Earth’s core. In a similar
way Mohorovičić (1909) discovered a rapid velocity increase separating the
mafic mantle form the silicate crust, and Lehmann (1936) detected the exis-
tence of the Earth’s inner core. Collecting data from an increasing amount
of earthquakes Jeffreys & Bullen (1940) compiled travel-time tables from
which a first radially symmetric Earth model was derived. Surprisingly
enough more recent radial velocity models such as PREM (Dziewonski &
Anderson, 1981), IASP91 (Kennett & Engdahl, 1991) and ak135 (Kennett
et al., 1995) have changed only in detail. Such 1-D reference models are
derived from global data sets and represent global averages of the Earth’s
structure at a particular depth. Lateral variations and regional differences
are small compared to the 1-D structure and can be viewed as perturba-
tions with respect to such a 1-D reference model. Over the last decades
the digital revolution facilitated the recording and access of vast amounts
of high-quality seismograms, and this ever increasing amount of data has
been exploited to construct and improve global 3-D velocity models to-
gether with the mathematical efficiency of perturbation theory (see e.g.
Romanowicz, 2003; Trampert & van der Hilst, 2005, for overviews).

The various global P- and S-wave models depend on:

1. the model parameterization,

2. what kind of observations are analyzed (e.g. traveltimes of various P-
and S-wave phases, whole waveforms or surface wave dispersion data)
and on how synthetic data are computed for a given model (i.e. how
is the forward problem solved), and

3. on how the resulting inverse problem is solved.

In global seismology the 3-D properties of the Earth are either parame-
terized using local, adaptive, discrete cell functions or expanded in spherical
harmonics to describe horizontal variations and polynomials or splines to
describe radial variations. Adaptive local grids are generally used in trav-
eltime tomography of the various P- and S-wave phases (e.g. Zhou, 1996;
Grand et al., 1997; van der Hilst et al., 1997; Bijward et al., 1998; Kennett
et al., 1998; Boschi & Dziewonski, 2000; Lei & Zhao, 2006). Inverting sur-
face wave dispersion data, long period S-wave arrival times, full waveforms,
and splitting functions of Earth’s free oscillations the model parameters are
often parameterized laterally in spherical harmonics and vertically in poly-
nomials or splines (e.g. Woodhouse & Dziewonski, 1984; Li & Romanowicz,
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1996; Ekström & Dziewonski, 1998; Ritsema et al., 1999; Boschi & Ekström,
2002; Ritsema et al., 2004; Lebedev et al., 2005; Panning & Romanowicz,
2006). Using such a parameterization has the disadvantage that the re-
sulting resolution is uniform and spectral leakage might occur due to the
heterogeneous data coverage (Trampert & Snieder, 1996).

Recent theoretical improvements allow to account for finite frequency
effects of the seismic wave-field (e.g. Dahlen et al., 2000; Spetzler et al.,
2002; Zhou et al., 2004). It is clear that finite frequency theory is a bet-
ter forward theory, but if models obtained using a finite frequency theory
are statistically better than models obtained using conventional ray theory
is still an issue of an ongoing debate (e.g. Montelli et al., 2004; Sieminski
et al., 2004; van der Hilst & de Hoop, 2005; Zhou et al., 2005; Trampert &
Spetzler, 2006; Zhou et al., 2006). This debate highlights the importance of
an objective way to compare models obtained using different parameteriza-
tions, different forward theories and different data sets as well as different
inversion algorithms.

Much research effort has been put into increasing the lateral and radial
resolution of the models by means of using more data and/or joint inver-
sion of various data sets, optimizing model parameterizations or improving
the forward theory. Little progress has however been made towards quan-
titative assessment of the accuracy or uniqueness of the obtained models.
Generally in seismic tomography a linearized inverse problem is solved and
even though the solution is non-unique due to heterogeneous data coverage
and data uncertainties it is common practice to present a single best model
depending on a particular subjective regularization without providing any
uncertainty estimates. Such a procedure is unsatisfactory not only because
it is impossible to objectively compare different models but even worse such
models can not be used as a starting point for further quantitative analysis.

As an alternative sampling based inversion techniques have been suc-
cessfully applied in seismic tomography (Mosegaard & Tarantola, 1995;
Sambridge & Mosegaard, 2002; Shapiro & Ritzwoller, 2002; Resovsky &
Trampert, 2003; Beghein & Trampert, 2004; Trampert et al., 2004). These
techniques provide not only a single best-fitting model but rather a col-
lection of acceptable models, whose variation gives an intuitive idea about
the uncertainties. From the collection of acceptable models any desired
statistic can be computed and equally important using sampling based in-
version techniques any nonlinear inverse problem can in principle be solved.
However, computational costs restrict their application to inverse problems
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of moderate size (≈ 50 model parameters). These techniques are there-
fore generally used to invert local phase and group velocities for 1-D Earth
structure on a regional or a global grid (e.g. Shapiro & Ritzwoller, 2002;
Snoke & Sambridge, 2002; Beghein & Trampert, 2003, 2004).

In this thesis we focus on a neural network approach to solve nonlin-
ear inverse problems that provides similar statistical information about the
solution than sampling based inversion techniques. Neural networks have
been widely used in different geophysical applications, a good overview is
given by van der Baan & Jutten (2000). Neural network techniques have
been successfully applied to logging problems (e.g. Benaouda et al., 1999;
Aristodemou et al., 2005). Roth & Tarantola (1994) used a neural network
to invert seismic reflection data for one-dimensional velocity models and
Devilee et al. (1999) were the first to use a neural network to invert surface
wave velocities for Eurasian crustal thickness in a fully nonlinear and prob-
abilistic manner. In various other fields neural networks were successfully
used to solve inverse problems. Thodberg (1996) for example used a neural
network to predict fat content in minced meat from near infrared spectra,
Cornford et al. (1999) retrieved wind vectors from satellite scatterometer
data, Lampinen & Vehtari (2001) investigated the use of neural networks
in electrical impedance tomography. And last but not least Meier & Rix
(1993), not to be confused with the author of this thesis, performed an
initial study of surface wave inversion using neural networks.

1.2 Motivation

In global seismic tomography in general a linearized inverse problem for
model perturbations with respect to a reference model is solved. Lineariza-
tion obviously breaks down if the nonlinearities are to strong and/or the
perturbations with respect to the reference model are too large. Further-
more, generating velocity models, the depth of the discontinuities is kept
constant. If topographic variations of the discontinuities are however large,
a biased velocity model is obtained. For this reason, crustal corrections
are applied to remove the effect of the highly heterogeneous crust from the
data prior to the inversion. Topographic variations of all the other discon-
tinuities are generally not taken into account except by Gu et al. (2003)
who performed a linearized joint inversion for mantel shear velocity and
topography of transition zone discontinuities. Topographic variations of
discontinuities have, depending on the magnitude, a nonlinear effect on the
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data and linearization techniques around a reference model are likely to
fail because: (1) nonlinearities are too strong (i.e. varying the depth of a
discontinuity alters the structure of the whole earth), (2) large variations
in the depth of discontinuities, Moho depth for example varies from 5 to 80
km, make it difficult to choose a reasonable reference model. Furthermore
uncertainties estimated using linearized methods are inaccurate in nonlin-
ear problems. These considerations formed the main motivation for us to
use a nonlinear inversion technique to invert seismic data for discontinu-
ities in the Earth. Instead of using fully-nonlinear sampling based inversion
techniques we focus on a neural network approach for the following reasons:
1) using a neural network approach the inverse mapping is approximated
once and for all and new observations can be inverted instantaneously; 2)
since the neural network interpolates between samples, wider bounds on
model parameters values can be used and 3) it is straightforward to invert
for any combination of model parameters without the need to re-sample
the model space.

1.3 Thesis outline

This thesis consists of six chapters. Chapter 2 gives an introduction to
neural networks, reviews inverse theory and shows how neural networks can
be used to solve inverse problems. Chapters 3-5 provide the main results
of this thesis, which have been prepared in the ’article’ style. In Chapter

3 the Mixture Density Network (MDN) is applied to real data consisting of
fundamental mode Love and Rayleigh phase and group velocities. A global
model of crustal thickness with corresponding uncertainties is presented.
Chapter 4 extends this approach and demonstrates that using a MDN
it is straightforward to invert for any combination of model parameters
which might be constrained by the data. An additional global model of
vertically averaged crustal shear wave velocity is presented. Together with
the crustal thickness model this represents a global seismological crustal
model. It is demonstrated that the resulting crustal model can be used to
compute global crustal corrections for surface wave tomography. In Chap-

ter 5 we invert an extended data set consisting of surface wave overtone
measurements for topography of the transition zone discontinuities. The
resulting models are compared with other existing models obtained from
SS precursor analysis. Finally we estimate variations in temperature and
water content within the transition zone from variations in transition zone
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thickness and S-wave velocity. Chapter 6 consists of concluding remarks,
commenting on the main results presented in this thesis.



Chapter 2

General theory

Foreword. In this chapter we first introduce the basic concepts of neu-
ral networks and demonstrate how neural networks can be used to solve
nonlinear inverse problems. We do this by formulating the general solution
of an inverse problem within a probabilistic Bayesian framework and show
how neural networks can be trained to obtain similar probabilistic informa-
tion about the solution as with sampling based inversion techniques. We
discuss different networks whose outputs provide various probabilistic in-
formation about the posterior probability density function. The intention
is to present the underlying theories relevant in the context of this thesis.

2.1 Neural Networks

In almost all branches of science one is interested in modeling a very gen-
eral mapping from an input to an output space, which is often determined
by a real-world mechanism. Physical laws are then applied to get math-
ematical models of the input-output behavior of the particular problem.
Very often the resulting analytical models become very complex or even
worse, no physical theory is available to completely describe the input-
output relationship. That is exactly where statistical modeling techniques,
including neural networks come into play. These techniques are generally
used to approximate (learn) unknown or incomplete input-output relation-
ships from empirical data. Over the last decades neural networks have been
successfully applied to various problems such as recognition of hand-written
characters (Cun et al., 1990), speech recognition (Lippmann, 1990), fore-
casting and time series prediction (Utans & Moody, 1991; Zhang et al.,

7



8 CHAPTER 2. GENERAL THEORY

1998), medical diagnosis (Setiono, 1996), robotics (Pomerleau, 1995) and
more interestingly for our purpose in geophysics (see van der Baan & Jut-
ten, 2000, for an overview). Using neural networks it is in principle possible
to approximate both the input-output relation (i.e. the forward relation)
and the output-input relation (i.e. the inverse relation) from the same
empirical data set by simply interchanging the role of input and output
values.

To be more specific let’s define a very general nonlinear mapping from
an input to an output space as,

d = g(m), (2.1)

where m is a m-dimensional real input and d is a d-dimensional real output.
Let us further assume that we only have a collection of labeled input-output
pairs D = {mn,dn}, where n = 1, ..., N is the number of samples in the
so-called training set D. One generally tries to approximate the unknown
input-output mapping in terms of some approximating function,

y = g̃(m;w), (2.2)

where w is an adjustable w-dimensional parameter vector, m is a m-
dimensional real input and y is a d-dimensional real output. Learning
then corresponds to finding an optimal set of parameters w that mini-
mize a distance measure between y, the modeled and d, the observed data
sets. Having found the optimal set of parameters w∗ we hope to have a
good approximation g̃(m;w∗) of the unknown input-output mapping g(m)
in equation (2.1) that interpolates (generalizes) well when presented with
new inputs that are not in D. Note that g̃(m;w) is fully specified by the
parameter vector w. Needless to say the chosen approximating function in
equation (2.2) has to be flexible enough to represent the unknown input-
output mapping as well as necessary. For example, there may be little point
in trying to approximate a nonlinear input-output mapping with a linear
function. All the various parametric statistical modeling techniques (e.g.
polynomials, splines, spherical harmonics, neural networks) correspond to
different choices of approximating functions in equation (2.2) (Bishop, 1995;
Duda et al., 2001; Denison et al., 2002). The neural network models con-
sidered in this work offer a particular powerful choice of approximating



2.1. NEURAL NETWORKS 9

functions, as they can efficiently represent any nonlinear multivariate func-
tion without serious fundamental limitations. We use the (misleading) term
neural network synonymously with a particular choice of an approximating
function that maps an m-dimensional input into a d-dimensional output
vector. Detailed resources covering statistical modeling techniques includ-
ing neural networks can be found in Bishop (1995), Duda et al. (2001),
Denison et al. (2002) and MacKay (2003).

From our point of view and for the purpose of this thesis, neural net-
work models are considered as a nonlinear regression device. Nonlinear
regression problems are straightforward to solve for 1-dimensional input-
output spaces. Using polynomials or splines for example any reasonable
1-dimensional function can be approximated, and the adjustable parame-
ters can be determined from a finite set of observations. Trying to extend
the concept of polynomials to higher dimensions works fine for two or even
three dimensional inputs. For the kind of applications we have in mind,
with input dimensions m as high as 100, a polynomial model is out of ques-
tion. The number of adjustable parameters grows like mM for a M th order
polynomial (Bishop, 1995), which would leave us with too many adjustable
parameters to determine. The major reason for the popularity of neural
networks lies in the way they deal with the problem of scaling with di-
mensionality. The number of adjustable parameters only grows linearly, or
quadratically, with the dimensionality of the input space, which still leaves
the regression problem computationally feasible for our purpose (Bishop,
1995).

2.1.1 The Multilayer Perceptron

The most commonly used neural network and the only one considered in
this work is the feed-forward Multilayer Perceptron (MLP) (Rumelhart
et al., 1986; Bishop, 1995; MacKay, 2003). In Figure 2.1 an example of
a two-layer, feed-forward MLP is shown. There are i input, j hidden and
k output units. The lines between the various units depict the adjustable
parameters, the weights of the neural network. There are two layers of
adaptive parameters. Those of the first and second layer are called weight
matrices ẇij and ẅjk as well as the biases of the hidden ḃj and output b̈k

units respectively; information flows only in the forward direction from the
input to the output units.

The output of a MLP as illustrated in Figure 2.1 for a given input vector
m can be computed as follows:
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yk =
∑

j

ẅjkzj + b̈k, (2.3)

where

zj = tanh(aj), (2.4)

and

aj =
∑

i

ẇijmi + ḃj). (2.5)

Here ẇij is the weight on the connection between input i and hidden unit
j, similarly ẅjk is the weight on the connection between hidden unit j and
output k, while ḃj and b̈k are biases of the hidden and output units re-
spectively. First scalars aj are computed, linear combinations of the input
values mi (2.5), which are then passed through a nonlinear activation func-
tion, in this case the hyperbolic tangent, to give the hidden unit activations
zj (2.4). Finally the outputs yk of the network are obtained as linear combi-
nations of the hidden unit activations zj (2.3). It is the nonlinearity of the
activation function, the hyperbolic tangent, which gives the MLP greater
computational flexibility than standard linear regression models. Note that
it might be more convenient to put the first and second layer weight and
bias terms into a single weight vector w. Writing y(m;w) means that the
network outputs y are a function of the input vector m and the network
parameters w, which we define to include the weight and bias terms of the
first and second layer. Several people including Hornik et al. (1989) and
Cybenko (1989) have shown that such an MLP with the hyperbolic tan-
gent as activation function can approximate arbitrarily well any continuous
functional mapping from one finite-dimensional space to another, provided
the number of hidden units is sufficiently large.

2.1.2 An example: Learning a 2-D Gaussian surface

In order to illustrate how a two-layer feed-forward MLP works, consider the
following toy problem of approximating a 2-D Gaussian surface by various
networks with increasing numbers of hidden units. The training data con-
sists of evenly-spaced input coordinates mn

1 , mn
2 and the corresponding out-

put values at those locations, dn the height of the Gaussian surface, shown
as circles in Fig. (2.2) (top left). Five different networks with increasing
number of hidden units are trained using this training data. Outputs of the
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Figure 2.1: A Multi-Layer Perceptron (MLP) with i input units, one hidden
layer with j hidden units and k output units. There are two layers of
adaptive parameters the first layer weights ẇij and bias ḃj and the second
layer weights ẅjk and bias b̈k, indicated by the connections between the
different units. The bias parameters ḃj and b̈k are shown as weights from
an extra input having a fixed value 1. For one specific input vector m,
first the input to the hidden units aj are computed (2.5), followed by the
activations of the hidden units zj (2.4), and finally the output values yk are
formed (2.3).
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trained networks are evaluated over the input domain and shown as surface
plots in Fig. (2.2). Top right: a network with one hidden unit corresponds
to a hyperbolic tangent surface, whose characteristics are determined by
the network weights. The orientation and steepness are determined by the
direction and magnitude of the first layer weights, and the location is de-
termined by the first layer bias. The second layer weight simply re-scales
the height of the surface and the second layer bias introduces a constant
offset. Middle left: a network with two hidden units, has the possibility to
approximate the Gaussian surface with two hyperbolic tangents. Summing
up two of them with opposite directions a ridge-like surface is obtained.
Middle right: The obtained surface from a network with four hidden units
is the result of summing up four hyperbolic tangents, or two ridge-like sur-
faces which are perpendicular to each other. The resulting surface has a
localized bump in the middle and ridge like features away from the center.
Bottom left: with ten hidden units the network is flexible enough to ap-
proximate the Gaussian surface quite well, except for some small undesired
oscillations away from the central peak. Bottom right: with twenty hid-
den units the trained network approximates the Gaussian surface almost
perfectly.

It is worth noting that using a MLP with ten or even twenty hidden
units requires many more parameters than the Gaussian. However, the
point is that the MLP is capable of great flexibility, to approximate other
functions by adding up relatively simple component functions, in this case
the hyperbolic tangent functions.

2.2 Inverse problem theory

Since we are interested in solving inverse problems, we revise here the con-
cepts of inverse problem theory within a probabilistic framework and will
closely follow Tarantola (2005). Throughout this work we only consider
discrete inverse problems with a finite number of parameters. Introduc-
ing the basic concepts of probability theory goes beyond the scope of this
thesis and the reader is advised to consult the books of Jaynes (2003) and
Tarantola (2005) for a rigorous development of probability theory.

Within the context of this work probabilities are used to describe the
degree of knowledge about the values of all parameters under study. Any
state of knowledge about the values of the parameters can therefore be de-
scribed using probability density functions (pdfs). In particular the results
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Figure 2.2: Example of how a MLP with increasing number of hidden units
approximates a Gaussian surface. (top left) training data; (top right) output
of a trained network with one hidden unit; (middle left) output of a trained
network with two hidden units; (middle right) output of a trained network
with four hidden units; (bottom left) output of a network trained with ten
hidden units; (bottom right) output of a trained network with twenty hidden
units.
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of the measurements of the observable parameters, the prior information on
model parameters, and the information on the physical relations between
observable parameters and model parameters (the forward problem) can
be described using pdfs, resulting in a prior and a theoretical pdf respec-
tively. This use of probabilities to describe degree of knowledge and beliefs
is known as the Bayesian viewpoint. Tarantola (2005) postulates that the
solution of a general inverse problem can be seen as the problem of combin-
ing all information contained in the relevant pdfs. The resulting pdf that
combines the information contained in the prior and the theoretical pdf is
given by the conjunction of these two states of information and is called
the a posteriori state of information,

σ(d,m) = k
ρ(d,m)θ(d,m)

µ(d,m)
, (2.6)

where k is a normalization constant, ρ(d,m) represents the prior knowledge
on data d and model parameters m, θ(d,m) represents the physical ’for-
ward’ theory relating model parameters m to the observable parameters d,
µ(d,m) represents an objective reference state of minimum information,
and all quantities other than k in equation (2.6) are pdfs (Tarantola &
Valette, 1982; Tarantola, 2005). The solution of a general inverse problem
is then given by the marginal posterior distribution,

σ(m) =

∫

D
σ(d,m)dd. (2.7)

Making the usual assumptions that the a priori information on model
parameters is independent of the observations, the prior joint probability
and the reference state of minimum information take the special form,

ρ(d,m) = ρ(d)ρ(m), (2.8)

µ(d,m) = µ(d)µ(m), (2.9)

where ρ(d), µ(d) are the prior pdf and the reference state of minimum
information over the data space and ρ(m), µ(m) over the model space,
respectively.

It is further assumed that the forward relation as defined in equation
(2.1) can be written as a conditional probability density for d given any
possible input model m,



2.2. INVERSE PROBLEM THEORY 15

θ(d,m) = θ(d|m)µ(m). (2.10)

Inserting equations (2.8), (2.9) and (2.10) into equation (2.7) the more
explicit form is obtained,

σ(m) = kρ(m)

∫

D

ρ(d)θ(d|m)

µ(d)
dd. (2.11)

Defining the likelihood function, which measures how well a model explains
the data, as,

L(m) =

∫

D

ρ(d)θ(d|m)

µ(d)
dd, (2.12)

the following more familiar expression for the marginal posterior pdf is
obtained,

σ(m) = kρ(m)L(m). (2.13)

This derivation differs from the derivation in other statistical textbooks
(e.g. Duda et al., 2001; MacKay, 2003) where conditional pdfs are intro-
duced and the posterior pdf of an inverse problem (inference problem), is
obtained via Bayes’ theorem,

σ(m|d) =
p(m)L(d|m)

p(d)
, (2.14)

in words :

posterior =
prior × likelihood

evidence
(2.15)

where p(m) is the prior pdf over the model space, L(d|m) is the likelihood
of m, p(d) is a normalizing constant and σ(m|d) is called the conditional
posterior pdf of m given d. Tarantola (2005) shows that conditional prob-
abilities can be obtained as a special case of the conjunction of states of
information and hence equation (2.14) is contained within equations (2.7),
(2.11) and (2.13) as a special case. It is worth noting that the likelihood
function is usually of the form,
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L(m) = k exp
[

− E(m)
]

, (2.16)

where E(m) is an error function, that measures the distance between ob-
served and synthetic data, where the latter is predicted using the forward
theory for model m. Minimizing the error function E(m) is therefore equiv-
alent to maximizing the likelihood.

Forming the solution as defined in equations (2.7), (2.11) and (2.13) re-
quires that all prior information and noise statistics are defined explicitly as
pdfs. The obtained solution then depends on these prior assumptions and
some people see this as a limitation of the Bayesian approach. However,
from a Bayesian point of view an inverse problem can not be solved without
making prior assumptions (MacKay, 2003), and stating these assumptions
explicitly is in fact considered to be the main advantage of Bayesian infer-
ence.

2.2.1 Solving inverse problems

For linear forward problems and Gaussian prior pdfs the resulting posterior
pdf is also Gaussian. In this case solving the inverse problem reduces to
finding the mean and the covariance of the posterior pdf (Tarantola, 2005).

For nonlinear forward problems the posterior pdf is not Gaussian, and
with increasing nonlinearity the resulting posterior pdf becomes less and
less similar to a Gaussian. For weakly nonlinear problems it is however
possible to linearize the forward mapping around a reference model and
solve the resulting linearized inverse problem as if it were linear. The
posterior pdf, which is then approximately Gaussian, is again described by
its mean and covariance but in this case it depends on the reference model
and on how well the linearization approximates the true, nonlinear forward
physics. Alternatively iterated gradient based methods can be used to find
the maximum likelihood model and the posterior covariance is then linearly
approximated around the maximum likelihood model. This techniques are
referred to as nonlinear, because at each iteration a new linearization of
the nonlinear forward problem is solved. As long as the posterior pdf
is approximated reasonably well by a Gaussian pdf centered around the
maximum likelihood point this works fine. The obtained solution again
depends on the starting model, and once stuck in a local minimum there is
no way to escape from it.
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The philosophy behind sampling based, or Monte Carlo, methods is
fundamentally different compared to the techniques described above. As
stated in equations (2.7), (2.11) and (2.13) the solution of an inverse prob-
lem is given by the posterior pdf, which contains all the information about
the model parameters. Instead of describing the posterior pdf by its first
and second moments one aims to generate a set of models representative
of the posterior pdf σ(m). Mosegaard & Tarantola (1995) demonstrated
how to generate such a representative set of samples by simply accepting or
rejecting candidate models drawn form the prior model pdf depending on
the goodness of fit between synthetic data - computed from the candidate
model - and the observed data. Sambridge (1999a) showed how to gener-
ate an approximation to the posterior pdf which can be used to re-sample
the model space and generating a set of models representative of the ap-
proximated posterior pdf (Sambridge, 1999b). Good reviews covering the
various Monte Carlo methods to solve inverse problems with examples of
geophysical applications are given by Mosegaard (1998) and Mosegaard &
Sambridge (2002). In principle Monte Carlo methods can be used to solve
any inverse problem. In practice, however the computational overhead of
solving the forward problem for each candidate model restricts their ap-
plication to inverse problems of moderate size (≈ 50 model parameters).
As an alternative hybrid inverse algorithms emerged, where instead of the
exact forward function a Taylor series expansion around a first best fitting
model is used (e.g. Shapiro & Ritzwoller, 2002; Visser et al., 2007, 2008).

2.3 Neural Network learning within a probabilis-

tic framework

In this section we give a probabilistic interpretation of neural network learn-
ing as proposed by MacKay (1992b) and will see how a trained neural net-
work can solve a nonlinear inverse problem. We will show that the outputs
of such a trained network provide us with statistical information about the
solution of an inverse problem as stated in equation (2.7).

First a specific neural network architecture A is designed; in our case an
MLP (see subsection 2.1.1) with two layers of adaptive weights, a specific
number of hidden units and the hyperbolic tangent as the activation func-
tion of the hidden units. Such a network defines a mapping y(m;w,A)
from a m-dimensional input to a d-dimensional output space. In what
follows we drop the explicit dependence of the network mapping on the
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specific network architecture A.

2.3.1 Probabilistic interpretation of error functions

As mentioned in the beginning of this chapter, learning corresponds to the
minimization of an objective function which measures how well the network
predicts the training data. It is common to use the least-squared error over
the entire training data as the objective function,

ED(w) =
1

2

N
∑

n=1

[

dn − y(mn;w)
]2

, (2.17)

where we made the dependency on the training set explicit and the sum-
mation is over the number of data points N in the training set. It is very
common to add a regularization term Er(w) to ED(w). A popular choice is
so called weight decay, a regularization term of the form (MacKay, 1992b;
Bishop, 1995),

Er(w) =
1

2

W
∑

i=1

w2
i , (2.18)

where the summation is over W , the number of network parameters. Such
a regularization term penalizes large weights and is equivalent to what is
known as minimum norm damping in the geophysical literature (Snieder &
Trampert, 1999). Neal (1996) shows that smaller network weights result in
smoother network mappings, so weight decay can be seen as a smoothing
constraint. Instead of equation (2.17) a combined objective function is
minimized,

Ereg(w) = βED(w) + λEr(w), (2.19)

where β is a the inverse variance of the assumed measurement errors and
λ determines the amount of regularization, both parameters are generally
set by trial-and-error.

The minimization of (2.17) or (2.19) is generally done using conventional
optimization techniques such as plain gradient descent, or more efficient
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techniques such as conjugate gradients and quasi-Newton methods. The re-
quired derivatives of the error function with respect to the network weights
are obtained with the back-propagation algorithm (Rumelhart et al., 1986).

Following MacKay (1992b) a probabilistic interpretation of network
learning using the same vocabulary as already introduced in section (2.2)
can be given in the following way. Similar to equation (2.13) and Bayes’s
theorem (eq. 2.15) a likelihood function and a prior pdf over the model
parameters (in this case the network weights) have to be defined. Let us
assume that the network output is contaminated with zero-mean Gaussian
noise, such that the probability of observing an output d for an input m

would be,

p(d|m,w) = k exp

{

−
β

2

[

d − y(m;w)
]2

}

, (2.20)

where the network output y(m;w) is governing the mean of the distribution
and β = 1/σ2

d is the inverse noise variance. If it is further assumed that
each data vector from the training set is drawn independently from this
distribution the likelihood function can be written as,

p(D|w) =
N
∏

n=1

p(dn|mn,w),

= k exp

{

−
β

2

∑

n

[

dn − y(mn;w)
]2

}

,

= k exp
[

− βED(w)
]

. (2.21)

Assuming Gaussian distributed data and maximizing the likelihood (or
equivalently minimizing the negative logarithm of the likelihood) gives rise
to the least-square error measure ED(w). In principle the Gaussian dis-
tribution in equation 2.20 can be replaced with any desired pdf, and by
minimizing the negative logarithm of the likelihood function the appropri-
ate error function is obtained. An application based on this idea will be
shown later in subsection 2.4.1.

The prior probability over the network weights is similarly obtained as,
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p(w) = k exp
[

−
λ

2

∑

i

w2
i

]

,

= k exp
[

− λEr(w)
]

. (2.22)

The weights are expected to come from a zero mean Gaussian with variance
σ2

w = 1/λ.
Finally the posterior pdf of the network weights w given the training

data D is obtained in analogous manner to equation (2.14),

p(w|D) =
p(w)p(D|w)

p(D)
. (2.23)

Inserting equations (2.21) and (2.22) into equation (2.23) the posterior
pdf of the network weights can be written as,

p(w|D) = k exp
[

− βED(w) − λEr(w)
]

or

p(w|D) = k exp
[

− Ereg(w)
]

. (2.24)

From this analysis it becomes clear that introducing a priori information
over the model space can be understood as adding regularization constraints
to the error function. In the specific case of a Gaussian prior model pdf the
equivalent regularization is of minimum norm as demonstrated above. It
is, however, not possible to obtain a probabilistic interpretation for general
regularization constraints. For the class of Tikhonov regularizers (Tikhonov
& Arsenin, 1977), for example, it is not possible to construct a proper,
normalizable prior pdf (MacKay, 1992a).

This simple smoothing constraint is not sufficient four our purpose. We
are interested in training a neural network on synthetic data and then use
the trained network to invert noisy measurements. As a consequence the
trained network does not only have to interpolate to input vectors not
contained in the training set but furthermore has to deal with noise on the
input vectors. The most intuitive approach is to add noise according to
the prior data pdf ρ(d) to the exact synthetic inputs and train a network
on noisy input data. As will be shown in section 3.4 the effect of adding
noise on the input data is comparable to a regularization constraint that
penalizes the derivative of the network output with respect to the network
input.
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2.3.2 The predictive probability density function

We are not only interested in the posterior pdf of the model parameters,
in this case the network weights, but rather in the predictive distribution
of the network outputs for a new input. The predictive pdf of the network
outputs for a new input is obtained by integration over the whole weight
space:

p(dnew|mnew, D) =

∫

p(dnew|mnew,w)p(w|D)dw, (2.25)

where p(w|D) is the posterior pdf of the network weights (equation 2.23)
and p(d|m,w) is the assumed noise model of the outputs (equation 2.20),
for a fixed value of the weight vector. Forming the predictive pdf by inte-
gration takes not only the most probable weight vector into account, but
also considers other weight vectors that contribute to the integral. The pre-
dictive pdf as defined in equation (2.25) solves the forward problem and if
the role of input and output parameters in the training set are interchanged
we obtain as the predictive pdf for a new input,

p(mnew|dnew, D) =

∫

p(mnew|dnew,w)p(w|D)dw, (2.26)

which is equivalent to the solution of a general inverse problem as stated in
equation 2.7. The predictive pdf of a trained network for a new input vector
solves either the forward problem if the network was trained to accept m

as its inputs and d as its outputs or the inverse problem if the network
was trained to accept d as its inputs and m as its outputs. From this
perspective the solution of a general inverse problem, the posterior pdf
σ(m) is approximated by the predictive pdf p(mnew|dnew, D) of a trained
neural network. Depending on the context we interchangeably use posterior
pdf and predictive pdf meaning the general solution of an inverse problem,
in which the model parameters are denoted by m.

The formation of the predictive pdf by integration is at the heart of
Bayesian inference. Unfortunately, it is often the source of considerable
computational difficulties as well. The number of weights of the MLP used
in this work is in the order of ∼ 10000, and solving equation (2.25) using
Monte Carlo methods is computationally (too) expensive. Nevertheless,
Neal (1996) used a hybrid Monte Carlo technique that allows to generate
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samples from the posterior pdf of the network weights, which can then
be used to evaluate the integral in equation (2.25). MacKay (1992b) and
Thodberg (1996) among others proposed to use a Gaussian approximation
to the posterior pdf over the network weights and use this approximation
to solve equation (2.25). However, most neural network applications in-
volve predictions based on a single set of network parameters, that either
maximize the posterior pdf over the network weights (or equivalently min-
imize Ereg(w)) or that maximize the likelihood (or equivalently minimize
ED(w)). For the reminder of this work, network training corresponds to
the minimization of an error function and the network predictions are al-
ways based on a single optimal set of network weights w∗ that minimize
the chosen error function. The minimization of the error functions in all
the simulations is done using a scaled conjugate gradient algorithm (Moller,
1993).

Bishop (1995) shows that the prediction of a trained network based on a
single set of weights that minimize the least-square error function (equation
2.17) approximates the mean of the predictive distribution in the limit of
an infinite training set,

y(mnew;w∗) ≈

∫

dp(d|mnew)dd, (2.27)

where w∗ is the weight vector at the minimum of the least-square error
function (equation 2.17). The implications of this result are that as long
as the predictive pdf is indeed Gaussian or at least characterized by a well
defined mean, the network output is meaningful. If however the predictive
pdf is multimodal, the network prediction might give misleading results (see
case study below), because the mean of various solutions is not necessarily
a solution itself. In the following section we show how by using extended
neural networks, more detailed information about the predictive pdf can
be obtained.

2.4 Neural Networks for solving inverse problems

Let us assume that we are interested in solving some inverse problem and
that the prior pdfs over the data ρ(d) and model ρ(m) space are known.
Also assume that an algorithm that solves the forward problem is ready
to use; that is, for any given model synthetic data can be computed. Fur-
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thermore, say a data set is provided that we are supposed to invert using
a neural network approach.

As described so far, neural networks can approximate an unknown map-
ping from a finite set of observations, the training set. We therefore proceed
by randomly sampling synthetic models from the prior model pdf ρ(m) and
solve for each model the forward problem. Repeating this for N models we
generate a training set D = {mn,dn : n = 1, .., N} consisting of a collec-
tion of N models and the corresponding synthetic data. In principle the
forward as well as the inverse mapping can be approximated equally well,
by simply interchanging the role of inputs and outputs in the training set.
There are however a few things to consider when trying to approximate
the inverse mapping. It is generally known that the inverse may not exist
or may not be unique. It is for example very common that the forward
mapping verifies g(m1) = g(m2) = d for some m1,m2 and d, so both m1

and m2 are inverse values of d and the inverse mapping is multivalued.
We will demonstrate that conventional MLPs work well for univalued map-
pings but not for multivalued mappings. We will, however, demonstrate
how common MLPs can be extended in order to be able to approximate
even multivalued mappings.

We like to emphasize the difference between a neural network approach
to solve inverse problems and conventional techniques (see subsection 2.2.1).
Using conventional techniques, one is interested in obtaining the posterior
pdf over the model space for a given observation and each new observa-
tion requires an independent inversion. Whereas using a neural network
approach we want to obtain an approximation of the inverse mapping that
can be used repeatedly to invert different data points. This shows that neu-
ral network approaches are especially useful if we are interested in solving
many inversions with similar prior information.

2.4.1 An example: Approximating the forward and inverse

mapping of a given function

Consider the following toy problem inspired by Bishop (1995), of approxi-
mating both the forward and inverse mapping of a given function. We have
a data set D = {dn, mn} shown in Figure 2.3 (bottom, right), distributed
according to the joint pdf θ(m, d) shown in Figure 2.3 (top, left). θ(m, d)
represents the result of the forward modeling, where d is given by some
function of m with added Gaussian noise ǫ; d = g(m)+ ǫ. If a flat prior pdf
over the model space ρ(m) and exact data are assumed, θ(m, d) represents
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Figure 2.3: (top, left) Probability density function over joint model-data
space, representing all the information required to solve the forward as well
as the inverse problem. (top, right) Conditional pdf of d, conditioned on
m = 0.5 and (bottom, left) conditional pdf of m, conditioned on d = 0.5.
(bottom, right) The training set consisting of 100 samples form the joint
pdf.

all the required information to solve the forward as well as the inverse prob-
lem. That is for any given m, the conditional pdf of θ(d|m) represents all
the information we have about d, and solves the forward problem as shown
in Figure 2.3 (top, right) for m = 0.5. Whereas solving the inverse problem
of estimating m given any d, the conditional pdf θ(m|d) has to be consid-
ered. For this particular problem the inverse is a multivalued mapping as
can be seen from the two visible maxima of θ(m|d = 0.5) in Figure 2.3
(bottom, left). In what follows we train different networks on the forward
and inverse mapping using the same training set consisting of 100 samples
drawn from the joint pdf θ(m, d), shown as circles in Figure 2.3 (bottom,
right).
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Conventional use of Neural Networks

First we train a MLP and demonstrate, that the predictions of a MLP
obtained by minimizing the least-square error approximate the mean of the
predictive pdf (eq. 2.27). We design a MLP with one input unit, ten hidden
units and one output unit and initialize the network weights by drawing
them from a zero mean Gaussian with variance scaled by the number of
input units feeding into each hidden unit for the first layer weights, and
scaled by the number of hidden units feeding into each output unit for the
second layer weights, respectively (Bishop, 1995; Nabney, 2002). First we
approximate the forward mapping and compute for each mn of the training
set D the network output y(mn,w) and form the global error as defined in
equation (2.17),

ED(w) =
N

∑

i=1

[

dn − y(mn;w)
]2

. (2.28)

Having found the weight vector w∗ that minimizes ED, the network
predictions, y(mnew,w∗) for new inputs mnew should approximate the for-
ward mapping. In Figure 2.4 (left) the network predictions of the trained
network (solid line) for m = [0, 1] are plotted together with the training
data (circles). Comparing this Figure with the joint pdf θ(m, d) in Figure
2.3 (top, left) the network obviously approximates the mean of the con-
ditional pdf θ(d|m), which is a good description of the univalued forward
mapping.

In a second attempt we try to approximate the inverse mapping by
simply interchanging input and output parameters and compute for each
dn the corresponding network output y(dn;w) and obtain the following
error function,

ED(w) =

N
∑

i=1

(mn − y(dn;w))2. (2.29)

Again, ED is minimized with respect to w and the network predictions
(solid line) of the trained network for new inputs d = [0, 1.5] are plotted
together with the training data (circles) in Figure 2.4 (right). The net-
work predictions still approximate the mean of the conditional pdf θ(m|d),
which for multivalued pdfs is obviously not a very meaningful statistic.



26 CHAPTER 2. GENERAL THEORY

0 0.2 0.4 0.6 0.8 1
0

0.5

1

1.5

Input parameter m

O
ut

pu
t p

ar
am

et
er

 d

0 0.5 1 1.5
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

Input parameter d

O
ut

pu
t p

ar
am

et
er

 m
Figure 2.4: Two-parameter example of a network mapping which approxi-
mates the conditional average of the output parameter. (left) single valued
forward function; (right) multi-valued inverse function obtained by inter-
changing the role of input and output variables. Circles indicate the training
data and the solid line corresponds to the output of a trained MLP network
with 10 hidden units.

This example illustrates that using a neural network with a single output
that approximates the mean of the predictive pdf is of limited usefulness
and might even give misleading results if the predictive pdf is multimodal.
In what follows we demonstrate how extended neural networks can be de-
signed whose multiple outputs provide more detailed information about the
predictive pdf than only its mean.

Histogram and Median Networks

Devilee et al. (1999) introduced the Histogram and Median networks, which
provide a finite discretization of the predictive pdf. The k outputs of a
Histogram network give an equidistantly sampled approximation of the
solution whereas the k outputs of a Median network subdivide the solution
into equal probability mass.

We train a Histogram network using the same training set as in the
example above. After proper preprocessing of the data (see Devilee et al.,
1999, for details) the k outputs of the trained histogram network yk(m;w∗)
subdivide the predictive pdf into equally spaced bins and approximate the
probabilities of the network output to fall in the kth bin:



2.4. NEURAL NETWORKS FOR SOLVING INVERSE PROBLEMS 27

yk(m;w∗) ≈

∫ d0+k∆d

d0+(k−1)∆d
p(d|m,w∗)dd. (2.30)

In Figure 2.5 the resulting outputs of a Histogram network trained on
the forward mapping (top, left) and on the inverse mapping (top, right)
are shown respectively. The predictive pdf is discretized into k = 10 bins
between [0, 1.5] for the forward mapping and between [0, 1] for the inverse
mapping, resulting in ∆d = 0.15 and ∆m = 0.1, respectively. Both the
forward and inverse mapping are now approximated reasonably well by
the trained Histogram network, and as opposed to the conventional MLP
even the multivalued region of the inverse mapping (between d = [0.1, 0.5])
is approximated correctly. The conditional pdfs of the forward (bottom,
right) and inverse (bottom, left) mapping are compared with the Histogram
approximations. Note that using the Histogram network the two different
maxima of the multivalued inverse mapping are approximated correctly.

The Median network is very similar to the Histogram network, but its
k outputs subdivide the predictive pdf in k + 1 equal probability areas. As
a consequence the median network samples the predictive pdf in areas of
high probability more densely than in areas of low probability. In Figure
2.6 we show how the median networks approximates the forward (left) and
inverse mapping (right) for m = 0.5 and d = 0.5 respectively.

Devilee et al. (1999) give a detailed description of the Histogram and
Median network and inverts surface wave data for crustal thickness across
Eurasia.

The Mixture Density Network

We have seen how a finite discretization of the predictive pdf can be ob-
tained using the Histogram and Median network. Here we introduce the
Mixture Density Network (MDN) as proposed by Bishop (1995) and show
how using a MDN any predictive pdf can be modeled as a mixture of Gaus-
sians. The MDN can be seen as a generalization of the Histogram and Me-
dian networks, that gives a more compact representation of the predictive
pdf. In section 2.3 we have seen that the least-square error function can be
derived from the principle of maximum likelihood assuming Gaussian dis-
tributed data. The motivation behind the MDN is to replace the Gaussian
distribution in equation 2.20 with a Gaussian mixture model, which has
the flexibility to model completely general distributions. The probability
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Figure 2.5: Two-parameter example of a Histogram network which gives
a equidistantly sampled approximation of the solution. (top, left) Single
valued forward function; (top, right) multi-valued inverse function obtained
by interchanging the role of input and output variables. Conditional pdf of d,
conditioned on m = 0.5 (bottom, left) and conditional pdf of m, conditioned
on d = 0.5 (bottom, right) together with the exact forward and inverse
(solid) respectively.
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Figure 2.6: Conditional pdf of d, conditioned on m = 0.5 (left) and condi-
tional pdf of m, conditioned on d = 0.5 (right) as approximated by a Median
network together with the exact forward and inverse (solid) respectively.

of observing an output d for a given input m is represented as a linear
combination of various Gaussians:

p(d|m,w) =
M
∑

j=1

αj(m;w)Θj(d|m;w), (2.31)

where M is the number of Gaussian kernels, αj are the mixing coefficients
and can be interpreted as the relative importance of the jth kernel, and Θj

are the Gaussian kernels of the form,

Θj(d|m;w) =
1

(2π)(c/2)σc
j(m;w)

exp

{

−
(d − µj(m;w))2

2σ2
j (m;w)

}

, (2.32)

where c is the dimensionality of the output vector d. Instead of using a
global variance σj for each Gaussian kernel, full covariance matrices could
be used. Bishop (1995) shows, however, that such a complication is not nec-
essary, since a Gaussian mixture model, with kernels as defined in equation
(2.32), can approximate any pdf to arbitrary accuracy, provided the mixing
coefficients and the means and variances are correctly chosen. Thus, the
representation given by equations (2.31) and (2.32) is completely general.

The various parameters of the Gaussian mixture model, such as the mix-
ing coefficients αj(m;w), the means µj(m;w) and the variances σ2

j (m;w)
of the M Gaussian kernels are taken to be the outputs of conventional MLP,
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as indicated by the explicit dependency on the network parameters w. For
M components in the mixture model, the MLP will have M outputs asso-
ciated with the mixing coefficients, M outputs associated with the global
variance of the Gaussian kernels σ2

j , and M × k outputs associated with
the mean vector of the Gaussian kernels µj . A MDN for a c-dimensional
output vector has a total number of outputs given by (c+2)×M as opposed
to the usual c outputs of a conventional MLP and of the ck outputs of a
Histogram or Median network. Care is needed to ensure that the parame-
ters of the Gaussian mixture model, given as the output of a MLP, satisfy
certain constraints. The mixing coefficients must be positive and add to
one, which can be done by applying the softmax function1 to the relevant
MLP outputs (this also guarantees that the pdf in eq. 2.31 integrates to
unity); variances must be positive, which can be done by applying the expo-
nential function to the relevant MLP outputs (this also helps to avoid zero
variances); the mean vectors can usually take any real value and so their
corresponding MLP outputs need no special transformation. A complete
derivation of the MDN is given by Bishop (1995).

The probability of observing an output d for a given input m and a
particular set of network weights w is defined in equation 2.31 and the
corresponding likelihood function for the whole training set becomes,

p(D|w) =
N
∏

n=1

{ M
∑

j=1

αj(m
n;w)Θj(d

n|mn;w)

}

. (2.33)

Since maximizing the likelihood is equivalent to minimizing the negative
logarithm of the likelihood the following error function for the MDN net-
work is obtained:

Emdn(w) = −

N
∑

n=1

ln

{ M
∑

j=1

αj(m
n;w)Θj(d

n|mn;w)

}

. (2.34)

Bishop (1995) demonstrates how the required derivatives of Emdn(w) with
respect to the network outputs can be obtained and relate to the mixing
coefficients, the variances and the mean vectors, and furthermore how using
the back-propagation algorithm the derivatives of Emdn with respect to the

1The softmax function is defined as pi = exp(qi)/
P

j
exp(qj) and ensures that values

pi lie between zero and one and sum to one.
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network weights are obtained. The network weights are initialized such
that p(d|m,wstart) = p(d) if the network is designed to approximate the
forward mapping, or p(m|d,wstart) = p(m) if the network is designed to
approximate the inverse mapping. Such an initialization not only reduces
training time and the risk of being stuck in a poor local minimum (Nabney,
2002) but also guarantees that network training starts from the prior pdf.

We train a MDN network with three Gaussian kernels on the forward
and inverse mapping using the same training data as above. In Figure 2.7
(top, left) θ(d|m) is shown, this pdf approximates the forward mapping and
solves for each m the forward problem as shown below for m = 0.5. The
result of training a MDN on the inverse mapping is shown in Figure 2.7 (top,
right), θ(m|d) approximates the inverse mapping and is able to capture
the multivalued region, as can be seen more clearly (bottom, right) where
the predictive pdf θ(m|d = 0.5) is shown. Compared to the Histogram
and Median network the MDN gives a continuous approximation of the
predictive pdf. Furthermore the number of network outputs of a MDN
grows only as (M +1)× c with increasing output dimensionality compared
to the kc outputs of a corresponding Histogram or Median Network.

2.5 Concluding remarks

In this chapter we demonstrated that neural network training corresponds
to solving an inverse problem whose most general solution is given by the
posterior pdf over the network weights (eq. 2.23). We further demonstrated
that using a trained neural network to make predictions for a new input,
not the posterior pdf over the network weights, but rather the predictive
pdf of the network outputs for a new input vector is of primary interest.
We stated that the predictive pdf solves either the forward problem if the
network is trained to accept m as its input vector and d as its output
vector (eq. 2.25), or the inverse problem if the network is trained to accept
d as its input vector and m as its output vector (eq. 2.26). Consequently
using a neural network to solve an inverse problem for model parameters
m, requires that an alternative inverse problem for the network weights w

is solved, and then that the predictive pdf for a new input vector is formed.

The problem is however that obtaining the posterior pdf over the net-
work weights and then forming the predictive pdf by integration is compu-
tationally too expensive for our purpose. We therefore base our predictions
on a single set of network weights obtained using some gradient-based op-
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Figure 2.7: Two-parameter example of a MDN which approximates the so-
lution as a mixture of Gaussians. (top, left) Single valued forward function;
(top, right) multi-valued inverse function obtained by interchanging the role
of input and output variables. Conditional pdf of d, conditioned on m = 0.5
(bottom, left) and conditional pdf of m, conditioned on d = 0.5 (bottom,
right) together with the exact forward and inverse (dashed) respectively.
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timization method. Using a single set of network weights, that minimize
the least square error measure, the network predictions for a new input
vector approximate the mean of the predictive pdf (eq. 2.27). Since we
are interested not only in the mean but rather in the full predictive pdf,
the Histogram and Median Networks as well as the Mixture Density Net-
work were introduced. These extended networks allow us to approximate
full predictive pdfs based on a single set of network weights instead of in-
tegrating over the whole posterior pdf of network weights. In fact it is
this approximation that allows us to solve inverse problems of the size we
are interested in using neural networks. As demonstrated in Section 2.4
the MDN gives a more compact representation of the predictive pdf as the
finite discretization obtained using the Histogram and Median network.
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data1

Abstract

We present a neural network approach to invert surface wave data for a
global model of crustal thickness with corresponding uncertainties. We
model the a posteriori probability distribution of Moho depth as a mixture
of Gaussians and let the various parameters of the mixture model be given
by the outputs of a conventional neural network. We show how such a
network can be trained on a set of random samples to give a continuous
approximation to the inverse relation in a compact and computationally
efficient form. The trained networks are applied to real data consisting
of fundamental mode Love and Rayleigh phase and group velocity maps.
For each inversion, performed on a 2◦ × 2◦ grid globally, we obtain the a
posteriori probability distribution of Moho depth. From this distribution
any desired statistic such as mean and variance can be computed. The
obtained results are compared with current knowledge of crustal structure.
Generally our results are in good agreement with other crustal models.

1Meier, U., Curtis, A., & Trampert, J., 2007. Global crustal thickness from neural
network inversion of surface wave data, GJI, 169, 706-722.
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However in certain regions such as central Africa and the back arc of the
Rocky Mountains we observe a thinner crust than the other models propose.
We also see evidence for thickening of oceanic crust with increasing age. In
applications, characterized by repeated inversion of similar data, the neural
network approach proves to be very efficient. In particular, the speed of the
individual inversions and the possibility of modeling the whole a posteriori
probability distribution of the model parameters make neural networks a
promising tool in seismic tomography.

3.1 Introduction

Crustal structure is an important global characteristic, which varies greatly
over small length scales and has significant effects on fundamental mode
surface waves. In surface wave tomography it is therefore common prac-
tice to remove the crustal contributions to surface wave measurements by
applying crustal corrections. The computation of crustal corrections is still
an issue of ongoing research and is problematic as outlined by Zhou et al.
(2005).

Whatever the approach to compute the crustal corrections, the accuracy
of the crustal thickness model is crucial. Crustal thickness varies from 5
km beneath oceans to 80 km under continents. The most widely used
global crustal model is CRUST2.0 (Bassin et al., 2000) an updated model
of CRUST5.1 (Mooney et al., 1998). This model is based on refraction and
reflection seismics as well as receiver function studies. As a consequence,
resolution of CRUST2.0 is high in regions with good data coverage but
in regions with poor or no data coverage crustal thickness estimates are
largely extrapolated. For the purpose of applying crustal corrections to
surface wave measurements this is far from ideal and it is desirable to
have a global crustal thickness model with a resolution similar to the data
sets used in surface wave tomography. To our knowledge no global crustal
thickness model solely constrained by surface waves exists. This forms one
of the key motivations of this study: to invert fundamental mode surface
wave data for crustal thickness and to present a global crustal thickness
model.

Phase and group velocity measurements of fundamental mode Rayleigh
and Love waves are most commonly used to constrain shear-velocity struc-
ture in the crust and upper mantle on a global scale (e.g. Zhou et al., 2006)
or on regional scale (e.g. Curtis & Woodhouse, 1997; Curtis et al., 1998;
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Ritzwoller & Levshin, 1998; Villaseñor et al., 2001). Only a few studies used
surface wave data to infer Moho thickness directly (Devilee et al., 1999; Das
& Nolet, 2001) on a regional scale and Shapiro & Ritzwoller (2002) glob-
ally. The aim of this study is to investigate how well Moho depth can be
retrieved from current phase (Trampert & Woodhouse, 2003) and group ve-
locity (Ritzwoller et al., 2002) maps without the use of restrictive a priori
constraints.

Inverting phase and group velocities for discontinuities within the earth
forms a nonlinear inverse problem. Linearization techniques around a ref-
erence model fail because: (1) nonlinearities are too strong (i.e. varying the
depth of a discontinuity alters the structure of the whole earth), (2) large
variations in the depth of discontinuities, Moho depth for example varies
from 5 to 80 km, make it difficult to choose a reasonable reference model
and (3) uncertainties estimated using linearized methods are inaccurate in
nonlinear problems. Montagner & Jobert (1988) demonstrated that varia-
tions in Moho depth clearly have a nonlinear effect on the resulting phase
and group velocity perturbations, and they proposed to use three different
crustal reference models to remove most of this nonlinearity. However, sev-
eral fully nonlinear inversion methods are available among which the most
common ones are sampling based techniques (e.g. Mosegaard & Tarantola,
1995; Sambridge, 1999a,b). We focus on neural networks instead to solve
the nonlinear inverse problem, inverting Moho depth from phase and group
velocity measurements.

Neural networks have been widely used in different geophysical appli-
cations, a good overview is given by van der Baan & Jutten (2000). Neural
network techniques have been successfully applied to logging problems (e.g.
Benaouda et al., 1999; Aristodemou et al., 2005). Roth & Tarantola (1994)
used a neural network to invert seismic reflection data for one-dimensional
velocity models and Devilee et al. (1999) were the first to use a neural net-
work to invert surface wave velocities for Eurasian crustal thickness in a
fully nonlinear and probabilistic manner. In various other fields neural net-
works were successfully used to solve inverse problems. Thodberg (1996)
for example used a neural network to predict fat content in minced meat
from near infrared spectra, Cornford et al. (1999) retrieved wind vectors
from satellite scatterometer data, Lampinen & Vehtari (2001) investigated
the use of neural networks in electrical impedance tomography.

In the current study we further develop the methods of Devilee et al.
(1999), then invert surface wave data for global crustal thickness on a 2◦×2◦
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grid globally using a neural network. We show that for this particular
application where many repeated inversions are required, the presented
neural network approach significantly outperforms conventional sampling
based inversion techniques.

The neural network approach for solving inverse problems is best sum-
marized by three major steps: (1) proceed by randomly sampling the model
space and solve the forward problem for all visited models (i.e. compute
phase and group velocities for the sampled radially symmetric earth models
using normal mode theory). This results in a collection of earth models and
corresponding phase and group velocities (called the training data set). (2)
design a neural network structure that can accept phase and group veloci-
ties as input and compute the earth model as output, then use the training
data to train the network (i.e. change the parameters of the network such
that the network output represents the desired output, the earth model).
(3) Once the network is trained it represents the nonlinear inverse map-
ping from phase and group velocities to earth structure. For any observed
dispersion curve the trained network will give an output that is close to
the “real earth”. Since the inverse mapping of this particular problem is
multi-valued (i.e. there exist many models that could produce the same
specific dispersion curve), we propose to model the posterior model param-
eter distribution rather than only its mean and variance.

In what follows we first give a short introduction to neural networks, we
show how neural networks can be used to model posterior model parame-
ter distributions in general, and how such networks can be used to invert
dispersion curves for a posteriori Moho depth distribution in particular. A
thorough analysis is presented on how regularization is needed to train a
network on a synthetic data set that interpolates well with a real data set
corrupted by noise. Finally we compare our global crustal model with two
other global crustal thickness models, CRUST2.0 from Bassin et al. (2000)
and the CUB2 model from Shapiro & Ritzwoller (2002), and discuss the
observed features.

3.2 Neural Networks

There is no precise agreed definition as to what a neural network is. Orig-
inally neural networks were intended as an abstract model of the brain,
consisting of simple processing units - similar to neurons in the human
brain - connected together to form a network. Obviously resemblance to
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a human brain is rather limited, therefore we prefer to think of a neu-
ral network as a graphical notation of a mathematical model defining a
mapping from an input to an output space. The basic idea behind neural
networks is to represent a non-linear function of many variables in terms of
a composition of multiple, relatively simple component functions of a single
variable, the so called activation functions. Common choices for activation
functions include the logistic sigmoid or the hyperbolic tangent, which re-
sult in equivalent mappings since these two functions only differ through a
linear transformation. In our simulations we use the latter since it is often
found that the hyperbolic tangent functions give rise to faster convergence
of training algorithms than logistic functions.

The network diagram of the neural network we consider in this work
is shown in Figure 3.1. This is an example of a two-layer, feed-forward
neural network often called a Multi-Layer Perceptron (MLP). There are
two layers of adaptive parameters. Those of the first and second layer are
called weight matrices ẇij and ẅjk as well as the biases of the hidden ḃj and
output b̈k units respectively; information flows only in the forward direction
from the input to the output units. The output of a MLP as illustrated in
Figure 3.1 for a given input vector d can be computed as follows:

yk =
∑

j

ẅjkzj + b̈k,

where

zj = tanh(
∑

i

ẇijdi + ḃj). (3.1)

Here ẇij is the weight on the connection between input i and hidden unit
j, similarly ẅjk is the weight on the connection between hidden unit j
and output k, while ḃj and b̈k are biases of the hidden and output units
respectively. Note that it might be more convenient to put the first and
second layer weight and bias terms into a single weight vector w. Writing
y(d;w) means that the network output y is a function of the input vector
d and the network parameters w, which we define to include the weight
and bias terms of the first and second layer. A geometrical interpretation
of the weight and bias terms in eq. (3.1) can be given by considering the
output of each hidden unit zj , the hyperbolic tangent, as a surface over
the input space. Each hidden unit can then be regarded as a slope with
orientation and steepness determined by the weight values ẇij , the bias ḃj
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Figure 3.1: A Multi-Layer Perceptron (MLP) with i input units, one hidden
layer with j hidden units and k output units. There are two layers of
adaptive parameters the first layer weights ẇij and bias ḃj and the second
layer weights ẅjk and bias b̈k, indicated by the connections between the
different units. The bias parameters ḃj and b̈k are shown as weights from
an extra input having a fixed value 1. For one specific input vector d, first
the activations of the hidden units zj are computed followed by the output
values yk.

determines the distance from the origin (Fig. 3.2). The second layer weight
matrix ẅjk determines the relative importance of the individual slopes in
the summation and the bias b̈k corresponds to a constant offset. From this
perspective, a MLP is similar to a Fourier series where instead of various
sine and cosine terms the desired function is approximated by summing up
various hyperbolic tangents (although in this case there is no requirement
for the various hyperbolic tangents to be linearly independent as in Fourier
series).

Several people including Hornik et al. (1989) and Cybenko (1989) have
shown that such an MLP can approximate arbitrarily well any continuous
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Figure 3.2: Output of a hidden unit as a function of its inputs. The first
layer weight weight matrix is ẇ = (0, 1) and the first layer bias term ḃ = 0.

functional mapping from one finite-dimensional space to another, provided
the number of hidden units is sufficiently large. However interesting this
property might be, what has attracted most interest in using MLP’s is the
possibility of learning a specific mapping from a finite data set. Learning in
practice corresponds to the minimization of a cost function, which measures
the error between the network output and the desired output. The problem
then reduces to finding the set of network parameters which minimize the
cost function. The back-propagation algorithm, introduced by Rumelhart
et al. (1986), allows the efficient computation of the derivatives of the cost
function with respect to the network parameters. Back-propagation forms
the basis of conventional iterative optimization algorithms such as conju-
gate gradients and quasi-Newton methods. In fact the huge popularity of
neural network applications over the last two decades can be traced back
to the introduction of the back-propagation algorithm.

The central goal of network training is to learn the relationship between
input and output parameters from a finite data set D = {dn,mn}, con-
sisting of N data points, where d forms the network input and m is the
desired output. In our application the input d consists of phase and group
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velocities at different periods and the desired output m is the correspond-
ing radially symmetric earth model. This ordering is arbitrary and we can
equally well design a network where the role of network input and output
are interchanged. The successfully trained network is then applied to new
inputs d with unknown outputs m. This can be regarded as a nonlinear
regression task, where instead of polynomials or splines a neural network
model is used.

3.2.1 Neural Networks for solving inverse problems

Since we are interested in solving an inverse problem, we first state the
solution of a general inverse problem within the probabilistic framework
and then show how different types of neural networks can be used to pro-
vide statistical information about the solution. According to Tarantola &
Valette (1982) and Tarantola (2005) the a posteriori state of information
is given by the conjunction of a priori information and information about
the theoretical relationship between models and data:

σ(d,m) = k
ρ(d,m)θ(d,m)

µ(d,m)
, (3.2)

where k is a normalization constant, ρ(d,m) represents the prior knowledge
on data d and model parameters m, θ(d,m) represents the physical theory
relating model parameters m to the observable parameters d, µ(d,m) rep-
resents an objective reference state of minimum information, and all quanti-
ties other than k in eq. (3.2) are probability density functions (Tarantola &
Valette, 1982; Tarantola, 2005). The solution of the general inverse problem
is then given by the marginal posterior distribution,

σ(m) =

∫

D
σ(d,m)dd, (3.3)

which in the classical Bayesian framework is a conditional probability den-
sity, conditional on the observed data (Tarantola, 2005).

Equation (3.3) performs the task of transferring the information con-
tained in the data to the model parameters. The solution of the inverse
problem for a specific observation may be approximately represented by a
set of models distributed according to σ(m). From this set of models any
desired statistic such as the mean and variance of any model parameter
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can be computed. Note however that such statistics are most useful if the
solution has a single dominant maximum, and become less useful if the so-
lution has many relevant maxima. Instead of providing a set of samples, we
propose to train a neural network, whose outputs directly parameterize the
form of σ(m), providing fully probabilistic information about the solution.

Conventional use of Neural Networks

Assume that we have a data set D = {dn, mn}, shown as circles in Figure
3.3, where d is given by some function of m with added Gaussian noise ǫ;
d = g(m) + ǫ. As a consequence the conditional probability distribution of
d given m is Gaussian:

p(d|m) =
1

(2π)1/2σ
exp

(

−
(d − g(m))2

2σ2

)

, (3.4)

where the mean is given by g(m) and σ is the standard deviation of ǫ.
In conventional neural network applications the mean corresponding to

the forward function g(m), is approximated by a neural network model
y(mn;w) and the network parameters w are inferred from the data set D.
This can be achieved by maximizing the likelihood of the data set D (or
equivalently by minimizing its negative logarithm), which gives rise to the
conventional least-square error measure (Bishop, 1995),

E =
1

2

N
∑

n=1

(y(mn;w) − dn)2, (3.5)

where the sum runs over the number of data points N in the training set.
Network training involves the minimization of eq. (3.5) with respect

to the network parameters w. Having found the optimal set of network
parameters w∗ which minimizes eq. (3.5), the neural network y(m;w∗)
approximates the mean of p(d|m), shown as the solid line in Figure 3.3
(left), which indeed is a good approximation of the underlying function
g(m).

Imagine now that the roles of input and output parameters are inter-
changed (Fig. 3.3, right). Training a network by minimization of eq. (3.5)
implicitly assumes that the conditional probability distribution p(m|d), the
solution to the inverse problem as stated in eq. (3.3), is Gaussian:
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Figure 3.3: Two-parameter example of a network mapping which approxi-
mates the conditional average of the output parameter. (left) single valued
forward function; (right) multi-valued inverse function obtained by inter-
changing the role of input and output variables. Circles indicate the training
data and the solid line corresponds to the output of a trained MLP network
with 10 hidden units.

p(m|d) =
1

(2π)1/2σ
exp

(

−
(m − g−1(d))2

2σ2

)

, (3.6)

with mean given by the inverse function g−1(d).
Obviously the Gaussian assumption is violated, especially in the multi-

valued region (between [0.1, 0.5]). The trained network y(d;w∗) still ap-
proximates the mean of p(m|d) as shown by the solid line in Figure 3.3
(right). The mean of a multi-modal distribution is however of limited sig-
nificance (the average of various solutions is not necessarily itself a solution).
This indicates that as long as σ(m) the solution to the inverse problem for
a specific observation as stated in eq. (3.3) is Gaussian or at least unimodal
with a representative mean, the minimization of eq. (3.5) may be appro-
priate. If however σ(m) is multi-modal, the output of a trained network
that minimizes an equation similar to eq. (3.5) is likely to give misleading
results (Fig. 3.3, right).

The Mixture Density Network

Devilee et al. (1999) introduced the Histogram and Median network, which
provide a finite discretization of σ(m). The k outputs of a Histogram net-
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work give an equidistantly sampled approximation of the solution whereas
the k outputs of a Median network subdivide the solution into equal prob-
ability mass, but the required network outputs of such networks grow ex-
ponentially with increasing dimensionality of the solution distribution. We
generalize their ideas and propose to model the solution as a mixture of
Gaussians. This leads to the concept of the more compact mixture density
network (MDN), a framework for modeling arbitrary probability distribu-
tions (in the same way as a conventional MLP can represent arbitrary
functions (Bishop, 1995)). The basic idea behind the MDN is to model the
solution of the inverse problem as defined in eq. (3.3) as a sum of various
Gaussians,

σ(m) =

M
∑

j=1

αj(d)Θj(m|d), (3.7)

where M is the number of Gaussian kernels, αj are the mixing coefficients
and can be interpreted as the relative importance of the jth kernel, and Θj

are the Gaussian kernels given by

Θj(m) =
1

(2π)(c/2)σc
j(d)

exp

{

−
(m − µj(d))2

2σ2
j (d)

}

, (3.8)

where c is the dimensionality of m. The parameters of this model such as
the mixing coefficients αj , the mean µj and variance σ2

j of the M Gaussians
are taken to be the outputs of a conventional MLP. The total number of
network outputs is (c + 2) × M as compared with the kc outputs of a
histogram network. The more complex the solution distribution we want
to model, the more Gaussian kernels are required. A detailed description
of the MDN is found in Bishop (1995).

Having decided on the specific parametric form of the probability dis-
tribution we want to model (eq. 3.7), the next stage is to use a data
set D = {dn,mn} to find the appropriate values of the network parame-
ters and hence the parameters of the mixture model. From the principle
of maximum likelihood, the following error measure is obtained (Bishop,
1995):

E = −
N

∑

n=1

ln







M
∑

j=1

αj(d
n)Θj(m

n|dn)







. (3.9)
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Figure 3.4: Contour plot of the solution distribution for various inputs.
(left) of a MDN trained on the forward function and (right) of a MDN
trained on the inverse. Both networks have 3 Gaussian kernels and 10
hidden units.

The same data set as in the above example is used to train a MDN net-
work on the forward and the inverse mapping respectively. Having found
the set of network parameters w∗ which minimizes eq. (3.9), the a pos-
teriori probability distribution of the output parameter can be computed
for any given input according to eq. (3.7). This gives a far more com-
plete description of the solution than the mean value alone. In Figure 3.4
the probability density of the forward (left) and inverse (right) mapping is
contoured. Note that the multi-valued nature of the inverse mapping (in
the region between [0.1, 0.5]) has been captured by the MDN. In the region
(between [0, 0.1]) where no training data is available an extrapolation error
is committed. From the outputs of a MDN network any desired statis-
tic such as mean and variance can be computed. In this perspective the
MLP network can be regarded as a special case of the more general MDN
network. Compared to the Histogram and Median networks proposed by
Devilee et al. (1999) which provide a finite discretization of the solution,
the MDN gives a continuous approximation of the solution distribution.

3.2.2 Network training

As already mentioned network training corresponds to the minimization
of an appropriate cost function (e.g. eq. (3.5) and eq. (3.9)). These
cost functions are highly non-linear functions of the network parameters.
Despite the complicated structure of the error surface good solutions are
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often found using gradient based optimization methods. Gradient based
optimization algorithms proceed in an iterative way, starting from a user
defined starting point. Obviously the starting values must be reasonably
chosen in order to converge to a useful solution. Since we are using the
hyperbolic tangent as the activation function, the summed inputs to the
hidden units should be of order unity. Otherwise the activation functions
are saturated and as a consequence the error surface becomes almost flat. In
order to achieve this, it is common practice to normalize the input variables
to have zero mean and standard deviation one. The network parameters
are then drawn from a Gaussian with zero mean and standard deviation
scaled by the number of input units feeding into each hidden unit for the
first layer weights, and scaled by the number of hidden units feeding into
each output unit for the second layer weights, respectively (Bishop, 1995).

For the MDN as we consider it, the network parameters are initialized
such that the solution σ(m) in eq. (3.7) corresponds to the prior probability
distribution ρ(m). This ensures faster convergence and avoids ending up
in poor local minimum (Nabney, 2002). Still each training run is sensitive
to the initial set of network parameters. Therefore it is common practice
to train a particular network using different weight initializations.

In all our simulations we used the scaled conjugate gradient algorithm
(Moller, 1993), a recent variant of the conjugate gradient algorithm which
avoids the expensive line-search procedure of conventional conjugate gradi-
ents. Conjugate gradient methods as well as quasi-Newton methods make
use of second order information about the error surface and are therefore
more efficient than simple gradient descent. Using quasi-Newton methods
would require the storage of the inverse Hessian, which requires O(w2) stor-
age, while conjugate gradients algorithm require only O(w) storage. Since
in our applications the number of network parameters w is rather large we
opted for the latter.

3.3 Inverting surface wave data for crustal thick-

ness

In the previous section it was shown how neural networks can be used to
learn a specific mapping from a finite training data set. We demonstrated
the pitfalls of training a conventional MLP using the least-square error when
the distribution of the output parameter is not Gaussian. Additionally
we introduced the MDN network which allows to model any probability
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distribution as a sum of Gaussians. In this section we focus on the specific
problem of using a MDN network to invert dispersion curves for Moho
depth. In what follows we explicitly define the prior knowledge on data
and model parameters as well as the theoretical relationship between model
and data parameters. The solution to the inverse problem as stated in eq.
(3.3) can then be given in a more explicit form.

3.3.1 A priori information

In this section the a priori information on data and model parameters are
defined. By definition, the a priori information on model parameters is
independent of the observations (Tarantola, 2005). The joint probability
density as in eq. (3.2) can thus be decomposed,

ρ(d,m) = ρ(d)ρ(m). (3.10)

In what follows the a priori probability densities of the data d and
model parameters m are defined.

Data

In this study we consider fundamental mode Rayleigh and Love wave phase
and group velocity models respectively. The phase velocity models are from
Trampert & Woodhouse (2003); the group velocity models from Ritzwoller
et al. (2002). From these global phase and group velocity maps disper-
sion curves at discrete periods are constructed on a 2◦ × 2◦ grid globally.
Phase and group velocities are measured differently and thus provide two
independent pieces of information to constrain crustal thickness.

Like all physical measurements the obtained dispersion curves are sub-
ject to uncertainties. We assume the uncertainties to be Gaussian and each
dispersion curve can thus be represented as a probability density

ρ(d) =
1

(2π)c/2|CD|1/2
exp

{

−
1

2
(dobs − d)TC−1

D (dobs − d)

}

(3.11)

where c is the dimensionality of d, dobs is the observed dispersion curve,
and d is the mean value of the distribution (i.e. the noiseless response of
the unknown real Earth). A critical parameter is the covariance Matrix
CD; we choose a diagonal covariance matrix (i.e. uncorrelated noise) with
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Figure 3.5: Measurement uncertainties of Rayleigh and Love phase and
group velocities.

σRP , σLP , σRG and σLG as shown in Figure 3.5, where the indices R, L, P
and G refer to Rayleigh and Love waves and Phase and Group velocities
respectively. The error estimates for phase and group velocity maps are
from Shapiro & Ritzwoller (2002).

Model parameterization

We tested various parameterizations and found that as long as we over-
parameterize the model (given the potential resolving power of the data) the
obtained solutions do not change. Thus, using an over-parameterized model
does not introduce any implicit prior information and ensures that all the
prior information is defined explicitly by defining the bounds of variations of
all the model parameters. On each model parameter (mk

min ≤ mk ≤ mk
max)

hard bounds are imposed and further we assume that there exist no a priori
correlations between individual model parameters.

Our model parameterization consists of 29 free parameters indicated by
arrows in Figure 3.6. Surface waves probe deeper parts of the Earth with
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increasing period. Dispersion curves in the period range considered in this
study (from 18 s up to 145 s) are sensitive to Earth structure down to a
depth of approximately 400 km. Therefore below 400 km depth all model
parameters are fixed to PREM (Dziewonski & Anderson, 1981). From the
Moho down to the 400 km discontinuity we use the same parameterization
as PREM. From 220 km down to a depth of 400 km ρ, vp and vs are allowed
to vary. These parameters are varied ±5% from PREM at the top and the
bottom of this zone. Within this zone the depth profiles are then obtained
by linear interpolation. The resulting depth profiles are linear with varying
gradients. Within the anisotropic zone vpv, vph, vsv, vsh and η are allowed
to vary. These five parameters are drawn at the top, the bottom and at
varying depths within that zone. Variations up to ±10% from PREM result
in depth profiles consisting of two linear sections with varying gradients and
intersection at varying depths. The 220 km discontinuity is allowed to vary
±20 km. In Figure 3.6 all the relevant parameters of the model param-
eterization are indicated by arrows. We distinguish between continental
and oceanic models, below the Moho these two models are identical. The
continental crust as well as the oceanic crust consist of three equally thick
layers. In each of the three layers vp, vs and ρ are allowed to vary within
a certain range. Since the oceanic crust is younger and more homogeneous
than the continental crust the allowed range of variation is smaller for the
oceanic models. The prior constraints on the crustal parameters were ob-
tained by analysing CRUST2.0 (Bassin et al., 2000) an updated model of
CRUST5.1 (Mooney et al., 1998). Additionally every second continental
model has a sedimentary layer with varying thickness on top. The Moho
depth and the topography are allowed to vary as well. For a summary of the
explicit prior constraints on the model parameters see Table 3.1. All model
parameters are drawn independently from a uniform distribution and each
model realization m can be interpreted as a realization of the prior proba-
bility distribution over the model space ρ(m). Note that in each successive
realization all the model parameters are allowed to vary.

In Figure 3.7 the partial derivatives of phase and group velocities with
respect to Moho depth variations are plotted as a function of period for the
continental reference model. An increase in Moho depth leads generally to
a decrease in phase and group velocities. The shorter the period the more
sensitive phase and group velocities become to variation in Moho depth.
Group velocities have generally a higher sensitivity than phase velocities
and Love waves a higher sensitivity than Rayleigh waves except for short



3.3. INVERTING SURFACE WAVE DATA 51

Figure 3.6: Model parameterization.
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Table 3.1: A priori information on model parameters as in CRUST2.1
within continental (top) and oceanic (bottom) crust.

P-wave [m/s] S-wave [m/s] Density [g/cm3]
continental crust:
sedimentary layer 2850 − 3150 1700 − 1800 2295 − 2380
top layer 5700 − 6300 3400 − 3600 2700 − 2800
middle layer 6300 − 6600 3600 − 3800 2800 − 2900
bottom layer 6600 − 7400 3600 − 4000 2900 − 3000
oceanic crust:
sedimentary layer - - -
top layer 4950 − 5050 2500 − 2600 2600 − 2700
middle layer 6500 − 6600 3600 − 3700 2800 − 2900
bottom layer 7100 − 7200 3900 − 4000 3000 − 3100

topography [km] Moho depth [km] thickness of
sed. layer [km]

continental: 0 − 8 10 − 100 1 − 10
oceanic: 0 − 8 0 − 40 -

(below sea level)
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Figure 3.7: Sensitivity of Rayleigh and Love, phase and group velocities to
variations in Moho depth as a function of period. Moho depth of our con-
tinental reference model is perturbed ±0.5 km and the fractional variations
in phase and group velocities are shown. The indices R, L, P and G refer
to Rayleigh and Love waves and Phase and Group velocities respectively.

periods (< 30 s) where Rayleigh waves are more sensitive than Love waves.

3.3.2 Forward problem

In our particular application the forward problem consists of computing
dispersion curves for a heterogeneous 3-dimensional Earth. Instead of dis-
persion curves a neural network could equally well be trained on synthetic
seismograms. Computing synthetic seismograms for a heterogeneous 3-
dimensional Earth using spectral-element methods (Komatitsch & Vilotte,
1998; Komatitsch & Tromp, 2002a,b) is computationally possible, but still
a challenge for the large number needed for network training. Instead, we
assume that a dispersion curve at a specific location is the result of a ra-
dially symmetric Earth and compute the corresponding dispersion curves
using normal mode theory. For this normal mode approach, we use an al-
gorithm developed by Woodhouse (1988) which allows the computation of
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Rayleigh and Love, phase and group velocities in a 1D model. In terms of
probability densities assuming an exact theory we obtain,

θ(d,m) = δ(d − G(m))µ(m), (3.12)

where δ is the delta-function and G is the nonlinear forward operator which
computes synthetic data d for a specific radially symmetric Earth model m.
Note that by assuming an exact theory we implicitly assume that the inac-
curacies in the forward relation are negligible compared to the uncertainties
of the measurements.

3.3.3 The solution

So far our method does not differ from any sampling based inversion tech-
nique (e.g. Mosegaard & Tarantola, 1995; Shapiro & Ritzwoller, 2002). The
prior knowledge on data and model parameters as well as the information
about the physics relating data and model parameters were defined. Per-
forming the integration in eq. (3.3) and using eq. (3.11) and (3.12) we
obtain

σ(m) = kρ(m) exp

{

−
1

2
(dobs − G(m))TC−1

D (dobs − G(m))

}

. (3.13)

This equation tells us how probable an earth model is, having made
a specific observation. As already mentioned instead of using a sampling
based approach we parameterize σ(m) using a mixture density network
(MDN) as described in section 3.2.1. The parameters of the MDN are
learned from a finite synthetic data set, the training data. For this purpose
we generate a data set of 500000 continental and 500000 oceanic models,
drawn from the prior model distribution ρ(m), and compute their corre-
sponding dispersion curves. We assume that our prior information for cat-
egorizing a location as oceanic or continental is 100% accurate. A location
is oceanic if water is present according to CRUST2.0. For this reason we
train two networks, a continental and a oceanic one. Note that the synthetic
dispersion curves contain the variations of all the model parameters. To
simulate realistic measurement conditions, noise is added to the synthetic
dispersion curves according to eq. (3.11) (see discussion below). Since we
are only interested in Moho depth we ignore all the parameters except Moho
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depth from the sampled models and tabulate the resulting training set in
terms of dispersion curves and the corresponding Moho depths. This can
be seen as the marginalization step, integrating out all model parameters
except Moho depth in eq. (3.13). One of the advantages of this approach is
that once the parameters of the MDN are known, σ(moho) can be evaluated
for any Moho depth and any observation without the need of (re)sampling
model space and solving the forward problem for every visited model.

3.3.4 Efficiency of the MDN inversion

Inverting dispersion curves on a 2◦× 2◦ grid globally for Moho depth using
a trained network solving 16200 independent inverse problems takes only 2
seconds on a AMD Opteron(tm) Processor 242. The time consuming part
is the network training, i.e. the minimization of the error function. Since
the contributions of each training pattern to the error and the gradient are
independent it is straightforward to parallelize the training algorithm and
achieved speed-ups scale almost linearly with the number of processors. On
50 processors training a Mixture density network on 500000 patterns takes
27 minutes.

Alternatively, the same training data could be used for a classical Monte
Carlo inversion based on eq. (3.13). This involves comparing each of the
500000 training patterns to the observed dispersion curve at each of the
16200 locations of the 2◦×2◦ grid and making a histogram. A single inver-
sion performed that way takes 5 seconds on the same machine. Performing
16200 individual inversions would then take 22.5 hours. This indicates that
in this particular application, where 16200 repeated inversions with similar
prior information are required, the neural network approach significantly
outperforms sampling based techniques.

3.4 Regularization

An important question is to investigate the implications of adding noise
to the dispersion curves on the network mapping. We wish to derive an
approximation to the inverse mapping which is valid at data points not
necessarily contained in the training set D - the problem of generalization
(interpolation). Obviously, the more flexible the network the smaller the
discrepancy between network output and observations. However, this does
not necessarily mean that a more flexible network interpolates better to
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unseen data points. This is generally known as the bias/variance trade off
(Geman et al., 1992). If the network is not sufficiently flexible in terms of
its ability to model nonlinear relationships our approximation will exhibit a
large bias (i.e. a systematic error); if on the other hand the network is too
flexible the training data will be fit perfectly but interpolation performance
will be poor (i.e. high variance). For this reason the effective complexity
of the network has to be controlled. This can be done through the use of
regularization which involves the addition of a penalty term to the error
function

Ẽreg = E + λEr, (3.14)

where E is the usual error measure, λ the regularization parameter describ-
ing the amount of regularization and Er is the regularization term.

Within the Bayesian framework regularization corresponds to making
specific assumptions about the prior distribution of the network parameters.
The introduction of the Bayesian paradigm for neural network learning (e.g.
MacKay, 1992a,b; Neal, 1996) offers an interesting view on regularization:
the well known minimum norm or weight decay regularization for example
can be derived in the following way. Assume that the prior distribution of
the network parameters is Gaussian with zero mean and variance 1/λ

p(w) =
1

(2π/λ)W/2
exp

{

−
λ

2
||w||2

}

, (3.15)

taking the negative logarithm gives

− ln p(w) = λ
1

2

W
∑

i=1

w2
i ,

= λEr, (3.16)

where W is the number of network parameters. Equation (3.16) shows that
making the Gaussian assumption about the prior distribution of network
weights results in the well known minimum norm regularization where the
regularization parameter λ is given by the inverse variance. By using this
sort of regularization the network parameters are constrained to be of min-
imum norm. Neal (1996) shows that bigger network parameters w result
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in more complex network mappings. Constraining the network parameters
to be small results as a consequence in a smoother mapping. In our case
the network does not only have to interpolate between data points but ad-
ditionally the data points are corrupted with noise. Because of the noise
a regularizer is needed which constrains the mapping to be insensitive to
variations in the input curves which are of the order of the noise.

Webb (1994) shows that the effect of noise on the input data can be
compensated for by training a neural network on synthetic data by mini-
mizing a regularized error measure. Under the assumption of uncorrelated
Gaussian noise with zero mean and sufficiently small variance, the regular-
ization term involves second order derivatives of the network output with
respect to the inputs where the amount of regularization is governed by
the noise variance. Computing the gradient of this modified error function
with respect to the network parameters, is computationally too expensive to
form the basis of a suitable training algorithm (involves third order terms).
In a similar study Bishop (1995) shows that for the purpose of network
training an equivalent regularizer can be derived which only depends on
first order derivatives of the network outputs with respect to the inputs:

Ẽn
reg = En + σ2

i

(

∂yn
k

∂dn
i

)2

, (3.17)

where σi are the standard deviations of the assumed measurements error
(i.e. standard deviations of the phase and group velocities at different
periods (eq. 3.11)). The regularization term for the nth pattern in eq. (3.17)
is given by the squared derivative of the network output with respect to
the network input and constrains the network mapping to be less sensitive
to variations in the input data. In the same study Bishop (1995) shows
that for small σi, adding uncorrelated Gaussian noise to the input data
and minimizing the conventional least-square error function has the same
effect as training a network on exact data but minimizing the regularized
error function eq. (3.17). In what follows we perform synthetic tests to
check if these two approaches are indeed similar.

3.4.1 Training with noise vs. explicit regularization

In order to assess the generalization performance of different networks we
generate a synthetic test set, consisting of 10000 earth models and the cor-
responding synthetic dispersion curves. This test set was not included in
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the training set. Since we know the true Moho depth corresponding to each
dispersion curve we can compare how well the trained network interpolates
to unseen data points. In order to simulate the measurement errors we
add uncorrelated Gaussian noise as described in eq. (3.11) to the synthetic
dispersion curves of the test set. We consider three different networks:
(I) a network trained on noiseless synthetic data, minimizing the conven-
tional least-square error measure; (II) a network trained on noisy synthetic
data, minimizing the conventional least-square error measure; (III) a net-
work trained on noiseless synthetic data, minimizing the regularized error
function eq. (3.17).

We test the interpolation performance of the three networks on a) noise-
less synthetic dispersion curves and b) on noisy synthetic dispersion curves
(i.e. simulating measurement errors). In Figure 3.8 the mean Moho depth
predictions of network I for exact (left) and noisy (right) dispersion curves
are plotted against the true Moho depth of the underlying models. Ob-
viously generalization performance of the network to synthetic dispersion
curves is very good as indicated by the linear correlation. If we simulate
the measurement errors and add uncorrelated Gaussian noise to the dis-
persion curves the network predictions become very poor and no obvious
correlation is visible anymore. This indicates that a network trained on
synthetic data approximates the exact inverse mapping well but performs
badly on data corrupted by noise. Network I falsely interprets noise as
coming from variations in the model parameters and hence the unrealistic
network predictions in Figure 3.8 (right). Without making assumptions
about the measurement uncertainties or without any form of regulariza-
tion a network trained on noiseless data will never be able to predict Moho
depth for a real data set which is obviously corrupted by noise.

In Figure 3.9 the predictions of network II (trained on noisy input
curves) for the same test curves as before ((left) synthetic; (right) noisy)
are plotted against the Moho depth of the true underlying model. As op-
posed to network I, network II predicts the correct Moho depth even if the
dispersion curves are corrupted by noise. Through the addition of noise to
the training data, network II is able to invert noisy dispersion curves.

In Figure 3.10 the predictions of network III are plotted against the True
Moho depth. As for network II, the performance for noisy data is very good.
We thus showed that adding noise to the input data leads to an implicit
regularization which has the same effect as the explicit regularization in
eq. (3.17). The regularization term in eq. (3.17) constrains the network
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mapping to be less sensitive to small variations in the dispersion curves,
where the amount of regularization depends on the noise variance. As
a consequence the network mapping becomes insensitive to variations in
the dispersion curves which are within the measurement uncertainties as
described by the standard deviations σi.

Another interesting feature can be observed by looking at the learning
curves of the three different networks (Fig. 3.11). The solid line corre-
sponds to the error of network I, the dashed line corresponds to network II
and the dotted line to network III. Network I has the worst generalization
performance of all the three networks even though the error is smallest.
Even after thousand iterations the error still decreases, this indicates that
the network starts to fit the training data below the noise level. Network
II and III on the other hand are characterized by learning curves which
converge after 600 iterations for network II and already after 200 iterations
for network III. Even though network III requires fewer iterations till con-
vergence, it is more efficient to train network II from a computational point
of view, because the computation of the derivatives of the regularization
term in eq. (3.17) with respect to the network parameters is very expen-
sive. Ten iterations for network II take 17 seconds on a AMD Opteron(tm)
Processor 242 whereas ten iterations for network III on the same machine
take 13 minutes. In what follows all the networks considered are trained
on noisy dispersion curves.

3.5 Results

We present global Moho depth maps with corresponding uncertainties in-
verted from phase and group velocities of Rayleigh and Love waves. The
data set consists of azimuthally averaged global phase (Trampert & Wood-
house, 2003) and group velocity (Ritzwoller et al., 2002) maps. From these
maps we constructed dispersion curves at a 2◦×2◦ grid globally. We consid-
ered phase velocities at discrete periods of 35, 45, ..., 145 seconds; Rayleigh
group velocities at discrete periods of 18, 20, 25, 30, 35, 45, ..., 145 seconds
and Love group velocities at discrete periods of 25, 30, 35, 45, ..., 145 sec-
onds. For all our simulations we used MDN’s with 3 Gaussian kernels,
resulting in 9 output units. For the phase velocity inversion the networks
had 24 input units, 50 hidden units and 9 output units; for the group ve-
locity inversion the networks had 30 input units, 50 hidden units, 9 output
units; for the joint inversion the networks had 54 input units, 100 hidden
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Figure 3.8: Network Moho depth predictions for 10000 synthetic dispersion
curves against the Moho depth of the underlying Models. The network was
trained on exact noiseless data, minimizing the least-square error measure.
(left) network predictions for noiseless data; (right) network predictions for
noisy data.
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Figure 3.9: Network Moho depth predictions for 10000 synthetic dispersion
curves against the Moho depth of the underlying Models. The network was
trained on noisy data, minimizing the least-square error measure. (left)
network predictions for noiseless data; (right) network predictions for noisy
data.
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Figure 3.10: Network Moho depth predictions for 10000 synthetic dispersion
curves against the Moho depth of the underlying Models. The network
was trained on exact data, minimizing the regularized error measure. (left)
network predictions for noiseless data; (right) network predictions for noisy
data.

units and 9 output units. We found that the number of hidden units is not a
crucial parameter and networks with different number of hidden units give
similar results. By choosing 3 Gaussian kernels we allow the posterior Moho
depth distributions to have up to 3 distinct maxima. In all our simulations
we found that the resulting Moho depth distributions are characterized by
a single well defined maximum. Using more Gaussian kernels than the
expected number of different maxima has little effect, since the network al-
ways has the option either to ’switch off’ redundant kernels by setting the
corresponding mixing coefficients to small values, or to ’combine’ kernels
by giving them similar mean and variance (Bishop, 1995). This indicates
that our results do not depend crucially on the inversion method; using a
different amount of hidden units and/or Gaussian kernels will give results
consistent with those presented. In order to avoid being stuck in a local
minimum during the network training, we trained independent networks
from different starting points. Again, the different networks produced very
similar results and we chose the network with the smallest error.

3.5.1 Global map of crustal thickness

We used a MDN network to perform a joint inversion of phase and group
velocities together. From the obtained Moho depth distributions mean
Moho depths and standard deviations are computed. In Figure 3.12, mean
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Figure 3.11: Learning curves for three different networks, network I (solid),
network II (dashed) and network III (dotted).
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Moho depths and the corresponding standard deviations σ obtained from
the joint inversion of phase and group velocities are plotted. Note how
well the obtained mean Moho depth follows the topography. All the major
features such as the contrast of continental and oceanic crust as well as
thick continental roots beneath the main mountain ranges are retrieved.
Figure 3.12 (top) indicates that crustal thickness increases away from the
mid-ocean ridges and hence with increasing age. Evidence for such an
age-signal in the oceanic crust is obtained by looking at the cumulative
probability distribution of global oceanic crustal thickness belonging to
four different age windows (Fig. 3.13). Mean Moho depth estimates above
70◦N were excluded in this analysis. For instance, 22% of global oceanic
crust younger than 40 My is thicker than 10 km, whereas 50% of the global
oceanic crust between 120-150 My is thicker than 10 km. Age dependence of
oceanic crustal thickness is generally considered to be weak or non existent.
However, there exist other studies which found evidence for an age-signal
in oceanic crustal thickness (Tanimoto, 1995).

In Figure 3.14 a histogram of all the standard deviations is shown; (left)
for oceanic and (right) for continental regions. For oceanic regions all stan-
dard deviations are smaller than 5 km, whereas for continental regions,
standard deviations up to 7 km are observed. The standard deviations
depend on the prior information over the data space (i.e. the assumed
uncertainties of the phase and group velocity maps) as well as the prior
information over the model space. Increasing σ in eq. (3.11) leads to
more homogeneous but on average higher standard deviations, since less
importance is given to the data or more regularization is applied. Using
a broader prior over the model space has a similar effect, since potentially
more models might explain the data. We thus conclude that, given the prior
information, defined in section 3.3.1, fundamental mode surface waves in
the period range considered constrain Moho depth with an average stan-
dard deviation of ±3 km. An observed feature are small-scale variations of
lower and higher standard deviations, indicating that the phase and group
velocity maps are not everywhere in equally good agreement. However, on
a global scale the presented results are in very good agreement with com-
mon knowledge about crustal thickness, indicating that overall the used
data sets are reliable. Although we used a 2◦ × 2◦ grid for convenient
comparison with other crustal models, the lateral resolution of our Moho
depth map is that of the combined resolution of the input phase and group
velocity maps ranging between 500 and 1000 km. As a consequence the
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presented Moho depths and the corresponding standard deviations are av-
eraged estimates over an area determined by the lateral resolution of the
phase and group velocity maps and do not represent point estimates.

3.5.2 Moho depth distribution

To illustrate how well the different data sets constrain Moho depth it is
instructive to look at the Moho depth distribution at specific locations. We
chose four locations in Eurasia, one location near the Mid-Atlantic ridge
and another location in the Pacific near the west coast of central America.
In Figure 3.15 the Moho depth distribution obtained by inverting phase
(top) and group (middle) velocities alone and by inverting phase and group
velocities together (bottom) are plotted. The broadness of the Moho depth
distribution is mainly due to trade offs with all the other parameters. Gen-
erally group velocities constrain Moho depth better than phase velocities;
the same was already observed by comparing the sensitivities of phase and
group velocities to variations in Moho depth (Fig. 3.7). Additionally the
group velocity data set includes lower periods which are more sensitive
to crustal structure. In Central Tibet and to a lesser extent in the Tarim
Basin the difference between the phase and group velocity inversion is large,
indicating that the two data sets in this region are inconsistent. This ob-
served discrepancy is further evidence for special structural features in the
Tibetan region and might be explained by crustal anisotropy as proposed
by Shapiro et al. (2004), but not included in our training set.

At locations in India and the Caspian/Aral region it is nicely visible that
even though crustal thickness is mainly constrained by group velocities,
phase velocities do contribute additional information, resulting in a tighter
Moho depth distribution for the joint inversion. The same can be observed
for the two locations in the oceans, at the Mid-ocean ridge and near the
Pacific coast of central America.

Using the samples we trained the network on, we can construct a his-
togram of the Moho depth distribution according to eq. (3.13) by com-
paring the observed dispersion curve with each synthetic dispersion curve
of the training data (referred to as Monte Carlo inversion here). The his-
tograms for all three different inversions are superimposed on the Moho
depth distribution obtained with the MDN (Fig. 3.15). Note that using
the MDN network, consistent results are obtained compared to the Monte
Carlo inversion. This indicates that the MDN network and Monte Carlo
methods provides similar probabilistic information on the solution.
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Figure 3.12: Global Moho depth map as a result of the joint inversion. (top)
mean Moho depth [km]; (bottom) standard deviation σ [km], both extracted
from the output of a MDN network.
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Figure 3.13: Cumulative probability distribution of mean Moho depth be-
longing to four different age windows; 0-40 [My] (blue), 40-80 [My] (red),
80-120 [My] (green), 120-150 [My] (magenta).
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Figure 3.14: Histogram of all the standard deviations extracted from the
joint MDN network inversion; (left) oceans, (right) continents.
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Compared with the results obtained by Devilee et al. (1999) who in-
verted two different phase and group velocity data sets at the same loca-
tions, our results are characterized by smaller uncertainties. This can be
explained by the more recent and complete data set used in this study.

3.5.3 Comparison with other crustal models

We compared our crustal thickness estimates with the current knowledge
about crustal thickness as in CRUST2.0 (Bassin et al., 2000). Additionally
we compared our result with the model CUB2 from Shapiro & Ritzwoller
(2002), who inverted a similar data set for crustal thickness using a Monte
Carlo approach. In Figure 3.16 the three crustal models, CRUST2.0, CUB2
and our own MDN model are compared. (top) MDN model is plotted
against CRUST2.0; (middle) MDN model is plotted against CUB2; and
(bottom) CUB2 is plotted against CRUST2.0. Note the linear correlation
in all the three plots indicating overall agreement between the three models.

Interestingly, the agreement of our MDN model with CUB2 is better
than with CRUST2.0. Shapiro & Ritzwoller (2002) restricted the model
search to a small region ±5 km around CRUST5.1, hence its better agree-
ment with CRUST2.0. Keeping in mind that the allowed Moho depth
variation in this study is between 0 − 110 km for continental regions and
between 0−40 km for oceanic regions, some discrepancy between our MDN
model and CUB2 has to be expected, still the same trend of deviation form
CRUST2.0 is observed.

In Figure 3.17 the difference between CRUST2.0 and our MDN model
(top) and the difference between CUB2 and our MDN model (bottom)
divided by the standard deviation of our MDN model are plotted. This
allows to localize specific regions where the disagreement with CRUST2.0
and/or CUB2 is bigger than ±1σ. Almost everywhere our estimates are
within ±1σ of the two other models, however in specific regions such as
central Africa, the back arc of the Rocky Mountains, west Australia and
underneath the Himalayas as well as the Andes according to our model the
crust seems thinner than proposed by CRUST2.0 and CUB2. This can be
explained partly because, due to the limited lateral resolution of the data
set used, the really thick crust under the Himalayas and the Andes is not
captured. In central Africa, the back arc of the Rocky Mountains and west
Australia, there seems to be strong evidence that crustal thickness inferred
from surface wave data is thinner than proposed by CRUST2.0. It is in-
teresting to see that disagreement with CRUST2.0 and CUB2 coincidences
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Figure 3.15: Moho depth distribution at six different locations. Each fig-
ure shows the Moho depth distribution obtained by phase velocity inversion
(top); group velocity inversion (middle); joint inversion (bottom). (solid)
output of a MDN network; (histogram) result of a Monte Carlo inversion
(see text).
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geographically and that within this regions the disagreement with CUB2
is smaller than with CRUST2.0. This indicates that due to the tighter
constraints CUB2 stays closer to CRUST2.0 than our MDN model, but the
disagreement of both models with respect to CRUST2.0 has the same sign.

In Figure 3.19 Moho depth of the MDN model (blue) with corresponding
uncertainties (dashed), of CRUST2.0 (red) and of CUB2 (green) is shown
along five different profiles, whose locations are indicated in Figure 3.18.
Along profile AA’ crossing North America eastwards, Moho depth seems
to be thinner as predicted by CRUST2.0. The difference increases towards
the East coast. As already mentioned CUB2 shows the same trend but
to a lesser extent. Along profile BB’ eastwards across Eurasia, all three
models are generally in good agreement and show the same crustal thickness
patterns. Profile CC’ runs across the Himalayas in northward direction,
thickening of the crust beneath the Himalayas is the most dominant feature
of this profile. Note the thinning of the crust underneath Tibet around 40N,
which is not apparent in CRUST2.0 but visible in CUB2 to a lesser extent.
At two locations along this profile the Moho depth distribution is shown
in Figure 3.15. The observed results along the two profiles BB’ and CC’
are consistent with the crustal thickness map across Eurasia obtained by
Devilee et al. (1999). Along profile DD’ crossing Africa northwards at 25◦E,
we observe a thinner crust than the other two models through most of the
continent. Interestingly we observe a thickening of the crust underneath
the Hellenic Arc in the Mediterranean sea between ≈ 32◦ − 40◦N, whereas
the other two models show a thinning of the crust in this region. Along
profile EE’ through the Atlantic Ocean, crossing the Mid-ocean ridge, the
three models are in good agreement.

3.6 Concluding remarks

We presented a global crustal thickness model with corresponding uncer-
tainties. The results were obtained using a neural network approach, the
Mixture Density Network, which allows one to model the posterior Moho
depth probability distribution as a mixture of Gaussians. The whole pro-
cedure involves no linearization.

Generally non-linear inverse problems are solved using sampling based
techniques. We have demonstrated that the MDN inversion has the fol-
lowing advantages over sampling based techniques: (1) if many repeated
inversions are required the MDN inversion can be extremely efficient, in-
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Figure 3.16: Scatter plot of three different global crustal models. (top) MDN
vs. CRUST2.0; (middle) MDN vs. CUB2; (bottom) CUB2 vs. CRUST2.0.
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Figure 3.17: The difference between CRUST2.0 (top); CUB2 (bottom) and
our MDN Moho depth estimates divided by the standard deviations.
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Figure 3.18: Map showing the location of five different profiles.

verting a dispersion curve using a trained network takes only a fraction
of a second; (2) since the neural network interpolates between samples,
far wider bounds on the model parameter values can be used, resulting in
less biased results; (3) a continuous representation of the posterior model
parameter probability distribution is obtained.

A large part of this work focused on the important concept of regulariza-
tion. We made the link between regularization and measurement accuracy.
The more exact a measurement is, the less regularization is required. All
variations in the data in the order of the measurement noise provide no
information. Without knowing the measurement error, noise will be falsely
interpreted as variations in the model parameters. In our approach the as-
sumed noise model determines the amount of regularization, which is either
implicit through the addition of the noise to the synthetic training data,
or explicit through the addition of a penalty term to the error measure
to be minimized. Without any form of regularization the neural network
approximation to the inverse mapping will not generalize well to observed
data points which are corrupted by noise. This fits well with the theory
of sampling based inversion techniques where prior assumptions have to be
made in order to infer model parameters from noisy measurements.

Finally we compared our model with current knowledge about crustal
structure as represented by CRUST2.0 and CUB2 a recent model from
Shapiro & Ritzwoller (2002). The overall agreement of ±1σ with this two
models is very good, where agreement is generally better with CUB2. The
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Figure 3.19: Five different Moho depth profiles. (blue) MDN Moho depth
with corresponding uncertainties (dashed); (red) CRUST2.0 Moho depth;
(green) Moho depth from CUB2.
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observed difference can be explained by different constraints applied to
Moho depth variations. (Shapiro & Ritzwoller (2002) constrains Moho
depth to vary ±5 km around CRUST5.1 while we constrain Moho depth
a priori to vary between 0 − 110 km for continental regions and between
0−40 km for oceanic regions.) Our model shows generally the same trend as
CUB2 with respect to differences from CRUST2.0. A notable new finding
is that we see evidence for thickening of oceanic crust with increasing age.
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Chapter 4

Fully Nonlinear Inversion of

Fundamental Mode Surface

Waves for a Global Crustal

Model1

Abstract

We use neural networks to find 1-dimensional marginal probability density
functions (pdfs) of global crustal parameters. The information content of
the full posterior and prior pdfs can quantify the extent to which a pa-
rameter is constrained by the data. We inverted fundamental mode Love
and Rayleigh wave phase and group velocity maps for pdfs of crustal thick-
ness and independently of vertically averaged crustal shear wave velocity.
Using surface wave data with periods T > 35 s for phase velocities and
T > 18 s for group velocities, Moho depth and vertically averaged shear
wave velocity of continental crust are well constrained, but vertically av-
eraged shear wave velocity of oceanic crust is not resolvable. The latter
is a priori constrained by CRUST2.0. We show that the resulting model
allows to compute global crustal corrections for surface wave tomography
for periods T > 50 s for phase velocities and T > 60 s for group velocities.

1Meier, U., Curtis, A., & Trampert, J., 2007. Fully nonlinear inversion of
fundamental mode surface waves for a global crustal model, GRL, 34, L16304,
doi:10.1029/2007/GL030989.
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4.1 Introduction

Nonlinear inverse problems are generally solved using iterated linearized
or Monte Carlo, sampling based inversion techniques (e.g. Mosegaard &
Tarantola, 1995; Sambridge, 1999a,b). Devilee et al. (1999) and Meier et al.
(2007a) instead focused on a neural network approach to solve the nonlin-
ear problem of inverting surface wave velocity data for crustal thickness.
The latter paper showed how the full posterior (post-inversion) probability
density function (pdf) of Moho depth can be found using a Mixture Density
Network (MDN). In this paper we demonstrate that the same methodology
can be applied to other parameters of general seismological interest. We
focus on quantifying the extent to which a parameter is constrained by the
data, by evaluating the information content of the full posterior and prior
pdfs. Finally we present a global crustal velocity model constrained by
surface wave data with corresponding uncertainty statistics which, when
combined with the crustal thickness model from Meier et al. (2007a) repre-
sents a global seismological crustal model. Although we evaluate the model
on a 2◦× 2◦ grid for convenient comparison with other crustal models such
as CRUST2.0 (Bassin et al., 2000) and CUB2 (Shapiro & Ritzwoller, 2002),
the lateral resolution of our model is that of the combined resolution of the
input phase and group velocity maps, ranging between 500 and 1000 km
(Ritzwoller et al., 2002; Trampert & Woodhouse, 2003).

Crustal structure varies greatly over small length scales and has a first
order effect on shear wave velocity and surface waves. In global surface
wave tomography the crustal contributions need to be removed in order
to access mantle structure. Many different approaches to compute crustal
corrections can be found in the literature (e.g. Woodhouse & Dziewonski,
1984; Montagner & Jobert, 1988; Ekström & Dziewonski, 1998; Boschi &
Ekström, 2002; Beghein & Trampert, 2003). Existing crustal models are
based on refraction and reflection seismics as well as receiver function stud-
ies. As a consequence, resolution is high in regions with good data coverage
but in regions with poor or no data coverage crustal structure is largely ex-
trapolated. Hence, resolution and uncertainty vary greatly as a function
of location, and differently to uncertainty in surface wave data. Ideally
we should have a global crustal model with a resolution similar to that of
the data used in surface wave tomography. We present such a model, and
demonstrate that it allows to compute crustal corrections for surface wave
phase velocities with periods T > 50 s and group velocities with periods
T > 60 s.
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4.2 Data and method

The data in Meier et al. (2007a) consisted of azimuthally averaged global
phase (Trampert & Woodhouse, 2003) and group (Ritzwoller et al., 2002)
velocity maps, from which dispersion curves were constructed on a 2◦ × 2◦

grid globally between 35 and 145 s for phase velocities, 18 and 145 s for
Rayleigh group velocities, and 25 and 145 s for Love group velocities. Here
we invert the same data set for crustal shear wave velocity using a Mixture
Density Network (MDN) that gives a full Bayesian pdf as a solution. A de-
tailed description of the network training method and the prior constraints
on each model parameter is given in Meier et al. (2007a). They found that
as long as the model of velocity with depth is over-parameterized with re-
spect to the resolving power in the data, different parameterizations do not
alter the obtained solutions of crustal thickness. We confirm the equivalent
result: an over-parameterized model does not introduce any implicit prior
information on average shear wave velocity of the crust. Thus we ensure
that all significant prior information is explicitly defined by the bounds of
variations on model parameters describing velocity structure with depth in
the neural network’s training data set. We allow the training models to
have three crustal layers, and for continental crust an additional sedimen-
tary layer with variable thickness is added on top. There are 15 mantle
layers and variable depths of discontinuities (Meier et al., 2007a). The
training set consists of 500′000 continental and 500′000 oceanic models,
selected randomly from the prior pdf defined in Meier et al. (2007a), and
corresponding synthetic dispersion curves for each such model.

Surface waves in the period range considered cannot resolve all three
crustal layers and the sedimentary layer, which was already noticed by
Shapiro & Ritzwoller (2002) who inverted a similar data set. Instead of
inverting for shear wave velocity in each crustal layer individually, we train
the network to invert for the vertically averaged crustal shear wave ve-
locity Vs, including the sedimentary layer within the average. The MDN
is trained to take synthetic dispersion curves for the three layered mod-
els as the network input, and to output the Bayesian posterior pdf of Vs

represented in the corresponding models. It is important to note that Vs

should not be interpreted literally as the velocity of a 1-layer crustal model.
Instead, we show that under certain conditions, the dispersion curves are
mathematically equivalent.

Within each of the three crustal layers we impose hard prior bounds
on Vs, Vp and ρ, and linearly scale their values by fixing their relative
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Table 4.1: Comparison of different scaling relations between Vs and Vp,
including one standard deviation uncertainty.

P-wave [m/s] S-wave [m/s]
Our scaling relation: 6450 ± 230 3642 ± 148
Scaling relation derived from CRUST2.0: 6450 ± 230 3645 ± 131
Standard scaling relation: 6450 ± 230 3707 ± 132
Brocher’s regression fit: 6450 ± 230 3751 ± 101

variations. The scaling relations for the crustally averaged properties are
then obtained by fitting a line to the variation of depth averaged Vs, Vp and
ρ in the training data set. For continental crust the following relations were
obtained: Vp = 1.54Vs + 840 m/s, ρ = 0.23Vs + 2015 kg/m3. As justified
below, oceanic Vs is fixed a priori to CRUST2.0 and the following scaling
relations derived from CRUST2.0 have to be used: Vp = 1.59Vs + 844 m/s,
ρ = 0.25Vs+1979 kg/m3. It is important to note that these relations reflect
the prior information about the average crustal structure that is imposed
via hard bounds on Vs, Vp and ρ within each of the individual crustal layers
and the sedimentary layer in the training set. In Table (4.1) we check
the validity of our scaling relation by converting the average continental
crustal P-wave velocity Vp = 6450 ± 230 m/s as in Christensen & Mooney
(1995) using: (1) our scaling relation; (2) the scaling relation derived from
CRUST2.0 (Vp = 1.63Vs + 512 m/s); (3) a standard ratio of Vp/Vs =
1.74; and (4) Brocher’s regression fit (Brocher, 2005). From Table 4.1 we
conclude that converting Vp to Vs with the different scaling relations gives
very similar and consistent results within the standard deviations. It is
important to note, however, that in converting our Vs model to a model of
Vp and ρ our scaling relations have to be used.

4.3 Information content of the data

Using the neural network approach it is straightforward to invert for any
combination of parameters which might be constrained by the data (e.g.
Vs, velocity at a fixed depth, vertically integrated travel time to Moho,
velocity contrast across the Moho (Devilee et al., 1999)). In the following
we demonstrate how to determine the extent to which a specific parameter
is constrained by the data in nonlinear problems.
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A two stage procedure is common to all Bayesian inversion techniques
(Tarantola & Valette, 1982): (1) Define a prior pdf, which represents all
the information available from sources independent of the current data (in
this case represented by bounds of variations of all model parameters);
(2) Combine this prior information with the information contained in the
current data set, resulting in the posterior pdf (network training and its
application to the data set).

If a parameter is not constrained by the data, no information is gained
and the resulting a posteriori state of information equals the a priori state
of information. By comparing the information content contained in the
prior and posterior pdfs, we can quantify how well a certain parameter
is constrained by the current data set. For this purpose we evaluate the
information content I of the posterior and prior pdfs (Tarantola & Valette,
1982):

Iprior =

∫ +∞

−∞

pprior(m) log

(

pprior(m)

µ(m)

)

dm

Ipost =

∫ +∞

−∞

ppost(m) log

(

ppost(m)

µ(m)

)

dm (4.1)

where µ(m) is the homogeneous pdf (µ = 1/Vs for velocities and µ =
constant for Moho depth (Tarantola & Valette, 1982)). Information is
either measured in bits if the logarithmic base is 2 or in nats if the natural
logarithm is used. We define the information gained from the data, as
Igain = Ipost − Iprior, which is equally applicable to linear or nonlinear
problems. We evaluate Igain for the 1-dimensional marginal pdf of the
parameter of interest.

The prior pdf of Moho depth is uniform between 10 − 110 km for con-
tinental crust and between 0 − 50 km for oceanic crust respectively. The
varying thickness of the sedimentary layer over continents produces a prior
pdf of continental Vs which is skewed towards lower values. A Figure of the
continental and the oceanic prior pdf is provided in the auxiliary material.
2

In Figure 4.1 histograms of the information gain of Moho depth (top)
and Vs (bottom) are shown over continents (left) and oceans (right) respec-
tively. Note that globally the information gain for Moho depth is between

2Auxiliary material data sets are available at ftp://agu.org/apend/gl/2007gl030989.
Other auxiliary material files are in the HTML.
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1.5−3 nats and generally bigger over continents than over oceans (for com-
parison, if we have two 1-dimensional Gaussians p1, p2 with µ1 = µ2 and
σ1 = 2σ2, the information gain moving from p1 to p2 is Igain = 0.6931 nats).
This indicates that Moho depth is a well constrained parameter. Generally
the information gain for Vs (Fig. 4.1 middle) is smaller compared to the
information gain for Moho depth (Fig. 4.1 top). We further notice that
the information gain for continental Vs is significant (Fig. 4.1 middle, left),
whereas the information gain of oceanic Vs is negligible (Fig. 4.1 middle,
right).

There are two possible explanations for the latter observation: (1)
oceanic Vs is not well constrained by the surface wave data; (2) the oceanic
prior pdf of Vs is unreasonably narrow. The oceanic prior Vs spans only
3320 − 3440 m/s (see auxiliary material), because there is strong evidence
that the average oceanic crust is seismologically very homogeneous and well
characterized. To further investigate if oceanic Vs can be constrained by
the current data, we generated additional oceanic models, with an artificial
sedimentary layer of variable thickness on top, resulting in a broader prior
pdf of Vs. We then solve the inverse problem for Vs using this prior (a table
with the explicit prior constraints on the model parameters is given in the
auxiliary material). The information gain of the posterior pdf with respect
to the broader prior pdf is shown in Figure 4.1 (bottom, right). Because
of the broader prior, the information gain is larger than above, but is still
small (84% < 0.6931 nats) compared to that on the continent, indicating
that the resulting posterior pdfs do not differ much from the prior pdfs.
This demonstrates that oceanic Vs can not be determined with fundamen-
tal mode surface waves in the period range considered. We conclude that
given the period range of our data: (1) Moho depth is well constrained
globally; (2) Vs of the continental crust is constrained but to a lesser ex-
tent than Moho depth; (3) oceanic Vs is not resolvable, and hence will be
constrained a priori to CRUST2.0 in this study.

4.4 Results

The global model of crustal thickness is discussed in detail in Meier et al.
(2007a) and shown in the auxiliary material. Figure 4.2 shows the mean of
the posterior pdf of Vs with corresponding standard deviations. Although
this model was not constructed with the purpose of direct interpretation,
it is comforting to note a correlation with some known features. The most
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Figure 4.1: Histograms of the information gain for Moho depth (top) and
for Vs (middle) over continents (left) and oceans (right). The information
gain for Vs using the new, broad oceanic prior pdf is also shown (bottom
right).
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striking features are the high values of Vs, up to 3800 m/s, in old conti-
nental regions such as the back arc of the Rocky Mountains, the cratons
of Africa, Australia and the northern part of Eurasia. The high velocity
anomaly over India is coincident with the Lava intrusions of the Deccan
Trap. The low velocity anomalies in Pakistan and Bangladesh correspond
to the huge sedimentary deltas of the Hindus and Ganges river systems
respectively. Mitra et al. (2006) found similar correlations with geological
structure in low period group velocity maps in this region. The main dif-
ference between our model and CRUST2.0 are in Africa and the Himalayas
where we get lower values. Over most of Eurasia we obtain slightly lower
values too, whereas in North America agreement is very good. Comparing
the two models one has to keep in mind different lateral resolutions: our
model represents averages over areas ranging from 500 to 1000 km whereas
CRUST2.0 is based on local estimates which are extrapolated to regions
with poor or no data coverage.

The global average continental S-wave velocity is Vs = 3587 ± 94 m/s
and corresponds to Vp = 6364 ± 145 m/s using our scaling relation. This
compares well to global average continental P-wave velocity VP = 6450±230
m/s as in Christensen & Mooney (1995) and Vp = 6430 ± 123 m/s as in
CRUST2.0.

A probabilistic global crustal model consisting of the crustal thickness
marginal pdfs from Meier et al. (2007a) and the marginal pdfs of Vs found
above is constructed. Vp and ρ are scaled to Vs by the linear relations for
continental and oceanic crust defined in Section 2.

This model can in principle be used to compute crustal corrections
if the dispersion response of the 3-layer original crustal model does not
differ from the corresponding 1-layer crustal model with vertically averaged
properties. We generated 10′000 random realizations from the prior model
pdf and computed the corresponding synthetic dispersion curves for the
3-layer and the equivalent 1-layer crustal models. From these synthetic
dispersion curves we compute the average difference between the 3-layer and
the 1-layer crust, and the corresponding standard deviations as a function
of period.

In Figure 4.3 the average difference (solid) ± one standard deviation
(dashed) of phase (top) and group (bottom) velocities of Rayleigh (left)
and Love (right) waves are plotted against period. Note that with increas-
ing period the average difference as well as its uncertainty decreases. The
difference is more significant for group (bottom) than for phase (top) veloc-
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Figure 4.2: Global map of vertically averaged crustal shear wave velocity
extracted from the output of a MDN network; (top) mean value [m/s];
(middle) standard deviation σ [m/s]. For comparison vertically averaged
crustal shear wave velocity as in CRUST2.0 (bottom).
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Figure 4.3: Phase (top) and group (bottom) velocity differences of Rayleigh
(left) and Love (right) waves between a 3-layer and a 1-layer crust. Mean
differences (solid) with corresponding standard deviations (dashed) of
10000 realizations from the prior pdf; the assumed measurement errors
in the data (dotted) are also plotted around the mean difference.

ities and to a lesser extent for Love (right) than for Rayleigh (left) waves.
We further note that the standard deviation of the difference between a
3-layer and a 1-layer crust becomes smaller than the standard deviation
of measurement errors (dotted) given in Meier et al. (2007a) for phase ve-
locities (top) for periods T > 50 s and for group velocities (bottom) for
periods T > 60 s, confirming that group velocities are more sensitive to
crustal structure. Note that in this analysis the Moho depth of models is
allowed to vary between 0 − 110 km; limiting the variation to 0 − 80 km,
for example, would further decrease the difference between a 3-layer and a
1-layer crust (i.e. shifting all significant differences towards lower periods).
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4.5 Concluding remarks

Meier et al. (2007a) pointed out various advantages of a MDN over sam-
pling based inversion techniques for solving nonlinear inverse problems.
We extended their study and demonstrated that a 1-dimensional posterior
marginal pdf for any desired model parameter can be found using the same
training set, and hence without the need to re-sample the model space. This
posterior pdf embodies all information about a parameter given the data
and the prior information. In fully nonlinear problems it is not straightfor-
ward to see whether the data provide additional information to the prior.
In linear problems, this can be measured by the diagonal of the resolution
operator (equation 3.63 in Tarantola (2005)). We generalized this concept
by introducing the information gain and demonstrated that the data re-
solve Moho depth everywhere, and resolve velocities beneath continents.
We would get the best understanding about the posterior uncertainties by
analysing each pdf individually (Mosegaard and Tarantola’s movie philos-
ophy (Mosegaard & Tarantola, 1995)). However analysing 16200 pdfs by
eye is impractical and having checked that the mean, the median and the
maximum likelihood point of the pdfs do not differ greatly, we decided to
present the solution by the mean of the posterior pdf and its standard devi-
ation. We note that these are not standard deviations estimated from local,
linear approximations about the maximum likelihood model. We thus have
a global crustal model with the corresponding fully nonlinearly estimated
uncertainties constrained by surface wave data. The model is available in
the auxiliary material.

We additionally demonstrated that given the variation of crustal thick-
ness, a single crustal layer is equivalent to a multi-layered crust in terms
of their corresponding dispersion responses for periods T > 50 s (phase
velocities) and T > 60 s (group velocities) respectively. This means that
the presented global crustal model can be used as a reference model to
compute crustal corrections in those period ranges. Since we provide un-
certainties, it is possible to quantify the error in the final inversion result
due to inaccurate knowledge of our crustal reference model.
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Chapter 5

New constraints on the

transition zone

discontinuities form surface

wave overtone measurements

Abstract

We perform a joint inversion of surface wave overtone measurements for
the 400-, 660-km discontinuities, transition zone thickness as well as for
vertically averaged S-wave velocity within the transition zone. The mean
660-km topography agrees reasonably well with other global models con-
strained by SS precursors, giving further evidence for a well defined and
sharp 660-km discontinuity. The situation for the 400-km discontinuity
however is more complicated. Agreement between four different 400-km
topography models is very poor and we find a global average discontinuity
depth of 394 km which is significantly lower than 409 and 418 km reported
previously. Surface wave overtones and SS precursors should give simi-
lar results for a sharp 400-km discontinuity. If the 400-km discontinuity
however is broad, it might be that surface wave overtones map an aver-
age depth that differs from the bottom of the discontinuity as mapped by
SS precursors. Experimental studies suggest that if water concentrations
are sufficiently high the 400-km discontinuity might be as broad as 20 km.
The observed difference in the mean depth of the 400-km discontinuity be-
tween surface wave overtone measurements and SS precursor studies might
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therefore be indicative of high water concentrations near 400-km depth on
a global scale. Finally we estimate variations in temperature and water
content within the transition zone from variations in transition zone thick-
ness and S-wave velocity. The resulting maps offer a first step towards a
quantitative interpretation of tomographic models in terms of temperature
and water content.

5.1 Introduction

Discontinuities inside the Earth are characterized by a sharp contrast in
material properties over a small depth range and separate the Earth into
various regions. The main discontinuities were all discovered using seismic
data. The three main discontinuities are: (1) the inner core discontinuity
separating the solid inner from the liquid outer core; (2) the core/mantle
boundary separating the iron rich outer core from the peridotitic mantle;
and (3) the Mohorovičić discontinuity (Moho) separating the mafic mantle
form the silicate crust. The first seismic evidence for the existence of the
core mantle boundary was presented by Oldham (1906), Mohorovičić (1909)
discovered the Moho and Lehmann (1936) detected the existence of the
inner core. In addition there is ample evidence for two other global seismic
discontinuities in the mantle around 400 and 660 km depth. The 660-km
discontinuity separates the lower from the upper mantle and the entire
region between 660 and 400 km depth is called the transition zone. The
existence of these discontinuities is undisputed and they are included in
1-dimensional reference models such as PREM (Dziewonski & Anderson,
1981) or IASP91 (Kennett & Engdahl, 1991). Even though the depth of
these discontinuities is expected to vary, they are generally referred to as
the 400- and 670-km discontinuities according to their PREM values, or as
the 410- and the 660-km discontinuities according to their global averages
after Shearer (1990). Based on our findings we refer to them hereafter as
the 400- and 660-km discontinuities.

The question whether the 400- and the 660-km discontinuities are cau-
sed by phase transformations or by compositional changes was highly de-
bated over the last decades (see Helffrich, 2000, for an overview). Exper-
imental studies showed that changes in elastic properties associated with
phase transitions occurring at 400 and 660 km depth might lead to a seismic
discontinuity (e.g. Ito & Takahashi, 1989; Katsura & Ito, 1989; Stixrude,
1997). It is therefore generally accepted that the 400- and the 660-km dis-
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continuities correspond to phase changes in mantle minerals; at 400 km
to the phase transformation from olivine to wadsleyite and at 660 km to
the phase transformation of ringwoodite to perovskite and mangesiowüstite
(e.g. Helffrich, 2000; Shearer, 2000; Lebedev et al., 2002).

If the 400- and 660-km discontinuities correspond to phase transfor-
mations, the topography of the discontinuities can be used to infer lateral
temperature variations in the mantle. The Clapeyron slopes (pressure ver-
sus temperature relation) of the olivine to wadsleyite and of the ringwoodite
to perovskite and manesiowüstitie phase transformations are probably pos-
itive and negative, respectively (Bina & Helffrich, 1994). This would lead
to a thickening of the transition zone in cold regions and a thinning in
warm regions, with an anti-correlation of the 400- and 660-km discontinu-
ities. Local studies in subduction zone regions report indeed an uplifted
400- and a depressed 660-km discontinuity (Vidale & Benz, 1992; Collier
& Helffrich, 1997). However, on a global scale anti-correlation between the
two discontinuities has not been observed yet (Gu et al., 1998; Flanagan &
Shearer, 1998a), indicating that the temperature anomalies within the tran-
sition zone are not vertically coherent over the resolved length scales. Fur-
thermore a lack of anti-correlation indicates that not only thermal but also
compositional effects might influence the discontinuity topography. Despite
the lack of any anti-correlation global models show depression of the 660-km
topography beneath subduction zones and uplift within hot spots/mantle
plumes. Since subduction zones are considered to be cold regions due to
the down-going slab and hot spots/mantle plumes warm regions due to
upwelling mantle material, this finding supports the phase transformation
origin of the 660-km discontinuity. The 400-km discontinuity seems how-
ever more complicated and global 400-km topography models do not show
the expected behavior due to thermal anomalies, that is depression in warm
regions and uplift in cold regions indicating that compositional effects might
play an important role.

Recently much attention has been paid to the influence of water on the
major phase transitions and hence on the 400- and 660-km discontinuities
(see Litasov et al., 2006, for an overview). The presence of water shifts
the 660-km phase transformation boundary towards higher pressure but
does not affect the broadness of the 660-km phase transformation which
is generally sharp (Litasov et al., 2006). The presence of water leads to
broadening of the 400-km phase transformation and depending on mantle
temperature and water concentrations the 400-km discontinuity might be
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as broad as 20 km (Litasov et al., 2006; Frost & Doleǰs, 2007). Analysing
converted seismic waves in the Mediterranean region van der Meijde et al.
(2003) found a 20 − 35 km thick 400-km discontinuity and explained this
observation with high water concentrations. Bercovici & Karato (2003)
proposed the transition zone water filter model, predicting a 2−20 km thick
melt layer atop of the 400-km discontinuity resulting from the difference
in water solubility between the transition zone and the overlying upper
mantle. Indeed, regional seismic studies have reported a low-velocity layer
atop of the 400-km discontinuity attributed to a partially melted layer (e.g.
Song et al., 2004; Jasbinsek & Dueker, 2007).

Upper mantle discontinuities are investigated through the analysis of
seismic phases that result from reflections and conversions at these dis-
continuities. The most important phases are: SS or PP precursors from
bottom-side reflections at the discontinuities (e.g. Shearer & Masters, 1992;
Petersen et al., 1993; Gossler & Kind, 1996; Gu et al., 1998; Flanagan &
Shearer, 1998a, 1999; Deuss & Woodhouse, 2002; Gu & Dziewonski, 2002;
Chambers et al., 2005; Schmerr & Garnero, 2006, 2007); converted wave
phases such as near receiver P-to-S conversions (e.g. Flanagan & Shearer,
1998b; Chevrot et al., 1999; Lebedev et al., 2002, 2003; Lawrence & Shearer,
2006) and near source S-to-P conversions (e.g. Vidale & Benz, 1992; Collier
& Helffrich, 1997). Near-source converted waves only illuminate discontinu-
ities where earthquakes occur and near-receiver converted phases can only
be used to study discontinuities below areas having seismic stations. Con-
verted wave phases are therefore only applicable in local studies but with a
rather high lateral resolution of 100 km or less (Lebedev et al., 2003). Un-
derside reflections of SS and PP phases on the other hand are used in global
studies because they interact with the discontinuities at the midpoint of the
ray path between source and receiver, resulting in a reasonable global data
coverage. However, the improved data coverage is achieved at the expense
of lateral resolution, which is difficult to quantify. As pointed out by Neele
et al. (1997) estimating mantle discontinuity topography from long-period
underside reflection may be significantly in error on a scale of a few hundred
kilometers. Chaljub & Tarantola (1997) suggested that uplifts and depres-
sions of the 660-km discontinuity from SS precursors can only be retrieved
correctly at length scales larger than 1500 and 3000 km, respectively. A
potential problem in precursor studies is the stacking procedure of seismo-
grams with bouncing points at similar geographical locations but different
ray parameters required to enhance the signal-to-noise ratio of the weak
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phases. To overcome this problems a least square Radon transform tech-
nique can be used to improve the signal-to-noise ratio of the SS-precursors
(e.g. Chambers & Woodhouse, 2006; An et al., 2007).

The existence of the 400- and 660-km discontinuities is largely undis-
puted because of the global detectability of SS precursors on waveform
stacks (e.g. Deuss & Woodhouse, 2002). Computing absolute depth esti-
mates from measured differential times requires however an accurate veloc-
ity model and errors in the velocity models map directly into errors on the
topography estimates. Obviously such a procedure is unsatisfactory espe-
cially because most velocity models are obtained assuming fixed disconti-
nuities. In an attempt to overcome this problem Gu et al. (2003) performed
a linearized joint inversion for mantle velocity structure and topography of
the transition zone discontinuities.

Here we take a different approach from previous studies. We use a differ-
ent data set consisting of surface wave overtone measurements of Rayleigh
waves up to the sixth higher mode and of Love waves up to the fifth higher
mode (Visser et al., 2008), and we invert these measurements using a neu-
ral network approach to obtain probabilistic information about the 400-,
660-km discontinuities, transition zone thickness as well as vertically av-
eraged S-wave velocity, averaged over three different depth ranges in the
upper mantle. We model full Bayesian posterior probability density func-
tions (pdfs) of the parameters of interest using a Mixture Density Network
(MDN) (Bishop, 1995; Meier et al., 2007a,b). As discussed in detail in
Meier et al. (2007a,b) using a MDN the full nonlinear inverse problem is
solved. Furthermore posterior uncertainties as well as a measure of how
well a specific parameter is resolved by the current data are easily com-
puted from the posterior pdfs (Meier et al., 2007b). In order to investigate
the trade-offs between topography and velocity structure within and above
the transition zone we show 2-D joint pdfs of the parameter of interest
as approximated by two MDNs. The obtained models are then compared
with other global models obtained from SS- precursor studies (Flanagan &
Shearer, 1998a; Chambers et al., 2005; Kustowski et al., 2006).

S-wave velocity anomalies as well as topographic variations of the 400-
and 660-km discontinuity have mostly been interpreted as having a thermal
origin (e.g. Gu et al., 1998; Flanagan & Shearer, 1998a). The relevant phase
transitions not only depend on temperature but also on chemical composi-
tion and water content (Litasov et al., 2006). Furthermore, lateral velocity
variations in the transition zone may also be caused by variations in water
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content (e.g. Smyth & Jacobsen, 2006). Instead of estimating temperature
variations from transition zone thickness or S-wave velocity models alone,
it is therefore desirable to use both models to simultaneously estimate vari-
ations in temperature and water content. We do this by assuming a linear
dependence of variations in transition zone thickness and S-wave velocity
on variations in temperature and water content (e.g. Suetsugu et al., 2006;
Shito et al., 2006). The big advantage of our approach being that the tran-
sition zone thickness and S-wave velocity models are obtained from a joint
inversion of the same data set.

5.2 Data

The data used in this study consists of fundamental and higher mode
isotropic phase velocity maps of Rayleigh and Love waves (Visser et al.,
2008). In the construction of these maps it is assumed that the phase per-
turbations with respect to a reference phase, acquired between source and
receiver, are approximately given by the summation of local phase velocity
perturbations along the great circle path (Woodhouse, 1974). From these
phase velocity maps we extract local dispersion curves at specific periods
(see table 5.1) up to the sixth higher mode for Rayleigh waves and up to the
fifth higher mode for Love waves. The phase velocity maps are expanded in
spherical harmonics and we evaluate them up to spherical harmonic degree
8 at 492 geographical locations on the Earth’s surface distributed accord-
ing to a 6-fold triangular tessellation, equal area representation (Wang &
Dahlen, 1995) as shown in Figure 5.1.

The uncertainties on the dispersion curves are assumed to be Gaussian:

ρ(d) =
1

(2π)c/2|CD|1/2
exp

{

−
1

2
(dobs − d)T C−1

D (dobs − d)
}

, (5.1)

where c = 149 is the dimension of d, and corresponds to all phase velocity
measurements at different periods (see table 5.1) for all the Rayleigh and
Love wave modes. d is the mean value of the distribution extracted from
the phase velocity maps and assumed to be the noiseless response of the
unknown real Earth. The covariance Matrix CD is assumed to be diagonal
with the standard deviations for all the modes provided by Visser et al.
(2008) and shown in Figure 5.2.
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Figure 5.1: Geographical distribution of the 492 locations where dispersion
curves are inverted for 1-D Earth structure.

Figure 5.2: Measurement uncertainties up to the sixth higher mode for
Rayleigh waves (left) and up to the fifth higher mode for Love waves (right)
as a function of period. Uncertainties are smallest for the fundamental
mode and increase with increasing mode number.
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Table 5.1: Periods [s] at which fundamental mode and higher mode phase
velocity measurements of Rayleigh and Love waves are available (Visser
et al., 2008).

Mode: fundamental first second third fourth fifth sixth
Rayleigh:

175.39 172.52 149.28 87.73 61.87 56.07 50.82
151.19 148.56 128.63 77.80 56.07 50.92 46.12
131.10 129.31 113.55 69.38 51.05 46.54 43.11
114.37 113.72 99.26 61.80 46.70 42.99 39.89
100.39 99.65 87.71 56.09 43.19 40.02 37.43
88.64 87.19 77.62 51.06 40.10 37.52 35.14
78.13 77.57 69.41 46.81 37.49 35.12
69.80 69.36 61.99 43.06 35.08
62.30 61.87 56.03 40.03
56.25 56.17 50.85 37.52
51.26 50.85 46.59 35.01
46.87 46.69 43.04
43.36 43.17 40.03
40.20 40.14 37.43
37.60 37.52 35.02
35.10 35.10

Love:
173.98 176.74 115.42 78.66 62.77 56.29
153.46 153.07 99.92 69.66 56.33 51.27
129.46 131.57 88.86 62.50 51.06 46.20
114.78 114.30 78.21 56.27 46.19 43.18
100.81 100.08 69.48 51.32 43.18 40.06
88.15 88.21 62.58 46.95 40.01 37.54
78.32 78.20 56.24 43.05 37.45 35.12
69.42 69.72 51.41 40.11 35.06
62.36 62.48 46.86 37.56
56.27 56.27 43.28 35.05
51.01 51.19 40.02
46.00 46.96 37.52
43.06 43.39 35.03
40.32 40.16
37.49 37.53
35.06 35.09
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5.3 Model parameterization

We invert dispersion curves for local 1-D Earth structure and adopt a lay-
ered parameterization with depth. Given the period range and the sensitivi-
ties of the various modes we decided to fix our model to PREM (Dziewonski
& Anderson, 1981) below a depth of 1500 km. From 1500 km depth up to
the Moho we allow for radial anisotropy over the whole depth range (i.e.
ρ, Vpv, Vph, Vsv, Vsh and η are allowed to vary). Our models consist of 24
layers from 1500 km depth up to the 660-km discontinuity, 8 layers within
the transition zone between the 660- and 400-km discontinuity, 9 layers
between the 400-km and 220-km discontinuity and 8 layers from 220 km
depth up to the Moho. There are three crustal layers and a sedimentary
layer with variable thickness on top of the crust. We use the same prior
ranges for crustal ρ, Vp, Vs and Moho depth as Meier et al. (2007a). The
220-km discontinuity is allowed to vary ±20 km from its reference value
and the 400- and 660-km discontinuities are allowed to vary ±30 km from
their respective reference values. In order to avoid highly oscillating and
physically implausible models, we introduce correlations between adjacent
layers. We decided to do that in the following way: at a discontinuity ρ,
Vpv, Vph, Vsv, Vsh and η are drawn independently from a uniform distribu-
tion. Adopting the same gradient as in PREM we compute the parameters
of the next layer with increasing depth. We then add another perturbation
on these values, effectively changing the PREM gradient within each layer.
This procedure guarantees that in between the major discontinuities the
resulting depth profiles have a gradient similar to that of PREM. At the
Moho all the parameters are allowed to vary ±10% of their corresponding
PREM values, the perturbation in each successive layer is ±2% of the previ-
ous value. Between 220 km depth and the 400-km discontinuity and within
the transition zone, the same procedure is repeated but at the discontinuity
the values are allowed to vary ±5% of PREM and the additional pertur-
bations are ±1%. Below the 660-km discontinuity we allow the parameters
to vary ±2.5% and ±0.5% respectively. In Figure 5.3 depth profiles of Vsv

and Vsh are shown from one model realization (solid) together with PREM
(dashed).
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Figure 5.3: Depth profile of Vsv (blue) and Vsh (red) from one model real-
ization together with PREM (dashed).
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5.4 Forming the solution

We randomly generated 200‘000 Earth models from the prior model pdf and
compute exact local synthetic dispersion curves using normal mode theory.
For the normal mode approach, we used an algorithm developed by Wood-
house (1988) which allows the computation of phase velocities of Rayleigh
and Love waves in a 1-D model. We then design a MDN that takes the 149
phase velocities at various periods for all the modes of Rayleigh and Love
waves as its input and models the Bayesian posterior pdf of the parameter
of interest as a mixture of Gaussians. For a detailed description of the
MDN the reader is referred to Meier et al. (2007a,b), who inverted funda-
mental mode surface waves for crustal structure using a MDN. In order to
take the measurement errors into account we add Gaussian noise (eq. 5.1),
to the exact dispersion curves and train the network on noisy dispersion
curves. As demonstrated in Meier et al. (2007a), through the addition of
noise, the network mapping is implicitly constrained to be insensitive to
small variations on the dispersion curves. Once a network is trained we can
invert a specific set of dispersion curves within a fraction of a second by
simply forward-propagating the set of dispersion curves through the trained
network. For a detailed discussion about the network training the reader
is referred to Meier et al. (2007a).

In this study we model marginal pdfs of the 400-, the 660-km topog-
raphy and the transition zone thickness as well as isotropic S-wave Voigt
averages V 2

s = (2V 2
sv +V 2

sh)/3 (Panning & Romanowicz, 2006). Our models
are clearly over-parameterized with respect to the radial resolving power
of the data. We therefore invert for isotropic S-wave speed, averaged over
three different depth ranges; 1) averaged over the anisotropic zone between
the Moho and the 220-km discontinuity (V ANI

s ), 2) averaged over the depth
range between the 220- and 400-km discontinuity (V 400

s ) and 3) averaged
over the transition zone between the 400- and 660-km discontinuity (V TZ

s ).

Furthermore we model 2-D joint pdfs in order to analyze the trade-offs
in the inversion. Consider the following decomposition of the joint pdf of
660-km topography and V TZ

s ,

p(660, V TZ
s |d) = p(660|V TZ

s ,d)p(V TZ
s |d). (5.2)

Using a first MDN that emulates p(V TZ
s |d) and a second MDN that takes

V TZ
s as an additional input and emulates p(660|V TZ

s ,d) we have an approx-
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imation to the joint pdf. Devilee et al. (1999) used two histogram networks
to approximate the joint pdf of crustal velocity and Moho depth.1

5.5 Resolution analysis

In order the asses the reliability of the inversion algorithm, it is common
practice to invert synthetic data and compare the obtained results with
the known underlying models. We do this by generating 10000 additional
models from the prior model pdf, which were not included in the training
set, and compute the corresponding synthetic dispersion curves. We then
invert the synthetic dispersion curves using trained MDNs and compare
the network predictions with the known underlying models. Even though
we invert exact local dispersion curves the MDNs were trained on noisy
input curves in order to take the measurements uncertainties into account
(Meier et al., 2007a). It is important to note that generating the synthetic
models all the model parameters were allowed to vary and none of the
model parameters was fixed.

5.5.1 1-D marginals

In a first test we train three different networks on V ANI
s , V 400

s and V TZ
s .

Figure 5.4 summarizes the resolution analysis in the anisotropic zone (top),
between the 220- and 400-km discontinuity (middle) and within the tran-
sition zone (bottom). The left hand column shows the posterior pdf (blue)
obtained from the inversion of one particular set of dispersion curves from
the test set together with the prior pdf for this parameter (red) and the
known value of the underlying model (dashed). In the right column the
mean from all 10000 posterior pdfs is plotted against the known value of
the underlying models. It is clearly visible that all three parameters are
very well resolved with respect to the prior pdf and the mean network
predictions correlate well with the known values. Not surprisingly with
increasing depth the S-wave velocity is less well resolved as indicated by
the decreasing correlation and the broadening of the scatter plots. The
high correlations indicate that for the given prior assumptions, noisy syn-
thetic dispersion curves can be successfully inverted for V ANI

s , V 400
s and

V TZ
s . The inverted synthetic dispersion curves contain variations due to

1It is possible to train a MDN on joint pdfs but the training algorithm does not always
converge for high-dimensional outputs.
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Figure 5.4: Resolution analysis of S-wave Voigt averages in the anisotropic
zone (top), between the 220- and 400-km discontinuity (middle) and within
the transition zone (bottom). (left column) The posterior pdf (blue) obtained
from the inversion of one particular set of dispersion curves from the test set
is shown together with the prior pdf for this parameter (red) and the known
value of the underlying model (dashed); (right column) the mean from all
10000 posterior pdfs is plotted against the known value of the underlying
models together with the corresponding correlation coefficient R.

variations of all the model parameters and the existing trade-offs between
model parameters over the a priori accessible model space together with
the assumed measurement errors cause the posterior uncertainties.

We train three additional networks on the 400- and 660-km discontinu-
ity as well as the transition zone thickness and perform the same analysis
as above. Figure 5.5 summarizes the resolution analysis where the 400-
km discontinuity is shown at the top, the transition zone thickness in the
middle and the 660-km discontinuity at the bottom. In the left column
the posterior pdf (blue) is shown together with the prior pdf (red) and the
known value of the underlying model (dashed), whereas in the right column
the mean from all 10000 posterior pdfs is plotted against the known value
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of the underlying models. Compared to the S-wave Voigt averages it is ob-
vious that the 400- and 660-km topographies are not that well constrained
with respect to the prior pdfs but on average the mean MDN predictions
still correlate well with the known values of the underlying models. From
the broadness of the scatter plots it seems that the transition zone thick-
ness is the best resolved parameter, the 660-km discontinuity is slightly
less well resolved and the 400-km discontinuity is the least resolved param-
eter. From the correlation coefficients a similar conclusion can be drawn,
even though the correlation coefficient of the 660-km topography is slightly
bigger than for the transition zone thickness but the 400-km topography
has the smallest correlation coefficient. The broadness of the posterior pdfs
(left, column) is caused by trade-offs between the various model parameters
and the measurement uncertainties.

A good correlation between network predictions and the known values
of the underlying model is a first requirement if we hope to successfully
invert observed data. A lack of correlation indicates that given the prior
assumptions the parameter of interest is not resolvable. Since the prior over
the data space (i.e. the measurement uncertainties) is generally fixed for a
given problem, the prior over the model space has to be adjusted in order
to constrain the inversion better. Furthermore such an analysis serves as a
debugging exercise and successfully inverting synthetic data indicates that
the algorithm works fine.

5.5.2 2-D joint pdfs

So far we only modeled marginal posterior pdfs of the parameter of interest
and attributed the posterior uncertainties partly due to trade-offs between
model parameters and partly due to the measurement uncertainties. In
order to investigate trade-offs in the inversion between any two parameters
it is most illustrative to plot the 2-D joint pdfs of the two parameters. Here
we analyze the trade-offs between velocity structure within and above the
transition zone and the topography of the transition zone discontinuities
by modeling the corresponding 2-D joint posterior pdfs for a given set of
dispersion curves computed from a known 1-D model. The joint pdfs and
the deduced trade-offs depend on a specific set of dispersion curves and
consequently on the underlying model. In order to be comparable to other
studies we decided to show posterior 2-D joint pdfs from the inversion of a
set of dispersion curves computed from PREM (d = dprem).

We explicitly analyze the trade-offs between the 400-km topography and
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Figure 5.5: Resolution analysis of 400-km discontinuity (top), transition
zone thickness (middle) and 660-km discontinuity (bottom). (left column)
The posterior pdf (blue) obtained from the inversion of one particular set of
dispersion curves from the test set is shown together with the prior pdf for
this parameter (red) and the known value of the underlying model (dashed);
(right column) the mean from all 10000 posterior pdfs is plotted against
the known value of the underlying models together with the corresponding
correlation coefficient R.
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V TZ
s and V 400

s (Fig. 5.6); between TZ thickness and V TZ
s and V 400

s (Fig.
5.7); as well as between the 660-km topography and V TZ

s and V 400
s (Fig.

5.8). In all these figures we show the conditional pdfs, p(topo|Vs,dprem)
(top, left) and marginal pdfs, p(Vs|dprem) (top, right) approximated by
MDNs from which the joint pdfs, p(topo, Vs|dprem) (bottom, right) are
computed according to equation (5.2). (bottom, left) The marginal pdfs,
p(topo|dprem) obtained from the joint pdfs are shown (red) together with
the marginal pdfs directly approximated by a MDN (blue). Furthermore
the known values of the underlying model (in this case PREM) are shown as
the dashed vertical lines. Constructing the joint pdfs from the conditional
and marginal pdfs illustrates how the uncertainty in the velocity estimates
are taken into account. The most striking feature are definitely the large
posterior uncertainties, especially for the 400- and 660-km topography as
can be seen from the corresponding joint and marginal pdfs. The marginal
pdfs of topography and TZ thickness obtained from the joint pdfs (red)
agree well with the ones directly approximated by MDNs (blue). Note
the positive trade-offs between 400-km topography and V 400

s , V TZ
s (Fig.

5.6); between 660-km topography and V TZ
s (Fig. 5.8a) and the negative

trade-off between TZ thickness and V 400
s (Fig. 5.7b). There seems to be

no trade-off between the 660-km topography and V 400
s (Fig. 5.8b) as well

as the TZ thickness and V TZ
s (Fig. 5.7a). Furthermore it becomes evident

how sensitive the 400- and 660-km topography estimates are to changes in
velocity structure within and above the transition zone.

In all this tests we added uncorrelated Gaussian noise, representing the
measurement uncertainties (eq. 5.1), to the exact local dispersion curves
and trained the MDNs on noisy input curves. In order to illustrate the
effect of the measurement uncertainties on the posterior pdfs we train a
MDN on exact local dispersion curves and show in Figure 5.9 the same de-
composition of the joint pdf, p(660, V TZ

s |dprem). In comparison to Figure
5.8 the posterior uncertainties are, as expected, dramatically reduced if the
measurement errors are not taken into account. Furthermore comparing
the conditional pdfs p(660|V TZ

s ,dprem) we see that the uncertainties on
the 660-km topography remain almost constant over the a priori accessible
velocity range. The linear trade-off between 660-km topography and V TZ

s

is still nicely visible. Since real measurements are always subjected to un-
certainties this exercise is of no practical importance and just demonstrates
once more the crucial dependence of the final results on the measurement
uncertainties.
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Figure 5.6: (top, left) Conditional pdf of the 400-km topography conditioned
on a) V TZ

s and b) V 400
s as approximated by a MDN. (top, right) Marginal

pdf of a) V TZ
s and b) V 400

s as approximated by a MDN together with the
known velocity of the underlying model (dashed). (bottom, left) Marginal
pdf of the 400-km topography approximated by a MDN (blue) together with
the marginal pdf obtained from the joint pdf (red) and the known depth
of the underlying model (dashed). (bottom, right) Joint pdf of the 660-km
topography and a) V TZ

s and b) V 400
s obtained according to the decomposition

in equation 5.2. All the pdfs shown are conditional on d = dprem.
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Figure 5.7: Same analysis as in Figure 5.6 between transition zone thickness
and a) V TZ

s , and b) V 400
s , respectively.
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Figure 5.8: Same analysis as in Figure 5.6 between the 660-km topography
and a) V TZ

s , and b) V 400
s , respectively.
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Figure 5.9: Same analysis as in Figure 5.8a between the 660-km topography
and V TZ

s except that the corresponding MDNs were trained on noiseless
exact local dispersion curves. The marginal pdfs (green) of V TZ

s and 660-
km topography from Figure 5.8a are shown as well for comparison.
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Figure 5.10: Conditional pdf of 660-km topography conditioned on the max-
imum likelihood velocity Vs = 5308 m/s (solid) and on Vs ± σ (dashed).

To obtain absolute depth estimates of the 400-, and 660-km discontinu-
ity from precursor data a mantle velocity model is also required. From a
Bayesian point of view this corresponds to the conditional pdf of the 400-
and 660-km discontinuity conditioned on a specific mantle velocity model
without taking the uncertainties in the chosen mantle velocity model into
account. Here we illustrate that the trade-offs, for instance, between 660-
km topography and V TZ

s are such that changing V TZ
s ±σ = 40 m/s around

the mean value µ = 5308 m/s, as obtained from the posterior pdf of V TZ
s

(Fig. 5.8a), is leading to a change in the mean 660-km topography of ±5
km. The corresponding pdfs, three vertical slices from Figure 5.8 (top,
left), are shown in Figure 5.10 (solid, dashed). This illustrates that with-
out taking the uncertainties of the mantle velocity model into account the
derived absolute depth estimates are of little statistical significance.
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5.6 Results

So far we inverted synthetic dispersion curves and the underlying models
were known. In this section we invert dispersion curves at 492 geographic
locations evaluated, up to spherical harmonic degree 8, from phase velocity
maps provided by Visser et al. (2008). From the resulting 492 posterior
pdfs of the parameter of interest, we can construct global models of any
desired statistic with a lateral resolution equivalent to a spherical harmonic
expansion of degree 8.

5.6.1 S-wave velocity models

In the previous section we investigated the trade-offs in the inversion be-
tween topography and thickness of the transition zone discontinuities and
velocity structure. To visualize these trade-offs, we compare global mod-
els of V 400

s (top) and V TZ
s (bottom) obtained from two different inversions

(Fig. 5.11). In a first inversion the 400- and 660-km topographies are al-
lowed to vary ±30 km (left, column) and in a second inversion the 400-
and 660-km topographies are fixed (right, column). From the 492 posterior
pdfs, we extracted the means and plotted the deviation of the local mean
from the global mean. The overall agreement between the two inversions
is good with a correlation of R = 0.8901 for V 400

s and R = 0.7403 for V TZ
s

respectively. Note the increased amplitude of the fast velocity anomalies
within the transition zone in the western Pacific for fixed topographies. In
fact, not the mean values but the posterior uncertainties differ most be-
tween the two inversions. From the 492 posterior V 400

s pdfs 44% have a
standard deviation bigger than 35 m/s if the topographies are allowed to
vary but only 6.5% of the pdfs have a standard deviation bigger than 35
m/s if the topographies are fixed. Similarly 56% of the posterior V TZ

s pdfs
have a standard deviation bigger than 35 m/s if the topographies are fixed
and only 29% of the standard deviations are bigger than 35 m/s for fixed
topographies. This illustrates how fixing a specific parameter generally
leads to an underestimation of the apparent uncertainties.

Since our approach is quite different from classical global seismic tomog-
raphy, we were interested in comparing our depth-averaged global velocity
models with other global S-wave velocity models: S20RTS (Ritsema et al.,
1999), S362ANI (Kustowski et al., 2006) and FER2007 (Ferreira et al.,
2007). We evaluate these models at various depths in order to compute the
required depth averages V ANI

s , V 400
s and V TZ

s , respectively. In Figure 5.12
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Figure 5.11: Comparison of V 400
s (top) and V TZ

s (bottom) between two
different inversions. In the first inversion the 400-, and 660-km topography
were allowed to vary (left, column) whereas in the second inversion they
were fixed (right, column). The deviations of the local mean, extracted
from the posterior pdfs, are plotted with respect to the global mean as shown
on top of the figures.
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our mean MDN models (left, column) are shown together with S20RTS
(right, column) and in Figure 5.13, S362ANI (left, column) is shown to-
gether with FER2007 (right, column). The overall agreement between all
four models is good. Within the anisotropic zone (top), which is known
to be very well constrained by fundamental mode surface waves (e.g. Rit-
sema et al., 2004), the four models are literally identical with correlation
coefficients R > 0.9 (see Table 5.2). With increasing depth the large scale
features of the four models agree still quite well. There are fast velocity
anomalies under continents and slow velocity anomalies under oceans be-
tween the 220-, and 400-km discontinuity (middle) and the fast velocity
anomalies at subduction zones within the transition zone (bottom) are vis-
ible in all four models. There are however some differences, most notably
in the south-eastern Pacific between 220 and 400 km depth (middle), where
our MDN model shows slow velocity anomalies which are not visible in any
other model. In Table 5.2 the correlation coefficients between all four mod-
els at the various depth ranges are summarized. The correlations between
all the models generally decrease with increasing depth. It is worth not-
ing that our MDN model correlates best over all three depth ranges with
FER2007, who inverted a similar data set. Generally correlations between
the other three models are better than with our MDN model even more so
with increasing depth. This might be due to the fact that we perform a
nonlinear inversion for absolute values whereas all the other models are ob-
tained from a linearized inversion for model perturbations with respect to a
reference model. Additionally the resolving power of seismic data generally
decreases with depth and as a consequence the resulting models depend
increasingly on prior information (regularization). We conclude that given
the different inversion algorithm our mean S-wave velocity models agree
reasonably well with other models.

5.6.2 The 660-km topography

Encouraged by our S-wave models we trained a MDN on the 660-km to-
pography and inverted dispersion curves at 492 geographic locations (Fig.
5.1). From the resulting posterior 660-km topography pdfs we compute
the mean, the standard deviation and the information gain of each poste-
rior with respect to the prior pdf and plot them in Figure 5.14 centered at
180◦ (left) and 0◦ (right) longitude. The global mean depth of the 660-km
discontinuity is 659 km and agrees well with average 660-km discontinuity
depth estimates from other studies (e.g. Shearer, 2000). The higher the
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Figure 5.12: Comparison of V ANI
s (top), V 400

s (middle) and V TZ
s (bottom)

between our mean MDN model (left, column) and S20RTS (right, column).
Deviations of the local from the global mean are plotted.
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Figure 5.13: Comparison of V ANI
s (top), V 400

s (middle) and V TZ
s (bottom)

between S362ANI (left, column) and FER2007 (right, column). Deviations
of the local from the global mean are plotted.
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Table 5.2: Correlation coefficients of Vs averaged over three different depth
ranges (V ANI

s , V 400
s and V TZ

s ) between our mean MDN model, S20RTS,
S362ANI and FER2007.

V ANI
s : MDN: S20RTS: S362ANI: FER2007:

MDN: 1 0.9181 0.9424 0.9531
S20RTS: 1 0.9635 0.9700
S362ANI: 1 0.9787
FER2007: 1

V 400
s :

MDN: 1 0.5575 0.5206 0.6361
S20RTS: 1 0.7566 0.8122
S362ANI: 1 0.7505
FER2007: 1

V TZ
s :

MDN: 1 0.4381 0.4337 0.4850
S20RTS: 1 0.6501 0.7168
S362ANI: 1 0.6360
FER2007 1
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information gain the more the posterior pdfs differ from the prior pdf and
the better the 660-km topography is resolved (Meier et al., 2007b). Gener-
ally a higher information gain corresponds to a relatively smaller standard
deviation. Interestingly regions of 660-km topography uplift, as observed
over large parts of the Pacific Ocean and along the plate boundaries, seem
to be better resolved than regions of a depressed 660-km topography, as ob-
served at the subduction zones in the western Pacific, in South- and North
America and in Africa.

In order to investigate this in more detail we show in Figure 5.15 the
joint pdfs of 660-km topography and V TZ

s at two specific locations indicated
by ’x’ and ’o’ in Figure 5.14. At location ’x’ the 660-km topography is
well constrained and at location ’o’ the 660-km topography is less well
constrained. It is interesting to see how the existing trade-offs between 660-
km topography and V TZ

s change dramatically from one location to another.
At location ’x’ there is literally no trade-off between 660-km topography
and V TZ

s over the a posteriori accessible velocity range, resulting in a very
narrow joint pdf and consequently in a well constrained 660-km topography
(Fig. 5.15a). At location ’o’ on the other hand, the trade-off between 660-
km topography and V TZ

s over the a posteriori accessible velocity range is
dramatic, resulting in a broad joint pdf and consequently in a less well
constrained 660-km topography (Fig. 5.15b).

In Figure 5.16 we compare our mean 660-km topography model with
TOPOTZ from Flanagan & Shearer (1998a) and with S362ANI from Kus-
towski et al. (2006), which is very similar to the model of Gu et al. (2003). In
both these models the 660-km topography is constrained by SS-precursors
whereas our model is solely constrained by surface wave overtones. Flana-
gan & Shearer (1998a) obtain absolute depth estimates of the 660-km dis-
continuity by converting differential travel times to discontinuity depth us-
ing a reference velocity model, whereas Kustowski et al. (2006) invert for
topography perturbations around a starting model. The large scale fea-
tures of the three models such as the uplift of the 660-km topography in
the Pacific Ocean as well as the depression of the 660-km topography in
the western Pacific, South- and North America agree surprisingly well. Fur-
thermore, the global mean of our MDN model and TOPOTZ are very close.
The main differences being underneath Africa, where our model shows a
depressed 660-km topography and interestingly S362ANI shows a slight de-
pression of the 660-km topography underneath Africa as well. Furthermore
agreement in the western Pacific between our MDN model and S362ANI is
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Figure 5.14: Mean 660-km topography deviation from the global mean (top)
together with the standard deviations (middle) and the information gain of
the posterior pdfs with respect to the prior pdf (bottom), centered at 180◦

(left) and 0◦ (right) longitude.
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Figure 5.15: (top, left) Conditional pdf of the 660-km topography condi-
tioned on V TZ

s at two different locations a) and b) as approximated by
a MDN. (top, right) Marginal pdf of V TZ

s ; (bottom, left) marginal pdf of
the 660-km topography approximated by a MDN (blue) together with the
marginal pdf obtained from the joint pdf (red). (bottom, right) Joint pdf of
the 660-km topography and V TZ

s obtained according to the decomposition in
equation 5.2.

better than between S362ANI and TOPOTZ. Another feature worth noting
is the uplift of the 660-km topography underneath the Filipino plate which
is neither visible in TOPOTZ nor in S362ANI. In Table 5.3 the correlation
coefficients between the three models are summarized. Correlation seems to
be particularly poor between our MDN model and TOPOTZ and S362ANI,
however the better correlation between TOPOTZ and S362ANI comes as
no surprise since S362ANI is damped towards the starting model which is
very close to TOPOTZ. However, the good agreement of the large scale fea-
tures of the 660-km topography especially between our mean MDN model
and S362ANI suggests that SS precursor measurements are consistent with
surface wave overtone measurements.

In Figure 5.17 we analyze the global variation of the 660-km topography
and plot the distribution of our mean MDN model (left, top) together with
the 660-km distribution from TOPOTZ (top, right) and S362ANI (bottom,
right). We see that for all three models the 660-km topography variations
are mostly ±10 km around their respective reference value. Depending on
the posterior uncertainties the variation of the mean might underestimate
the actual variation of the 660-km topography. Having full posterior pdfs
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Figure 5.16: Three different global models of the 660-km topography cen-
tered at 180◦ (left) and 0◦ (right) longitude. (Top) Our mean MDN model;
(middle) TOPOTZ; (bottom) S362ANI.
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Table 5.3: Correlation coefficients of the 660-km discontinuity between our
mean MDN model, TOPOTZ and S362ANI.

MDN: TOPOTZ: S362ANI:

MDN: 1 -0.1790 0.1819
TOPOTZ: 1 0.6087
S362ANI: 1

we generated 1000 samples from each of the 492 posterior pdfs and plot a
histogram (bottom, left) of all the samples to get a more realistic idea of
the global variability of the 660-km topography. Most of the topographic
variations (≈ 90%) are ±20 km around the global mean but variations
might be as big as ±40 km. Flanagan & Shearer (1998a) report standard
errors on the 660-km topography between 0 − 10 km and Gu et al. (2003)
do not provide any error estimates and our standard deviations range from
2−20 km. It is worth noting that our standard deviations or the broadness
of the posterior pdfs take the uncertainty in the mantel velocity model into
account, whereas the error estimates from Flanagan & Shearer (1998a) are
obtained for a fixed mantle velocity model.

Since we have full posterior pdfs of the 660-km topography rather than
only computing mean and standard deviation we can also compute more
interesting statistics such as the probability of the 660-km discontinuity to
be depressed or uplifted with respect to the global mean for example. In
Figure 5.18 the probability of the 660-km discontinuity depth to be smaller
than the global mean, 659 km, is plotted centered at 180◦ (top) and 0◦

(bottom) longitude. The bigger the probability the more likely the 660-km
discontinuity is to be uplifted and the smaller the probability the more
likely the 660-km discontinuity is to be depressed. We can now identify
regions of uplift and depression and quantify how probable they are.

5.6.3 The 400-km topography

We also trained a MDN on the 400-km topography and inverted the same
dispersion curves at 492 locations (Fig. 5.1). From the resulting pdfs
we computed the mean, the standard deviation and the information gain
of each posterior with respect to the prior pdf and plot them in Figure
5.19 centered at 180◦ (left) and 0◦ (right) longitude. Again, the higher
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Figure 5.17: 660-km topography distribution of our mean MDN model (top,
left), TOPOTZ (top, right) and S362ANI (bottom, right) together with a
histogram of 1000 samples drawn from the 492 posterior pdfs (bottom, left).
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Figure 5.18: Probability that the 660-km topography is uplifted with respect
to the global mean.
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the information gain the smaller the standard deviations and the better
resolved the 400-km topography. Instead of an anti-correlation between the
660- and 400-km topography we rather see a positive correlation between
the two (correlation coefficient R = 0.4413). In specific areas, such as near
the subduction zones in eastern Asia and underneath South America we
observe a depression in both the 660-, and the 400-km topography. Over
large parts of the Pacific ocean on the other hand we observe an uplift
in both the 660- and the 400-km topography. A similar observation was
made by Schmerr & Garnero (2007) underneath South America, where
they report a depression in both the 400- and 660-km topography. They
explained their finding with possible chemical heterogeneities influencing
the 400-km topography.

We compare our 400-km topography with three other models, with
TOPOTZ from Flanagan & Shearer (1998a), S362ANI from Kustowski
et al. (2006) and with OXFORD from Chambers et al. (2005). As can
be seen from Figure 5.20 and from the correlation coefficients in Table
5.4 agreement between all the models is particularly poor. Even though
TOPOTZ, S362ANI and OXFORD are based on SS precursors agreement
between them is as poor as with our mean MDN model constrained by
surface wave overtone measurements. Such a huge variety of four indepen-
dent models indicates that posterior uncertainties are quite large (i.e. all
four models are solutions). Disagreement between the four models might
simply be explained by a globally not well defined, broad 400-km disconti-
nuity caused by relatively high water concentrations or other compositional
effects (e.g. Litasov et al., 2006; Frost & Doleǰs, 2007). A broad 400-km
discontinuity might alter the SS precursors in way that makes it difficult
to derive absolute discontinuity depth estimates from them. The most
striking difference between our MDN model and the other three models,
constrained by SS precursors, is definitely the globally averaged disconti-
nuity depth. We find an average 400-km depth of 394 km in comparison
to 418 km in TOPOTZ, and 409 in OXFORD. If the 400-km discontinuity
is indeed as broad as ≈ 20 km the average depth estimates are of limited
relevance.

In Figure 5.21 we analyze the global variation of the 400-km topography.
Instead of showing a histogram of the 492 mean values we generated 1000
random samples from each of the 492 pdfs and plot the resulting histogram
of all the samples (top, left) together with the variation as in TOPOTZ
(top, right), OXFORD (bottom, left) and S362ANI (bottom, right). As
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Figure 5.19: Mean 400-km topography deviation from the global mean (top)
together with the standard deviations (middle) and the information gain of
the posterior pdfs with respect to the prior pdf (bottom), centered at 180◦

(left) and 0◦ (right) longitude.
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Figure 5.20: Four different global models of the 400-km topography. (top,
left) Our mean MDN model, (top, right) TOPOTZ, (bottom, left) OXFORD
and (bottom, right) S362ANI.
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Figure 5.21: 400-km topography distribution of our mean MDN model (top,
left), TOPOTZ (top, right), OXFORD (bottom, left) and S362ANI (bottom,
right).

opposed to Flanagan & Shearer (1998a) and Gu et al. (2003) we find com-
parable topographic variations of the 660- and the 400-km discontinuity.
Variations are bigger than in TOPOTZ and S362ANI but agree reasonably
well with the OXFORD model. As already mentioned in the resolution
analysis the 400-km topography seems to be less well constrained than the
660-km topography, as can be seen from the distribution of the information
gain (Fig. 5.22, left) and the distribution of the standard deviation (Fig.
5.22, right). Obviously the information gain for the 660-km topography
pdfs (top, left) is generally higher than for the 400-km topography (bot-
tom, right) and similarly the standard deviations are smaller for the 660-km
topography (top, right) as for the 400-km topography (bottom, right). It
is very difficult to favor one model over the other especially without having
any estimates of the posterior uncertainties.

As for the 660-km discontinuity we computed the probability that the
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Figure 5.22: Information gain with respect to the prior pdf of the posterior
660-km topography pdfs (top, left) and of the posterior 400-km topography
pdfs (bottom, left), together with the standard deviations of the 660- (top,
right) and 400-km topography (bottom, right).

Table 5.4: Correlation coefficients of the 400-km discontinuity between our
mean MDN model, TOPOTZ, S362ANI and OXFORD

MDN: TOPOTZ: S362ANI: OXFORD

MDN: 1 -0.0112 0.1652 -0.0727
TOPOTZ: 1 0.3651 0.0188
S362ANI: 1 0.1136
OXFORD: 1
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400-km discontinuity is uplifted with respect to the global mean (Fig. 5.23).
There seems to be an ocean/continent signal in our 400-km topography;
probability of uplift is generally p(up) > 0.5 beneath oceans and p(up) < 0.5
beneath continents.

5.6.4 Transition zone thickness

Here we present the global map of transition zone thickness. In Figure
5.24 the mean (top), the standard deviation (middle) and the information
gain (bottom) computed from the posterior pdfs as approximated by a
MDN is plotted. As for the 400-km discontinuity the globally averaged
transition zone thickness of 268 km differs quite a bit from 240 km as
in TOPOTZ and 242 km as reported by Gu & Dziewonski (2002). An
average transition zone thickness of 268 km is however consistent with the
average 400- and 660-km discontinuity depth from the two independent
inversions reported above. The observed difference in the transition zone
thickness can therefore be attributed solely to the difference in the average
400-km discontinuity depth. It is worth mentioning that there is a strong
continent-ocean signal visible in the information gain (bottom), indicating
that beneath oceans the transition zone thickness is better constrained than
beneath continents. We generally observe a thin transition zone underneath
Eurasia and a rather thick transition zone underneath the Pacific ocean
pretty much the opposite of what was reported by Flanagan & Shearer
(1998a) and Gu & Dziewonski (2002).

5.6.5 Temperature and water content variations within the

transition zone

We estimate temperature and water content variations within the transi-
tion zone from our global models of transition zone thickness and vertically
averaged S-wave velocity within the transition zone. We assume a linear
dependence of variations in transition zone thickness and S-wave velocity
on variations in temperature and water content, for simplicity other compo-
sitional effects are neglected (e.g. Suetsugu et al., 2006; Shito et al., 2006):

∆d =
∂d

∂T
∆T +

∂d

∂H2O
∆H2O,

∆lnVs =
∂lnVs

∂T
∆T +

∂lnVs

∂H2O
∆H2O, (5.3)
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Figure 5.23: Probability that the 400-km topography is uplifted with respect
to the global mean.
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Figure 5.24: Mean transition zone thickness deviation from the global mean
(top) together with the standard deviations (middle) and the information
gain of the posterior pdfs with respect to the prior pdf (bottom), centered at
180◦ (left) and 0◦ (right) longitude.
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where ∆d and ∆dlnVs are perturbations in transition zone thickness and
S-wave velocity with respect to their global averages taken from our global
MDN models. The partial derivatives are taken from experimental studies:
∂d
∂T = −0.19±0.05 km/T (Litasov et al., 2006); ∂d

∂H2O = 14.5±7.25 km/wt.%

(Litasov et al., 2006); ∂lnVs

∂T = −6 ± 2 × 10−5K−1 (Stixrude & Lithgow-

Bertelloni, 2005); ∂lnVs

∂H2O = −0.021 ± 0.002 1/wt.% (Smyth & Jacobsen,
2006). The unknowns ∆T and ∆H2O are local perturbations with respect
to a global unknown average.

The partial derivatives are assumed to be Gaussian distributed with
mean and standard deviation as indicated. We then proceed by generating
10000 independent random samples for each of the four partial derivatives
and solve equation 5.3 at each of the 492 geographic locations for 10000
independent samples, ∆d and ∆lnVs, drawn from the corresponding poste-
rior pdfs. In this way uncertainties in transition zone thickness and S-wave
velocity as well as in the experimentally determined partial derivatives are
taken into account and the resulting 10000 values of ∆T and ∆H2O at
each of the 492 geographic locations constitute the posterior pdfs of the
two parameters. The resulting means and standard deviations of the tem-
perature and water content variations within the transition zone are shown
in Figures 5.25 and 5.26, respectively.

Note how the subduction zones in the western Pacific and South Amer-
ica correspond as expected to relatively colder temperatures. Furthermore
beneath continental regions such as Africa, Eurasia and North America as
well as over large parts of the Pacific relatively warmer temperatures are
observed. We observe maximal temperature variations of ±150 C◦ (Fig.
5.25). Water content is relatively low in the subduction zones in the west-
ern Pacific and South America and relatively high over larger parts of the
Pacific (Fig. 5.26). These are however preliminary results and further
investigations are required to give a more detailed interpretation of the
presented results.

5.7 Concluding remarks

We inverted surface wave overtone measurements for 400-, 660-km topogra-
phies, transition zone thickness as well as vertically averaged S-wave veloc-
ities, averaged over three different depth ranges, using a neural network
approach. We generally find that posterior uncertainties are rather big
with standard deviations between 7 − 20 km for the 400-km topography,
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Figure 5.25: Mean temperature deviation from the unknown global mean
within the transition zone (top) together with the standard deviations (bot-
tom), centered at 180◦ (left) and 0◦ (right) longitude.
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Figure 5.26: Mean water content deviation from the unknown global mean
within the transition zone (top) together with the standard deviations (bot-
tom), centered at 180◦ (left) and 0◦ (right) longitude.
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between 2 − 20 km for the 660-km topography and between 6 − 20 km for
the transition zone thickness. The standard deviations are comparable to
the variations of the mean 400- and 660-km discontinuity depth as well as
the variation of the mean transition zone thickness. Nevertheless, consider-
ing that the two topographies are allowed to vary a priori ±30 km around
their respective reference values of 400 km and 670 km and the transition
zone thickness as a consequence ±60 km around the reference thickness of
270 km, the phase velocity maps definitely contain some information about
the 400- and 660-km discontinuities.

The large scale features of our mean 660-km topography model agree
reasonably well with the 660-km topography as in TOPOTZ and S362ANI.
We also observe an uplifted 660-km topography over large parts of the
Pacific ocean and depression of the 660-km topography at the subduction
zones in the Western Pacific. In general agreement between our model and
S362ANI is better than with TOPOTZ. The observed depressions in the
660-km topography are however more localized and less pronounced than
in the other two models. We further noted that using surface wave overtone
measurements uplift of the 660-km topography is better constrained than
depression of the topography. As far as the 660-km topography is concerned
we conclude that the surface wave overtone measurements are consistent
with SS precursor measurements. As a consequence our results further
support the existence of a sharp phase-transformation origin of the 660-km
discontinuity, whose depth being mainly sensitive to lateral variations in
temperature and water content. Litasov et al. (2006) observed that the
presence of water shifts the phase transformation related to the 660-km
discontinuity towards higher pressures but does not affect its depth range,
which is consistent with our observations.

Regarding the 400-km discontinuity the situation seems more compli-
cated. Agreement between our mean MDN model, TOPOTZ, S362ANI
and OXFORD is very poor. Given the discrepancy between the models we
conclude that the 400-km discontinuity is not very well constrained and in-
terpret the observed variations as a measure of the posterior uncertainties.
Disagreement of four independent studies further suggests that the 400-km
discontinuity is not that well defined and possibly broader than previously
expected on a global scale. Recent studies investigated the effect of water
on the phase transformation attributed to the 400-km discontinuity and
came to the conclusion that the presence of water causes the olivine to
wadsleyite transformation to broaden (e.g. Litasov et al., 2006; Frost &
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Doleǰs, 2007). A broad 400-km discontinuity might alter the SS precursors
in way that makes it difficult to obtain absolute depth estimates, explain-
ing the discrepancy between the three SS precursor studies. Using surface
wave overtone measurements we might map an average 400-km discontinu-
ity depth, explaining the difference from SS precursor studies that might
map the bottom of a broad 400-km discontinuity. We conclude that a broad
400-km discontinuity might not only be the explanation for the observed
discrepancy between the average depth of 394 km we found using surface
wave overtone measurements and the average depth estimates of 408 km
(Chambers et al., 2005) and 418 km (Flanagan & Shearer, 1998a) from SS
precursor studies, but might also explain the discrepancy between the three
SS precursor studies.

We do not question the global existence of the 400- and 660-km discon-
tinuities, but obtaining absolute depths estimates of these discontinuities is
subject to large posterior uncertainties in the order of the reported varia-
tions. We find reasonable agreement of our mean MDN 660-km topography
model and other 660-km topography models based on SS precursors. Agree-
ment between the 400-km topography and consequently transition zone
thickness is however very poor. Possibly the 660-km discontinuity is sharp
and therefore easier to determine. The 400-km discontinuity might occur
over a depth range as broad as 20 km depending on mantle temperature
and water concentrations as demonstrated by Frost & Doleǰs (2007). The
observed difference in global 400-km discontinuity depth of 15 km between
our mean MDN model and OXFORD and of 24 km between our MDN
model and TOPOTZ might indicate that the 400-km discontinuity occurs
globally over a depth range of 15 − 25 km. A sharp 660-km discontinuity
and a broad 400-km discontinuity is consistent with high water concentra-
tions within the transition zone (Litasov et al., 2006; Frost & Doleǰs, 2007).
Furthermore a broad 400-km topography might be related to a 2 − 20 km
thick partially melted layer atop of the 400-km discontinuity as predicted
by the transition zone water filter (Bercovici & Karato, 2003) and observed
by Song et al. (2004) and Jasbinsek & Dueker (2007).

Instead of attributing variations in transition zone thickness and S-wave
velocity solely to temperature variations, we demonstrated how these two
independent models can be used to estimate both variations in tempera-
ture and water content. It was assumed that variations in transition zone
thickness and S-wave velocity are linearly related to variations in temper-
ature and water content, with the required partial derivatives taken from
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experimental studies. The big advantage of our approach compared to sim-
ilar studies (Suetsugu et al., 2006; Shito et al., 2006), being that the input
models of transition zone thickness and vertically averaged S-wave velocity
are obtained from a joint inversion of the same data set using the same
prior information (regularization). The presented models offer a first step
towards a quantitative interpretation of tomographic models in terms of
temperature and water content.



Chapter 6

Concluding remarks

In seismic tomography in general a linearized inverse problem is solved for
model perturbations with respect to a 1-D reference model. This approach
has been very successful in mapping global 3-D velocity variations with re-
spect to 1-D reference models. If however the nonlinearities are too strong
and/or the perturbations with respect to the 1-D reference model are too
large, linear perturbation theory breaks down. To remediate this problem
a better 3-D reference model might be used, or ultimately the full nonlin-
earity of the forward problem should be taken into account. Focus of this
thesis was on the latter, it explored neural networks for solving nonlinear
inverse problems in general and for inverting surface wave dispersion data
in particular. We illustrated how a MDN offers an alternative to sampling
based inversion techniques, providing similar statistical information about
the solution. Not only nonlinear inverse problems can be solved using a
MDN but instead of providing a single best model, 1-D marginal pdfs of
the parameter of interest are obtained.

In Chapter 3 we inverted fundamental mode surface wave data for
a global crustal thickness model with corresponding uncertainties. It was
demonstrated how the assumed measurement errors on the phase and group
velocity maps determine the amount of regularization either implicitly thro-
ugh the addition of noise on the training data, or explicitly through the ad-
dition of a regularization term to the error function to be minimized. We
compared posterior pdfs of crustal thickness as approximated by a MDN
with histograms obtained from a conventional Monte Carlo inversion using
the samples form the training set (Fig. 3.15). Using a MDN consistent
results were obtained compared to the Monte Carlo inversion and we con-

133
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cluded that the MDN approximates the posterior pdf of crustal thickness
correctly. Furthermore we compared our mean crustal thickness model with
CRUST2.0 (Bassin et al., 2000) and CUB2 (Shapiro & Ritzwoller, 2002)
and found, despite some regional differences, a good agreement between
the three models. In Chapter 4 we demonstrated that once a training
set is generated it is straightforward to invert for any combination of pa-
rameters one might be interested in. It was demonstrated that the dif-
ference in information content between posterior and prior pdfs quantifies
the extent to which a parameter is constrained by the data. We trained a
MDN on vertically averaged crustal S-wave velocity and presented a global
model of this parameter. Together with the crustal thickness model this
represents a global crustal model that can be used to compute crustal cor-
rections for surface wave tomography. Finally, in Chapter 5 we inverted
an extended data set consisting of surface wave overtone measurements
for velocity structure in the upper mantle and absolute depth estimates
of the transition zone discontinuities. Agreement of our mean upper man-
tle S-wave velocity models and other S-wave velocity models was generally
good. Agreement between our mean 660-km topography and two other
global 660-km topography models obtained from SS precursors is accept-
able, even though our posterior uncertainties are large and comparable to
the mean topographic variations. Our results further support the existence
of a sharp phase-transformation origin of the 660-km discontinuity, whose
depth being mainly sensitive to lateral variations in temperature and wa-
ter content. The most controversial finding is definitely the average 400-km
discontinuity depth of 394 km that differs significantly from other estimates
of 408 km by Chambers et al. (2005) and 418 km by Flanagan & Shearer
(1998a). We concluded that a broad 400-km discontinuity might explain
the observed discrepancy between the average depth estimates of our study
and the average depth estimates from SS precursor studies. Finally we es-
timate variations in temperature and water content within the transition
zone from variations in transition zone thickness and S-wave velocity. The
resulting maps offer a first step towards a quantitative interpretation of
tomographic models in terms of temperature and water content.

The way inverse problems in Chapters 3-5 were solved, is characteris-
tic of solving inverse problems within a probabilistic Bayesian framework.
First a prior over the model space, depending on the specific problem, is de-
signed. Generating 1-D models of velocity with depth, as considered in this
work, a prior that avoids highly oscillating, physically implausible models
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is required. Additionally, the variety of models drawn from the prior model
pdf should at least reflect the maximal amount of velocity variation one
might expect. There is for example little point in constructing a prior that
allows negative velocities or velocity differences between two models that
span many order of magnitudes. A too restrictive prior on the other hand
is not desirable neither, because it might bias the obtained result. Once
the degree of smoothness and the variety of the generated models is satis-
factory, the data are analyzed and the extent to which the prior models are
compatible with the data is quantified. This results in the solution of the
inverse problem as represented by the posterior pdf (in our case network
training and its application to the data set). If a parameter is not resolved,
all the prior models are compatible with the data and the resulting pos-
terior will be identical to the prior (i.e. the data contain no information
on the parameter of interest). At this point we either conclude that given
the prior assumptions the parameter of interest is not resolvable by the
data, or we go back to the beginning, change the prior and repeat the same
procedure.

To cut a long story short, realizing that the obtained results depend
crucially on the chosen prior generally indicates that there is not much the
data have to say and the result is determined mostly by prior information.
The opposite being also true, if a parameter is very well constrained, the
prior has little influence on the obtained results. Within the anisotropic
zone, which is known to be very well constrained by fundamental mode
surface waves, agreement between our mean S-wave velocity model and
three other models obtained from linearized inversion techniques are indeed
very good. With increasing depth, the models are less well constrained
by the data and as a consequence the differences between the various S-
wave models increase (see Section 5.6.1). The increasing difference between
the models is explained by prior information, which differs from model to
model. Differences in velocity models from different research groups, as
observed in the mid-mantle, might simply be due to large uncertainties in
the presented models. Instead of presenting another model or trying to
adjust the prior such as to reproduce already published models, it might
be worth evaluating which parts of the model are resolved by the data and
which parts are constrained by prior information. In this way we may be
able to move from a purely qualitative to a more quantitative comparison
of the various models.

What makes solving inverse problems within a probabilistic Bayesian
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framework so appealing is the possibility to visualize and quantify the in-
formation about a specific model parameter contained in the data. This is
possible by simply comparing posterior and prior pdfs. As long as a spe-
cific model parameter is well constrained and perturbation theory holds,
differences between the best fitting model - obtained from conventional lin-
earized inversion techniques - and the maximum likelihood model from the
posterior pdf are generally small. If however a specific model parameter
is not that well constrained you might fool yourself by looking at the best
fitting model instead of taking the full posterior pdf into account.
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Summary

In this thesis a neural network approach to invert surface wave data for dis-
continuities and velocity structure in the upper mantle was presented. We
showed how such neural networks can be trained on a set of random sam-
ples to give a continuous approximation to the inverse relation in a compact
and computationally efficient form. The trained networks were applied to a
real data set consisting of surface wave dispersion measurements. For each
inversion, performed on a global grid, the a posteriori probability density
functions (pdfs) of crustal thickness and independently of vertically aver-
aged crustal shear wave velocity are obtained. From this pdfs, any desired
statistic such as mean and variance can be computed. The obtained results
were compared with current knowledge of crustal structure. Generally our
results are in good agreement with other crustal models. However in certain
regions such as central Africa and the back arc of the Rocky Mountains we
observed a thinner crust than the other models. We also found evidence
for thickening of oceanic crust with increasing age. We showed that the re-
sulting model allows to compute global crustal corrections for surface wave
tomography for periods T > 50 s for phase velocities and T > 60 s for
group velocities

In a second application we inverted surface wave overtone measurements
for posterior pdfs of the 400-, 660-km discontinuities, transition zone thick-
ness as well as vertically averaged S-wave velocity within the transition.
We found that posterior uncertainties are almost as large as the observed
variations of the mean 400- and 660-km depth as well as the mean tran-
sition zone thickness. Nevertheless, the model of the mean 660-km topog-
raphy agrees reasonably well with other global models constrained by SS
precursors, giving further evidence for a well defined and sharp 660-km
discontinuity. The situation for the 400-km discontinuity however is more
complicated. Agreement between four different 400-km topography mod-
els is very poor and we found a global average discontinuity depth of 394
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km which is significantly lower than 409 and 418 km reported previously.
Surface wave overtones and SS precursors should give similar results for a
sharp 400-km discontinuity. If the 400-km discontinuity however is broad,
it might be that surface wave overtones map an average depth that differs
from the bottom of the discontinuity as mapped by SS precursors. Experi-
mental studies suggest that if water concentrations are sufficiently high the
400-km discontinuity might be as broad as 20 km. The observed difference
in the mean depth of the 400-km discontinuity between surface wave over-
tone measurements and SS precursor studies might therefore be indicative
of high water concentrations near 400-km depth on a global scale. Further-
more we computed global models of variations in temperature and water
content within the transition zone. These models were obtained, assuming
a linear dependence of variations in transition zone thickness and vertically
averaged S-wave velocity on variations in temperature and water content.
The resulting maps offer a first step towards a quantitative interpretation
of tomographic models in terms of temperature and water content.
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Samenvatting

In dit promotieonderzoek gebruikten wij neurale netwerken om oppervlak-
tegolven te analyseren. Hiermee waren wij in staat globale modellen van
discontinüıteiten en de snelheidsstructuur van de bovenmantel te maken.
Wij demonstreerden hoe neurale netwerken gebruikt worden kunnen om een
inversie probleem op een efficiënte en compacte manier op te lossen. Met de
getrainde netwerken hebben wij oppervlaktegolven voor een globaal model
van de aardkorst en de snelheidsstructuur in de korst gëınverteerd. Er is
een goede overeenstemming tussen ons korstmodel en twee andere mod-
ellen. Er zijn echter ook plaatsen, zoals in Afrika en de Rocky Mountains,
waar de korst in ons model dunner is vergeleken met de andere modellen.
In ons model is ook te zien dat de oceaankorst dikker wordt naarmate je
verder weg van een mid-oceanische rug kijkt.

Wij hebben vervolgens dezelfde techniek toegepast om de topografie van
discontinüıteiten op een gemiddelde diepte van 400 en 660 km in kaart te
brengen. De verandering van deze topografie leert ons iets over de temper-
atuur en druk op deze diepte. Wij zijn de eersten die oppervlaktegolven
gebruikt hebben om zulke topografie modellen te maken. Wij vinden de
400 km discontinüıteit gemiddeld bijna 20 km dichter bij het aardopper-
vlak in vergelijking met bestaande modellen. Als dit klopt zou de water
concentratie op deze diepte erg hoog moeten zijn, omdat de aanwezigheid
van water de positie van de 400-km discontinuteit bëınvloedt.

149





Acknowledgments

First of all I want to thank Roberta who not only supported me over the
last four years but also made me develop my personality; in this way she
contributed a lot to this work.

I very much appreciated the support of my supervisors Jeannot and
Andrew, who initiated a very interesting project and always kept being
confident in my progress. I was able to benefit from their expertise and I
want to thank both of them for many thoughtful comments and enlighten-
ing discussions. Furthermore I was especially impressed by Jeannot’s late
evening performances at conferences. I am very grateful for the possibil-
ity they gave me to participate in the HPC-Europe project, during which
I spent three interesting months in Edinburgh at the Parallel Computing
Center. In this context I want to thank Fiona - my contact person there -,
without her help my algorithm would be half as parallel as it is now. The
time in Edinburgh also reminds me to thank Robbert who was volunteer-
ing to overtake my teaching duties during my stay in Edinburgh something
he was however already used to. I would also like to thank Hanneke for
having a great collection of hard to find articles and more importantly for
answering many questions during later stages of my project.

A formal thanks goes to my reading committee Nikolai Shapiro, Klaus
Holliger, Rinus Wortel, Albert Tarantola and Michael Kendall. I definitely
appreciate the time they sacrificed to read my thesis. A special acknowl-
edgment goes to Klaus who is the one to blame that I started here as a
PhD in Utrecht. I also thank Arie van den Berg, Hanneke Paulssen and
Kabir Roy-Chowdhury, for being in the committee at my defense.

After all I would like to thank all the staff members, my friends and all
the Fajalobistas. I would like to thank Henk for making coffee every day
and giving me the possibility to talk some dutch. My thanks go also to
Theo, not only does he consider Rochefort as one of the best Belgian beers
but he also helped me out with computer related issues. Equally I would

151



like to thank Joop who was answering many computer related questions
and Arie for always being a positive presence on the third floor and for
his yearly dinner parties in Houten. I would like to thank Jacqueline for
being always so efficient and goodhearted. Then I would like to thank my
colleagues from the third floor: Illaria the Italian coffee-machine, Wouter
who helped with the dutch summary, Karin, May, Stefan, again Robbert,
Frederic, Ane, Sergei - may he be happy in Dublin -, Arend and from the
second floor: Jost, Thomas, Maisha, Karin, Senen, Bahajat, Pieter, Celine,
Pasha, Steven, Ali, Marzie, Wim & Gabi. I want to thank Mariene you
were a great housemate, Simona for the Botarga, Phil the man for his
great summer residence and his car, Siska for Oerol and sailing, Christian
for being such a great groupie and his cultural activism, Xavier and Laurie.
I would also like to thank the football team of Faja Lobi for the many
fun hours on and of the pitch. A special thank goes to my paranimfen
Ebru and Flavio. Ebru taught me a lot about desserts, Turkish coffee and
politics from a Turkish point of view. Surprisingly enough we managed to
work together even after the Swiss knocked out Turkey. I thank Flavio for
visiting me regularly alone or with Sara and for being a great friend. I also
want to thank Marc and Mike for showing up here in Utrecht and keeping
in touch over the years.

Finally I also want to thank my family for being a great support during
all this years.

152



Curriculum vitae

2008-present: PostDoc position,

Institute de Physique du Globe,

Paris, France.

2004 - 2008: PhD in Seismology,

Faculty of Geosciences,

Utrecht University, the Netherlands.

2005: Participation at the HPC-Europe Project,

Parallel Computing Center,

Edinburgh, Scotland.

2002 - 2003: Scientific employee,

Federal Institute of Technology,

Zurich, Switzerland.

1997 - 2002: Master in Geophysics,

Federal Institute of Technology,

Zurich, Switzerland.

1991 - 1996: Secondary school,

Kantonsschule,

Schaffhausen, Switzerland.

153




