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Abstract

| argue that science, art, music, comedy are just by-prgdofcour intrinsic
desire to create / discover marevel patternsthat is, data compressible in hitherto
unknown ways. Itis possible to rigorously formalize thisicept and implement it
on learning machines, thus building artificial robotic stigts and artists equipped
with intrinsically motivated curiosity and creativity. Usymarize our work on this
topic since 1990; for concrete implementation details (#2009) see [17, 16, 30,
20, 21, 24, 25].

This overview heavily draws from previous papers for a meaierse-oriented audi-
ence [17, 16, 30, 20, 21, 24, 26, 25]. In fact, certain part# afe just minor revisions
of previously published work [25, 26] based on earlier papf@d, 24, 19] and thus are
©Springer-Verlag Berlin Heidelberg 2009 and the Societynstiument and Control
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1 Novel Patterns Through Compression Progress Drive

Karl Popper claimed that “all life is problem solving” [15]0 solve existential prob-
lems such as avoiding hunger or heat, a baby has to learn teoimithally unknown
environment responds to its actions. To find mother’s breasnever hunger sensors
get active is a non-trivial action sequence involving nuposrneural muscle control
signals in response to tactile and other sensory stimuli.

When there is no immediate need to satisfy thirst or othdt-buprimitive drives,
the baby does not run idle. Instead it actively conducts expts: what sensory
feedback do | get if | move my eyes or my fingers or my tongueljkstthat? Being
able to predict effects of actions will later make it eas@mptan control sequences



leading to desirable states, such as those where heat agdrsensors are switched
off.

The growing infant quickly gets bored by things it alreadyderstands well, but
also by those it does not understand at all, always seardbingew effects exhibit-
ing some yet unexplained but learnable regularity. It aggumore and more complex
behaviors building on previously acquired, simpler bebes:i Eventually it might be-
come a physicist discovering previously unknown physiaald, or an artist creating
new eye-opening artworks.

For along time | have been arguing, using various wordirigg,dll this behavior is
driven by a very simple mechanism that maximizes the intgoyeor intrinsic reward
for the discovery ohovel patternsBoth concepts are essentiglattern andnovelty
Let us nail them down formally such that we can implement thige on computers
and robots, to build artificial scientists and artists.

1.1 Patterns and Subjective Simplicity or Beauty

What exactly is a pattern? Computer science has the answgrs& of raw data, such
as the history of some observer’s previous actions & semsat rewards, exhibits a
pattern or regularity if there is an algorithm or computesgram that can compress
it [11]. Random noise is irregular and arbitrary and incoesgible. But videos are
regular as most single frames are very similar to the prevame. By encoding only
the deviations, movie compression algorithms can savefat®rage space. Complex-
looking fractal images [12] are regular, as they usuallkladot like their details, being
computable by very short programs that re-use the same e@il@od over again for
different image parts. The entire universe is regular [28]ery photon behaves the
same way; gravity is the same on Jupiter and Mars, mountaunally don’'t move
overnight but remain where they are, etc.

There is no general way of finding the shortest program coimgainy given data
[11]. This shall not worry us. LeD(t) denote the state of some subjective obsetver
at timet. O has some method for compressing the growing data histomgoring to
ourlazy brain theory[19, 18, 21, 24, 26, 25] we identify the subjective simpliaitr
compressibility or regularity or beauty(D, O(t)) of a new observation sequence or
action sequencP (but not its interestingness or aesthetic / artistic vakee-below) as
the negative number of bits required to enca@diggiven the observer’s current limited
prior knowledge and limited compression method.

For example, to efficiently encode previously viewed hunse$, a compressor
such as an artificial neural network may find it useful to gatesthe internal represen-
tation of a prototype face. To encode a new face, it must ontpde the deviations
from the prototype [19]. Thus a new face that does not dewateh from the proto-
type will be subjectively more beautiful than others. (Tinisnediately explains why
many human observers prefer faces similar to their own—wiegt see every day in
the mirror will influence their subjective prototype facer s§imple reasons of coding
efficiency). Similarly for faces that exhibit geometric tdgrities such as symmetries
or simple proportions [24]—in principle, the compressoimaaploit any regularity for
reducing the number of bits required to store the data.



Generally speaking, among several sub-patterns clasag@inparabldy a given
observer, the subjectively most beautiful (but not the niastresting or aesthetically
rewarding - see below) is the one with the simplest (shgrtésstcription, given the
observer’s current particular method for encoding and nrezimg it [19]. For exam-
ple, mathematicians find beauty in a simple proof with a stiestription in the formal
language they are using. Others like geometrically simpledomplexity drawings of
various objects [19].

Note that this automatically takes into account the contiextendency of regular-
ity and beauty. Elements of many artfully designed Japagasgens reflect environ-
mental features such as silhouettes of surrounding mowntdihe shared regularities
make the description of both garden and environment shtiréer the description of
the garden by itself, concatenated with the descriptioh@gnvironment by itself. For
similar reasons a mountain village of similar shacks magmfnearby mountain rocks
looks “nicer” in the eyes of many observers than a less homags less compressible
collection of houses with arbitrary, partially incompagilstyles.

What's beautiful is not necessarily interesting or ae#thély rewarding though. In
fact, many artists agree that good art does not have to beifueai beautiful thing
is interesting only as long as it is new, that is, as long agtherithmic regularity that
makes it simple has not yet been fully assimilated by the @gapbserver who is still
learning to compress the data better. This is the subjebtieafiéxt section.

1.2 Novel Patterns and Subjective Interestingness

Babies, scientists, artists, and others do not use the samgression method forever,
but improve it all the time, continually exploiting newlysdiovered regularities in the
incoming data stream. It is possible to buddificial self-improving compression
algorithms based on artificial neural networks and otherhimeclearning techniques
[17, 16, 30, 20, 21, 24, 26, 25]. For both artificial and biatad) observers we may
define the time-dependent subjectimterestingnessr Noveltyor Surpriseor Aesthetic
Rewardor Aesthetic Valud (D, O(t)) of dataD relative to observe® at timet by

OB(D,0(t))
ot ’

thefirst derivativeof subjective beauty: as the learning agent improves itgoression
algorithm, formerly apparently random data parts beconigestively more regular
and beautiful, requiring fewer and fewer bits for their eiog. As long as this process
is not over the data remains interesting, but eventuallg@dmes boring even if it is
beautiful.

Discrete time variants of this concept have been implenteatel / or described
in detail earlier [17, 16, 30, 20, 21, 24, 26, 25]. One of theest ways of calculat-
ing subjective interestingness is this: count how many diésneeded to encode the
data before and after learning; the difference (the numbsrawedbits) corresponds
to the internal joy or intrinsic reward for having found a nqweviously unknown
regularity—a novel pattern.

I(D,0(t)) ~ 1)



1.3 Maximizing the Joy of Finding Novel Patterns

Everybody actively chooses the actions that influence tlsemved data: a scientist
chooses his experiments, a baby its toys, a visual artistdhiss, a dancer his moves,
or any attentive system its next sensory input. Above we Idaetified three essen-
tial ingredients of a creative (possibly artificial) scishbor artist: (1) a predictor or
compressor of the continually growing data history (exjpigi currentlyknownpat-
terns), (2) a learning algorithm that continually improwes predictor or compressor
(detectingnovelpatterns), (3) a formal measure of the compressor’s preqreee to
the learning algorithm), to calculate intrinsic or aesthewards. What is still missing
is (4) a reward optimizer translating those rewards int@actequences expected to
maximize cumulative future reward, byakingnovel patterns (possibly through ex-
ploitation of processes in the environment). The field offfReicement Learning (RL)
offers many (more or less powerful) methods for doing so [£4. Some of them
were used in our earlier implementations and descriptibogmous, creative systems
[17, 16, 30, 20, 21, 24, 26, 25].

1.4 Relation to External Reward

Of course, the real goal of many cognitive systems is nottjugind novel patterns,
but to solve externally given problems. Any formalizableldem can be phrased as a
Reinforcement Learning (RL) problem for an agent living ipassibly unknown en-
vironment, trying to maximize the future external rewargested until the end of its
possibly finite lifetime. The new millennium brought a femmmely general, even
universal RL algorithms or universal problem solvers orvarsal Artificial Intelli-
gences (Als) that are optimal in various theoretical butremtessarily practical senses,
e. g., [8, 27]. To the extent that search for novel pattermscampression progress as
above are helpful, these universal methods will automiftidescover and exploit such
concepts. Then why bother at all writing down an explicibfiework for creativity and
active pattern search and curiosity-based experimentatio

One answer is that the present universal approaches sweepthe carpet certain
problem-independent constant slowdowns, by burying thethe asymptotic notation
of theoretical computer science. They leave open an eafeathaining question:
If the agent can execute only a fixed number of computatiaratuctions per unit
time interval (say, 10 trillion elementary operations pecand), what is the best way
of using them to get as close as possible to the recent theadriits of universal
Als, especially when external rewards are very rare, asé#se in many realistic
environments? The premise of this paper is that the cuyidsive or “novel pattern
search drive” is such a general and generally useful corfoefitnited-resource RL
in rare-reward environments that it should be prewired,@®oeed to be learnt from
scratch, to save on (constant but possibly still huge) cdatjon time. An inherent
assumption of this approach is that in realistic worlds aeletxplanation of the past
can only help to better predict the future, and to acceldteesearch for solutions to
externally given tasks, ignoring the possibility that ogity may actually be harmful
and “kill the cat.”

Many of our creative RL machines simply add external andivatlrewards, maxi-



mizing the expected future cumulative sum of both [16, 30,221 26, 25]. In absence
of external reward, or when there is no known way to furtheréase the expected
external reward, such a machine essentially tries to maeitnie noveltyor interest-
ingnessor aesthetic rewarar artistic value thefirst derivativeof subjective beauty
or compressibility, the steepness of the learning curveuilltdo its best to select ac-
tion sequences expected to create observations yieldirgmabexpected future com-
pressionprogress given the limitations of both the compressor or predictod ¢he
compressor improvement algorithm. It will learn to focissattention and its actively
chosen experiments on things that currently are not optyraampressible but are ex-
pected to become more compressible / predictable throudjtiathl learning. It will
get bored by things that already are subjectively highly pmssible (patterns that are
not novel any more). It will also get bored by things that arerently incompressible
but will apparently remain so, given the experience so fanteere the costs of making
them subjectively compressible exceed those of making tithegs compressible, etc.
Note in this context that our above concepts of beauty amaléstingness are lim-
ited andpristinein the sense that they anet a priori related to pleasure derived from
external rewards or punishments. For example, some mighmhdhat a hot bath on a
cold day feels “beautiful” due to rewards for achieving pired target values of exter-
nal temperature sensors (external in the sense of: outsd&ain which is controlling
the actions of its external body). Or a song may be called dtiked’ for emotional
reasons by some who associate it with memories of extereaspte through their first
kiss. Obviously this is not what we have in mind here—we apei$ing on rewards of
the intrinsic type based on learning progress, that is, ibeogery of novel patterns.

2 Consequences of Novel Pattern Search

Let us discuss how many essential ingredients of inteltgesind cognition can be
viewed as natural by-products of the principles above.

2.1 Art & Music as By-Products of Novel Pattern Search

Works of art and music may have important purposes beyoridgbeial aspects de-
spite of those who classify art as superfluous. Good obseegendent art deepens the
observer’s insights about this world or possible worldsigilimg previously unknown
regularities in compressible data, connecting previods$gonnected patterns in an
initially surprising way that makes the combination of th@stterns subjectively more
compressible (art as an eye-opener), and eventually becknosvn and less interest-
ing. | postulate that the active creation and attentive gqgtion of all kinds of artwork
are just by-products of our principle of interestingnesd aariosity yielding reward
for compressor improvements. Let us elaborate on this id@aore detail, following
the discussion in [21, 24, 26, 25].

Artificial or human observers must perceive art sequentiatid typically also ac-
tively, e.g., through a sequence of attention-shifting sgecades or camera move-
ments scanning a sculpture, or internal shifts of attentiai filter and emphasize
sounds made by a pianist, while surpressing backgroune ndimdoubtedly many



derive pleasure and rewards from perceiving works of adh s certain paintings, or
songs. But different subjective observers with differemtsory apparati and compres-
sor improvement algorithms will prefer different input segces. Hence any objective
theory of what is good art must take the subjective observer@arameter, to answer
questions such as: Which sequences of actions and ressittiftg of attention should
he execute to maximize his pleasure? According to our pladie should select one
that maximizes the quickly learnable compressibility lkatew, relative to his current
knowledge and his (usually limited) way of incorporating@tning / compressing new
data.

For example, which song should some human observer sebe® Net the one he
just heard ten times in a row. It became too predictable irptiogess. But also not
the new weird one with the completely unfamiliar rhythm aadality. It seems too
irregular and contain too much arbitrariness and subjectdise. He should try a song
that is unfamiliar enough to contain somewhat unexpecteshdaies or melodies or
beats etc., but familiar enough to allow for quickly recagng the presence of a new
learnable regularity or compressibility in the sound stiea novel pattern! Sure, this
song will get boring over time, but not yet.

The observer dependence is illustrated by the fact thadbr8mry'’s twelve tone
music is less popular than certain pop music tunes, presyrnabause its algorithmic
structure is less obvious to many human observers as it ed@s more complicated
harmonies. For example, frequency ratios of successivesrinttwelve tone music
often cannot be expressed as fractions of very small insedénose with a prior ed-
ucation about the basic concepts and objectives and cortstod twelve tone music,
however, tend to appreciate Schonberg more than thosewtiluch an education.

All of this perfectly fits our principle: The current compses of a given subjective
observer tries to compress his history of acoustic and atipeits where possible. The
action selector tries to find history-influencing actionatttmprove the compressor’s
performance on the selected historic data. The interestingjical and other subse-
guences are those with previously unknown yet learnablestgpregularities, because
they lead to compressor improvements. The boring patteenthase that are already
perfectly known or arbitrary or random, or whose structwerss too hard to under-
stand.

Similar statements not only hold for other dynamic art idahg film and dance
(taking into account the compressibility of controllerians), but also for painting and
sculpture, which cause dynamic pattern sequences dueetdiatt-shifting actions of
the observer.

2.2 No Objective “Ideal Ratio” Between Expected and Unexpded

Some of the previous attempts at explaining aesthetic eqmE in the context of in-
formation theory [2, 13, 1, 4, 14, 6] emphasized the idea dfideal” ratio between
expected and unexpected information conveyed by somesdiestivject (its‘order”

vs its“complexity”). Note that our alternative approach does not have to aistah
objective ideal ratio of this kind. Instead, and unlike somhéhe previous works that
already emphasized the significance of the subjective wbsgt, 6, 5], our dynamic
measure of interestingness reflects¢thangan the number of bits required to encode



an object, and explicitly takes into account the subjeativserver’s prior knowledge
as well as its limited compressigmprovemenalgorithm.

Hence the value of an aesthetic experience is not definecelpbiberved objegter
se but by the algorithmic compressigmogressof the subjective, learning observer.
Why didn’t early pioneers of aesthetic information theouy forward similar views?
Perhaps because back then the fields of algorithmic infeomalteory and adaptive
compression through machine learning were still in thedariey?

2.3 Difference to Traditional Information Theory

Consider two extreme examples of uninteresting, unsungri®oring data: A vision-
based agent that always stays in the dark will experiencetarsely compressible,
soon totally predictable history of unchanging visual itgoun front of a screen full
of white noise conveying a lot of information and “noveltyidi“surprise” in the tra-
ditional sense of Boltzmann and Shannon [28], however,litexperience highly un-
predictable and fundamentally incompressible data. I loases the data is boring
[20, 24] as it does not allow for further compression progrethere is no novel pat-
tern. Therefore we reject the traditional notion of sumprideither the arbitrary nor the
fully predictable istruly novel or surprising—only data with stilinknowralgorithmic
regularities are [17, 16, 30, 20, 21, 24, 26, 25]!

2.4 HowActive Artists and Passive Observers of Art are Alike

Just as observers get intrinsic rewards for sequentiatiydimg attention on artwork
that exhibits new, previously unknown regularities, teativeartists get reward for
making it. For example, | found it extremely rewarding toadiger (after hundreds of
frustrating failed attempts) the simple geometric regtits that permitted the con-
struction of the drawings in Figures 1 and 2. The distincti@miween artists and
observers is blurred though. Both execute action sequdnocesghibit new types of
compressibility. The intrinsic motivations of both areljutompatible with our simple
principle.

Some artists, of course, craeaternalreward from other observers, in form of
praise, money, or both, in addition to tir@rinsic compression improvement-based
reward that comes from creating a truly novel work of art. @tinciple, however,
conceptually separates these two reward types, althougteimfiorcement learner can
simply add them together, maximizing the expected futurawative sum of both
[16, 30, 20, 21, 24, 26, 25].

2.5 Science as By-Product of Novel Pattern Search

If the history of the entire universe were computable, ardehs no evidence against
this possibility [22], then its simplest explanation wound the shortest program that
computes it. Unfortunately there is no general way of findimg shortest program
computing any given data [11]. Therefore physicists haaditionally proceeded in-
crementally, analyzing just a small aspect of the world stgiven time, trying to find



simple laws that allow for describing their limited obsdioas better than the best pre-
viously known law, essentially trying to find a program thatpresses the observed
data better than the best previously known program. An uallyslarge compression
breakthrough deserves the nadigcovery For example, Newton’s law of gravity can
be formulated as a short piece of code which allows for sulisly compressing many
observation sequences involving falling apples and othgrats. Although its predic-
tive power is limited—for example, it does not explain quantfluctuations of apple
atoms—it still allows for greatly reducing the number ofshiequired to encode the
data stream, by assigning short codes to events that aretatgld with high proba-
bility [7] under the assumption that the law holds. Einstegeneral relativity theory
yields additional compression progress as it compactlyagxg many previously un-
explained deviations from Newton’s predictions. Most pbigss believe there is still
room for further advances, and this is what's driving theigoing research [26, 25].

2.6 How Artists and Scientists are Alike

From our perspective, scientists are very much like artiBtey actively select experi-
ments in search for simple but new laws compressing thetieguabservation history.
In particular, thecreativityof painters, dancers, musicians, pure mathematiciansjphy
cists, can be viewed as a mere by-product of our exploratemméwork based on the
compression progress drive. All of them try to create naveh-random, non-arbitrary
patterns with surprising, previously unknown regulasti€or example, many physi-
cists invent experiments to create data governed by preljiamknown laws allowing
to further compress the data. On the other hand, many actstdine well-known
objects in a subjectively novel way such that the obsengityective description of
the result is shorter than the sum of the lengths of the dagmns of the parts, due to
some previously unnoticed regularity shared by the parts.

What is the main difference between science and art? The@ssé science is to
formally nail downthe nature of compression progress achieved through thewdisy
of a new regularity. For example, the law of gravity can becdbed by just a few
symbols. In the fine arts, however, compression progress\athby observing an
artwork combining previously disconnected things in a neay art as an eye-opener)
may besulronscious and not at all formally describable by the obsewleo mayfeel
the progress in terms of intrinsic reward without being dblsay exactly which of his
memories became more subjectively compressible in theepsoc

The formal framework of previous papers [17, 16, 30, 20, 21,28, 25] is suffi-
ciently formal to allow for implementation of our principd& computers. The resulting
artificial observers will vary in terms of the computatiopalver of their history com-
pressors and learning algorithms. This will influence whadod art/ science to them,
and what they find interesting.

2.7 Jokes and Comedy and Other Sources of Fun

Just like other entertainers and artists, comedians atwb tte combine well-known
concepts in a novel way such that the observer’s subjectigeription of the result



is shorter than the sum of the lengths of the descriptionhefparts, due to some
previously unnoticed regularity shared by the parts.

In many ways the laughs provoked by witty jokes are similahtzse provoked by
the acquisition of new skills through both babies and ad®&st the age of 25 | learnt
to juggle three balls. It was not a sudden process but anrremeal and rewarding one:
in the beginning | managed to juggle them for maybe one sebefate they fell down,
then two seconds, four seconds, etc., until | was able to dght. Watching myself in
the mirror (as recommended by juggling teachers) | noticed@tic grin across my
face whenever | made progress. Later my little daughtengdnjust like that when
she was able to stand on her own feet for the first time. All of thakes perfect sense
within our algorithmic framework: such grins presumablg étiggered by intrinsic
reward for generating a data stream with previously unknoearel patterns, such as
the sensory input sequence corresponding to observinglbieggling, which may
be quite different from the more familiar experience of alisey somebody else jug-
gling, and therefore truly novel and intrinsically rewardj until the adaptive predictor
/ compressor gets used to it.

3 Concrete Implementations of Systems that Find or
Create Novel Patterns

Predictors and compressors are closely related. Any typantitl predictability of the
incoming sensory data stream can be exploited to improvedhgressibility of the
whole. Therefore the systems described in the first pultdicaton artificial curiosity
and creativity [17, 16, 30] already can be viewed as exangflesplementations of a
compression progress drive that encourages the discorvergation of novel patterns.

3.1 Reward for Prediction Error

Early work [17] described a predictor based on a recurremtai@etwork (in principle
a rather powerful computational device, even by today’'shireclearning standards),
predicting sensory inputs including reward signals from éintire history of previous
inputs and actions. The curiosity rewards were proportianide predictor errors, that
is, it was implicitly and optimistically assumed that thegictor will indeed improve
whenever the controller learns to go to places where thdgired error is high.

3.2 Reward for Predictor Improvements

Follow-up work [16] pointed out that this approach may bepjprapriate, especially in
probabilistic environments: one should not focus on thersrof the predictor, but on
its improvements. Otherwise the system will concentratsaairch on those parts of the
environmentwhere it can always get high prediction erraestod noise or randomness,
or due to computational limitations of the predictor, whigifl prevent improvements
of the subjective compressibility of the data. While thena¢predictor of the imple-
mentation described in the follow-up work was indeed corafiomally less powerful
than the previous one [17], there was a novelty, namely, afic#x(neural) adaptive
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model of the predictor’s improvements. This model esséypti@arned to predict the
predictor’s changes. For example, although noise was digtadle and led to wildly
varying target signals for the predictor, in the long runsthsignals did not change
the adaptive predictor parameters much, and the predi€tprealictor changes was
able to learn this. A standard RL algorithm [9] was fed withiigsity reward signals
proportional to the expected long-term predictor changed,thus tried to maximize
information gain [3] by making novel patterns within the givlimitations. In fact, we
may say that the system tried to maximize an approximatichef{discounted) sum
of the expected first derivatives of the data’s subjectiemtability, thus also maxi-
mizing an approximation of the (discounted) sum of the etgmechanges of the data’s
subjective compressibility.

3.3 Relative Entropy between Agent’s Prior and Posterior

Additional follow-up work yielded an information theoryiented variant of the ap-
proach in non-deterministic worlds [30] (1995). The cuitipseward was again pro-
portional to the predictor’s surprise / information gahisttime measured as the Kullback-
Leibler distance [10] between the learning predictor’'sjsctive probability distribu-
tions before and after new observations - the relative egthetween its prior and
posterior. In 2005 it was demonstrated experimentally datapproach explains cer-
tain patterns of human visual attention better than cefemious approaches.

Note that the concepts of Huffman coding [7] and relative @yt between prior
and posterior immediately translate into a measure of irgnprogress reflecting the
number of saved bits—a measure of improved data compression

Note also, however, that the naive probabilistic approactiata compression is
unable to discover more general typesafgforithmic compressibility [11]. For exam-
ple, the decimal expansion aflooks random and incompressible but isn’'t: there is
a very short algorithm computing all af, yet any finite sequence of digits will occur
in 7's expansion as frequently as expected wvere truly random, that is, no simple
statistical learner will outperform random guessing adfréng the next digit from a
limited time window of previous digits. More genealogramsearch techniques are
necessary to extract the underlying algorithmic regujarit

3.4 Learning Programs & Skills Through Zero Sum Reward Games

More recent work [20] (1997-2002) greatly increased the potational power of con-
troller and predictor by implementing them as co-evolvesygnmetric, opposing mod-
ules consisting of self-modifying probabilistic programstten in a universal pro-
gramming language. The internal storage for temporary coatipnal results of the
programs was viewed as part of the changing environmenh Baclule could suggest
experiments in the form of probabilistic algorithms to bee&xted, and make confi-
dent predictions about their effects by betting on theircontes, where thébetting
money'essentially played the role of the intrinsic reward. Theasipg module could
reject or accept the bet in a zero-sum game by making a cgmradiction. In case of
acceptance, the winner was determined by executing theithigdc experiment and
checking its outcome; the money was eventually transfdrogd the surprised loser to
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the confirmed winner. Both modules tried to maximize theineyusing a rather gen-
eral RL algorithm designed for complex stochastic poli¢adernative RL algorithms
could be plugged in as well). Thus both modules were motiv&tediscovertruly
novelalgorithmic patterns / compressibility, where the suljecbaseline for novelty
was given by what the opponent already knew about the wordgistitive patterns.
The system learnt a complex, partly hierarchical structdirmore and more complex
skills or programs (solving self-generated tasks) on topre¥iously acquired simpler
skills.

3.5 Optimal Systems Driven by Prediction Progress & Compres
sion Progress

Several new variants of the basic principle of novel pattaation were introduced
more recently [21], in particular, theoretically optimaays of measuring prediction
progress / compression progress / surprise / novelty, dsaweatathematically optimal
variants of selecting action sequences or experimentsnathie corresponding frame-
work of artificial curiosity and creativity [21, 24, 26, 25].

3.6 No Essential Difference to Human Artists & Scientists?

Our previous computer programs already incorporated (eqpiations of) the basic
creativity principle. But do they really deserve to be vie\as rudimentary artists
and scientists? The patterns they create are novel wittecesp their own limited
predictors and prior knowledge, but not necessarily nedath the knowledge of so-
phisticated adults. The main difference to human artistseisists, however, may be
only quantitative by nature, not qualitative:

1. The unknown learning algorithms of human predictors / g@ssors are pre-
sumably still better suited to real world data. Note, howgtleat there already
existuniversal,mathematically optimal (but not necessarily practicadigible)
prediction and compression algorithms [8, 27], and thabarmgresearch is con-
tinually producing better and betteractical prediction & compression methods,
to be plugged into our creativity framework.

2. Humans may have superior reinforcement learning alyostfor maximizing
rewards generated through compression improvementsvachiy their predic-
tors. Note, however, that there already exisiversal,mathematicallyoptimal
(but not necessarily practically feasible) reward optingzalgorithms [8, 27],
and that ongoing research is continually producing betbel lzetterpractical
reinforcement learning methods, to be plugged into ourtsigaprinciple.

3. Renowned human artists and scientists have had decattagmofg experiences
involving a multitude of high-dimensional sensory inputslanotoric outputs,
while our systems so far only had a few hours with very low-glirsional expe-
riences in limited artificial worlds. This quantitative gdmwever, will narrow
as we are scaling up our systems.
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4. Human brains still have vastly more raw computational groand storage ca-
pacity than the best artificial computers. Note, howevext this statement is
unlikely to remain true for more than a few decades - curyeeich decade
brings a hardware speed-up factor of roughly 1000.

3.7 Improving Real Reward Intake

Our references above demonstrated experimentally thatésence of intrinsic reward
or curiosity reward actually can speed up the collectioex@érnalreward.

3.8 Other Implementations

Recently several researchers also implemented variargppoximations of the cu-
riosity framework. Singh and Barto and coworkers focusethgiementations within
the option framework of RL [29], directly using predictiorr@rs as curiosity rewards
[17]. Additional implementations were presented at the2288.Al Spring Sympo-
sium on Developmental Robotics.

4 lllustrations of Subjective Beauty and itsFirst Deriva-
tive Interestingness

As mentioned above (Section 3.3), the probabilistic vadridrour theory [30] (1995)
was able to explain certain shifts of human visual attenti®ut we can also apply our
approach to the complementary problencofstructingimages that contain quickly
learnable regularities, arguing again that there is no domehtal difference between
the motivation of creative artists and passive observevisohl art (Section 2.4). Both
create action sequences yielding interesting inputs, avimerestingness is a measure
of learning progress, for example, based on the relativepypbetween prior and pos-
terior (Section 3.3), or the saved number of bits neededdodsthe data, or something
similar (Section 3).

Here we provide examples of subjective beauty tailored tmdmobservers, and
illustrate the learning process leading from less to motgestive beauty. Due to
the nature of the present written medium, we have to use Mst@mples instead of
acoustic or tactile ones. Our examples are intended to stiyechypothesis that unsu-
pervisedattentionand thecreativityof artists, dancers, musicians, pure mathematicians
is just a by-product of our drive to find novel patterns andodmaompression progress.

4.1 A Pretty Simple Face with a Short Algorithmic Description

Figure 1 depicts the construction plan of a female face demed'beautiful’ by some
human observers. It also shows that the essential featlitbgssdace follow a very
simple geometrical pattern [24, 26, 25] that can be specifiedery few bits of in-
formation. That is, the data stream generated by obserlimgiage (say, through a
sequence of eye saccades) is more compressible than it m®irdhe absence of such
regularities. Although few people are able to immediatelgy kow the drawing was
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made in absence of its superimposed grid-based explanatiost do notice that the
facial features somehow fit together and exhibit some samgdlarity. According to
our postulate, the observer’s reward is generated by th&cgmuns or subconscious dis-
covery of this compressibility. The face remains interegtintil its observation does
not reveal any additional previously unknown regularitidhen it becomes boring
even in the eyes of those who think it is beautiful—as has Ipeémted out repeatedly
above, beauty and interestingness are two different things

4.2 Another Drawing That Can Be Encoded By Very Few Bits

Figure 2 provides another example: a butterfly and a vase avitbwer. It can be
specified by very few bits of information as it can be congeddhrough a very simple
procedure or algorithm based on fractal circle patterns{&@e Figure 3. People who
understand this algorithm tend to appreciate the drawingentian those who do not.
They realize how simple it is. This is not an immediate, athothing, binary process
though. Since the typical human visual system has a lot afgapce with circles, most
people quickly notice that the curves somehow fit together iagular way. But few
are able to immediately state the precise geometric pileeipnderlying the drawing
[21]. This pattern, however, is learnable from Figure 3. Tblscious or subconscious
discovery process leading from a longer to a shorter degmipf the data, or from
less to more compression, or from less to more subjectivetggived beauty, yields
intrinsic reward or internal joy or aesthetic value depegdin the first derivative of
subjective beauty, that is, the steepness of the learnirvgcu

5 Conclusion & Outlook

We pointed out that a surprisingly simple algorithmic pijrie for novel pattern search
based on the notions of data compression and data compregssigressinformally
explains fundamental aspects of attention, novelty, sepinterestingness, curiosity,
creativity, subjective beauty, jokes, and science & arténggal. The crucial ingredi-
ents of the correspondirfgrmal framework are (1) a predictor or compressor of the
continually growing data history (exploiting alreakiyownpatterns), (2) a learning al-
gorithm that continually improves the predictor or comgmgdetectingnovelpatterns
that subsequently beconkaownpatterns), (3) a formal measure of the compressor’s
progress (due to the learning algorithm), to calculaterieic or aesthetic rewards, (4)
a reward optimizer translating those rewards into acti@ueaces expected to maxi-
mize cumulative future reward, lwyeatingnovel patterns (possibly with help from the
environment).To improve our previous implementationshefse ingredients (Section
3), we will (A) study better adaptive compressors, in pattc, recent, novel artificial
recurrent neural networks and other general but pragfiéadisible methods for mak-
ing predictions; (B) investigate under which conditiorert@ng progress measures can
be computed both accurately and efficiently, without fregexpensive compressor
performance evaluations on the entire history so far; (@ysthe applicability of re-
cent improved RL techniques in the fields of policy gradigattficial evolution, and
others.
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Figure 1: Previously published construction plan [24, Z4,d¢f a female face (1998).
Some human observers report they feel this face is ‘bedutlihough the drawing
has lots of noisy details (texture etc) without an obviouarsdescription, positions
and shapes of the basic facial features are compactly eblsottaough a very sim-
ple geometrical scheme, simpler and much more precise ti@derd facial proportion
studies by Leonardo da Vinci and Albrecht Durer. Hence thage contains a highly
compressible algorithmic regularity or pattern describddy few bits of information.
An observer can perceive it through a sequence of attenyigar@vements or sac-
cades, and consciously or subconsciously discover the ssipility of the incoming
data stream. How was the picture made? First the sides ofaaesguere partitioned
into 2* equal intervals. Certain interval boundaries were coratktt obtain three ro-
tated, superimposed grids based on lines with slapesr 4-1/23 or +23/1. Higher-
resolution details of the grids were obtained by iterayiv@lecting two previously
generated, neighboring, parallel lines and inserting a oresvequidistant to both. Fi-
nally the grids were vertically compressed by a factot ef 2~%. The resulting lines
and their intersections define essential boundaries arpeshat eyebrows, eyes, lid
shades, mouth, nose, and facial frame in a simple way thdii®wos from the con-
struction plan. Although this plan is simple in hindsightvas hard to find: hundreds
of my previous attempts at discovering such precise matoawgeen simple geome-
tries and pretty faces failed.
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Figure 2: Image of a butterfly and a vase with a flower, repdifitem Leonardo[19,
21, 26, 25]. An explanation of how the image was constructetivehy it has a very
short description is given in Figure 3.
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Figure 3: Explanation of how Figure 2 was constructed thhaugery simple algorithm
exploiting fractal circles [19, 21, 26, 25]. The frame is ecl#; its leftmost point is the
center of another circle of the same size. Wherever twoasrof equal size touch or
intersect are centers of two more circles with equal and $ia#f, respectively. Each
line of the drawing is a segment of some circle, its endpanéswhere circles touch
or intersect. There are few big circles and many small onegeheral, the smaller
a circle, the more bits are needed to specify it. The dransrgimple (compressible)
as it is based on few, rather large circles. Many human obsemeport that they
derive a certain amount of pleasure from discovering thigpficity. The observer's
learning process causes a reduction of the subjective exitpbf the data, yielding
a temporarily high derivative of subjective beauty: a tenapity steep learning curve.
(Again | needed a long time to discover a satisfactory andardimg way of using
fractal circles to create a reasonable drawing.)
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