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Abstract

This paper gives an overview of some movel
algorithms for reinforcement learning in non-
stationary possibly reactive environments. I
have decided to describe many ideas briefly
rather than going into great detail on any
one idea. The paper is structured as fol-
lows: In the first section some terminol-
ogy 1is introduced. Then there follow five
sections, each headed by a short abstract.
The second section describes the entirely lo-
cal ‘neural bucket brigade algorithm’. The
third section applies Sutton’s TD-methods to
fully recurrent continually running probabilis-
tic networks. The fourth section describes
an algorithm based on system identification
and on two interacting fully recurrent ‘self-
supervised’ learning networks. The fifth sec-
tion describes an application of adaptive con-
trol techniques to adaptive attentive vision:
It demonstrates how ‘selective attention’ can
be learned. Finally, the sizth section criti-
sizes methods based on system identification
and adaptive critics, and describes an adap-
tive subgoal generator.

1 Terminology

External feedback. Consider a neural network receiving
inputs from a non-stationary environment and being
able to produce actions that may have an influence
on the environmental state. Since the new state may
cause new inputs for the network we say that there is
external feedback.
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Internal feedback. If the network topology is cyclic,
then input activations from a given time may alter the
way that inputs from later times are processed. In
this case there is a potential for the ‘representation
of state’, or ‘short term memory’, and we speak of
internal feedback.

Dynamic Learning Algorithms and Networks. A prob-
lem that requires credit assignment to past activation
states is called a dynamic problem. Learning algo-
rithms for handling dynamic problems are called dy-
namic learning algorithms. Learning algorithms that
are not dynamic algorithms are called static algo-
rithms. For instance, all algorithms that require set-
tling into equilibria while the inputs have to remain
stationary are considered to be static algorithms, al-
though the settling process is a dynamic one based on
internal feedback.

If a given network type can be employed for dynamic
problems, and if there exists a corresponding learn-
ing algorithm, then we sometimes speak of a dynamic
network.

The credit assignment problem. If a neural network is
supposed to learn externally posed tasks then it faces
Minsky’s fundamental credit assignment problem: If
performance is not sufficient, then which component of
the network at which time did in which way contribute
to the failure? How should critical components change
behavior to increase future performance?

Supervised Learning. A learning task is a supervised
learning task if there are externally defined desired
outputs at certain times, but the network never needs
to discover output actions on its own. Supervised
learners have to consider only the internal feedback
for performing credit assignment.

Reinforcement Learning. A learning task is a reinforce-
ment learning task if the teacher only indicates once
in a while whether the system is in a desirable state or



not, without giving information about how to reach de-
sirable states. Usually an evaluative (non-instructive)
teaching mechanism sometimes provides a scalar sig-
nal, the reinforcement, whose value indicates success
or failure. During training the network is supposed
to discover on its own outputs that eventually lead to
desirable states. In contrast to supervised learning,
there can be something like undesired inputs caused
by former output actions. In general the external un-
known dynamics have to be taken into consideration
to perform credit assignment.

Reinforcement learning is strongly related to control
tasks. With many control tasks more information is
available about goal states than just a simple rein-
forcement signal. However, just as with reinforcement
learning, the (sequential) outputs necessary to achieve
the goal states in general are not known.

In the sequel we will concentrate on discrete time ver-
sions of dynamic learning algorithms for neural net-
works. We assume that there are ‘time steps’, and
that state changes only take place from one time step
to the next one, not within a time step.

A weak definition of ‘locality in space and time’ (there
also is a stronger definition). A learning algorithm for
dynamic neural networks is local in time if for given
network sizes (measured in number of connections)
during on-line learning the peak computation complex-
ity at every time step is O(1), for arbitrary durations
of sequences to be learned.

A learning algorithm for dynamic neural networks is
local in space if during on-line learning for limited du-
rations of sequences to be learned and for arbitrary net-
work sizes (measured in number of connections) and
for arbitrary network topologies the peak computation
complexity per connection at every time step is O(1).

A learning algorithm for dynamic neural networks is
local if during on-line learning for arbitrary durations
of sequences to be learned and for arbitrary network
sizes (measured in number of connections) and arbi-
trary network topologies the peak computation com-
plexity per connection at every time step is O(1).

These definitions do not imply that a local algorithm
is unable to consider actions that have taken place any
time before.

In the sequel some novel learning algorithms designed
for networks with internal and external feedback will
be described. Due to limited space I will describe many
ideas briefly rather than going into great detail on any
one idea.

2  The Neural Bucket Brigade
Algorithm

Abstract.  Competitive Learning ‘shifts weight sub-
stance’ from certain incoming connections of a winner-
take-all-unit to other incoming connections. A novel
algorithm for goal directed learning with hidden units
shifts weight substance from outgoing connections to
incoming connections. An evaluative critic sometimes
provides weight-substance for connections leading to
output units. The algorithm’s most significant advan-
tage over other goal directed learning algorithms like
back-propagation (Werbos, 1974)(Parker, 1985)(Le-
Cun, 1985)(Rumelhart et al., 1986) is: It is biologi-
cally more plausible, because it solely depends on com-
putations which are entirely local in space and time.
It has been successfully applied to some classical non-
linear problems involving both feedforward and recur-
rent networks.

Competitive Learning (heavily employed in work on
unsupervised learning (?) (Grossberg, 1976)) may be
interpreted as ‘shifting weight substance’ from certain
incoming connections of a winner-take-all-unit to other
incoming connections (Rumelhart and Zipser, 1986).
A novel algorithm for goal directed learning with hid-
den units emerges if weight substance is shifted from
outgoing connections to incoming connections in a cer-
tain fashion.

Consider the general reinforcement learning situation
where an evaluative critic in the environment some-
times provides ‘payoff’ in response to successful be-
havior of a learning feedforward or recurrent network.
We translate reinforcement or payoff into weight-
substance for connections leading to output units that
were active in the moment of payoff. All such con-
nections are immediately strengthened proportional to
their last contributions. (A contribution is the product
of a weight and an activation.)

However, even in the absence of payoff there are
weight changes for all weights, including the weights
of connections leading to hidden units: Any connec-
tion transporting activation information from an ac-
tive unit ¢ to another active unit j has to give up a
part of its weight substance, which is shifted to those
weights that were setting the stage by contributing to
the activation of unit ¢ at the last time step. Thus re-
cursive dependencies ‘through time’ are established be-
tween strengths of connections transporting contribu-
tions during successive time steps. The environmental
critic terminates the recursion. The algorithm shares
certain conceptual similarities with the ‘bucket brigade



learning algorithm’ for rule-based systems (Holland,
1985) and is called the ‘Neural Bucket Brigade Algo-
rithm’. One of the many differences is that competi-
tion works locally instead of globally.

The algorithm’s most significant advantage over
other goal directed learning algorithms like back-
propagation is: It solely depends on computations
which are entirely local in space and time. This means
that during on-line learning the peak computation per
connection is not affected by network size or by net-
work topology or by the length of input sequences. It is
always O(1). This makes it biologically more plausible
than other algorithms (Schmidhuber, 1989) (7).

The basic network structure is an arbitrary (possibly
cyclic) graph which is partitioned into input units and
small predefined winner-take-all-subsets, each having
at least two members.

Notation: z;(t) is the activation of the jth unit at time
t, w;;(t) is the weight on the directed connection from
unit ¢ to unit j at time ¢. ¢;;(¢) = ;(t — 1)w;;(t — 1)
denotes the ‘contribution’ of some connection between
i and j at time ¢.

In the beginning weights are initialized with a positive
value. The system is continuously receiving inputs,
and continuously producing outputs, which again may
have an influence on subsequent inputs (external feed-
back). Activations spread according to the following
rules: At time ¢ the input-units are clamped to values
determined by the environment. Each non-input unit
computes net;(t) = >, c;;(t). The winner-take-all-
subsets ensure that only a fraction of the non-input
units can be active simultaneously: x;(t) equals 1 if
the non-input unit j is active, and 0 otherwise.

If unit j is active then its positive modifiable weights
change according to

D Aci(t) e (t)
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where 0 < A < 1 determines how much of its weight
some particular connection has to pay to those connec-
tions that were responsible for setting the stage at the
previous time step. 7 is a small constant if unit j is an
output unit and if there is external payoff, and n is 0
otherwise. We get a dissipative system: ‘Weight sub-
stance’ enters the system in the case of payoff, flows
through ‘bucket brigade chains’, and leaves the system
through connections coming from input units.

Note again that the algorithm is entirely local. This
makes a parallel implementation trivial. No teacher
has to define something like beginnings and ends of

back-propagation phases. No storage is required for
past activations or contributions except for the most
recent ones. The units do not care whether they are
part of a feedforward or of a recurrent network. They
do not care for concepts like ‘layer structure’ or net-
work topology. FEach unit and each connection is per-
forming the same simple operation at every time step.

The algorithm has been successfully applied to some
classical non-linear problems involving both feedfor-
ward and recurrent networks. Networks employ-
ing that algorithm learned to solve XOR-problems,
encoding-problems, and sequence recognition (motion
on a one-dimensional ‘retina’) as well as sequence gen-
eration (an oscillation task). To address the question
of learning speed: The number of training cycles nec-
essary to find some (not necessarily stable) solution
for the XOR-problem is of the same order of mag-
nitude as with conventional back-propagation. How-
ever, with the more complex encoding problems back-
propagation seems to be faster by about an order of
magnitude.

3 A Reinforcement Comparison
Algorithm for Continually Running
Fully Recurrent Probabilistic
Networks

Abstract. The principle of reinforcement comparison
(employed for learning to play checkers (Samuel, 1959)
and learning to balance a pole (Barto et al., 1983))
says: Let the temporal derivative of the expectation
of future reinforcement be the effective reinforcement.
This principle is applied to fully recurrent continually
running networks of probabilistic binary units. A main
advantage of the resulting novel algorithm is its appli-
cability to networks with internal (and possibly exter-
nal) feedback and its locality in both space and time
(the absence of back-propagation-like operations makes
it biologically more plausible than other algorithms).

In addition to a fully recurrent continually running
network with probabilistic binary output units the al-
gorithm described in this section employs a second
linear static network, called the critic, which learns
to judge successive states of the recurrent network by
learning to predict the final reinforcement to be re-
ceived at the end of the current ‘episode’. Differences
of successive predictions serve to adjust both the critic
and the recurrent network. Hereby the weights of the
critic are updated according to the principles of Tem-
poral Difference Methods (Sutton, 1988):



First all weights are randomly initialized with real val-
ues.

For all episodes:

In the beginning of each episode, at the first time step,
the activations of input units of the recurrent network
are initialized with values determined by sensory per-
ceptions from the environment, and the activations of
hidden and output units are initialized with 0. For all
following time steps, until there is external real-valued
reinforcement R indicating failure or success:

At any given time step t:

1. The critic’s output r = x¥ (t — 1)v(t) is interpreted
as a prediction of the final reinforcement to be received
in the future. (v(t) is the the critics current weight
vector, x(t) is the activation vector of all units of the
recurrent network).

2. FEach probabilistic non-input unit i of the recur-
rent net sums its weighted inputs, this sum is passed
to the logistic function l(x) = H-% which gives the
probability that the activation x;(t) becomes 1, or 0,
respectively. Fach unit i also stores its last activation
x;(t —1). Output units may cause an action in the
environment, and this may lead to new activations for
the input units. So besides the internal feedback there
may exist external feedback through the environment.

3. If there is external reinforcement R (this means
the end of the current episode) then the variable r' is
defined to be equal to R.

Otherwise 1’ is defined to be a new estimation of final
discounted reinforcement: v’ = yzT (t)v(t). (0 <~y <1
is the discount rate).

The critic associates the last activation vector x(t — 1)
of the recurrent network with r', thus ‘transporting
expectation back in time’ for one time step. So the
critic’s error is given by v’ —r. Its weight vector is im-
mediately updated according to the Widrow-Hoff rule;
the result is a new weight vector v(t + 1).

4. Each directed weight w;;(t) from unit i to unit j of
the recurrent network is immediately altered according
to Aw;;(t) = N’ —r)z;(t—1)(x;(t) —P(x; =1 | a(t—
1),w(t—1)) , where w(t — 1) is the last weight vector,
and X\ is a positive constant. Thus the last transition
gets encouraged (or discouraged, respectively).

The algorithm applies the principle of reinforcement
comparison to dynamic recurrent neural networks
(Schmidhuber, 1990c). Informally, this principle also
can be formulated as follows:

If a system is in a state which it assumes to be a bad
state, but there is a transition which leads to a state
assumed to be a good state, then this transition should
be encouraged. Furthermore, from now on the ‘bad’
state also can be considered to be a good state. Transi-
tions from good states to bad states have to be treated
in an analogue fashion.

Note again that unlike with back-propagation-like al-
gorithms for recurrent networks the algorithm above is
local in both space and time. This means that during
on-line learning the peak computation per connection
is not affected by network size or input duration. It is
always O(1).

It is worth mentioning a counterintuitive fact: The
critic may be linear, however, the task of the recurrent
network may be of the non-linearily separable type.
This has been shown by successfully applying the al-
gorithm to a ‘delayed XOR-problem’: A reinforcement
signal given in the end of each training episode (involv-
ing a small number of time steps) indicated whether
the recurrent network correctly computed the delayed
response to one of the four XOR patterns. The critic
may be linear, because the final mapping to be imple-
mented by the critic in general is simpler than the final
mapping to be implemented by the main network.

The algorithm shares certain conceptual similarities
with the ‘neural bucket brigade algorithm’ (Schmidhu-
ber, 1990e). In (Schmidhuber, 1990c) it also has been
described how a recurrent critic can interact with the
recurrent primary network.

4 Two Interacting Fully Recurrent
Self-Supervised Learning Networks
for Reinforcement Learning

Abstract. An extension of system identification ap-
proaches for adaptive control by Werbos, Jordan,
Munro, Widrow, and Robinson and Fallside is de-
scribed.  The algorithm is based on two interacting
fully recurrent continually running networks which
may learn in parallel. The algorithm has a potential for
on-line learning and locality in time, it does not care
for ‘epoch-boundaries’, it needs only reinforcement in-
formation for learning, it allows different kinds of rein-
forcement (or pain), it allows both internal and exter-
nal feedback with theoretically arbitrary time lags, and
it includes a full environmental model thus providing
complete ‘credit assignment paths’ into the past.

An extension of system identification approaches for
adaptive control ((Werbos, 1977), (Jordan, 1988),



(Munro, 1987), (Nguyen and Widrow, 1989), (Robin-
son and Fallside, 1989)) is described.

The algorithm attempts to be a very general one. It
attacks the fundamental spatio-temporal credit assign-
ment problem as far as it is attackable at all by pure
gradient descent methods (Schmidhuber, 1990b).

The output units of a dynamic recurrent control net-
work may influence the state of a reactive non-
stationary environment, thus influencing subsequent
inputs of the control network. The input of a dy-
namic fully recurrent model network at every time is
given by the input and the output of the control net-
work. The model network is trained to predict future
activations of the input units of the control network.
Among the control network’s input units there are ‘re-
inforcement units’ whose desired activations are fized
for all times. For instance, the desired activations of
so-called ‘pain-units’ are zero for all times. At a given
time the quantity to be minimized by the controller is
>oeile —y;(t))?, where y;(t) is the activation of the ith
reinforcement input unit at time ¢ and ¢; is its desired
activation for all times. (¢ ranges over all (discrete)
time steps that are still to come.)

Following the approach of system identification, the
model network helps to define desired output acti-
vations for the control network. FErrors for the con-
troller’s weights are computed by measuring the par-
tial derivatives of cumulative pain predictions of the
model network with respect to controller weights.
Hereby the frozen model network is taken to be an
emulator of the environmental dynamics.

The algorithm can be run in two different modes:
There is the sequential version and the parallel version.
With the sequential version, first the model network
is trained by providing it with randomly chosen ex-
amples of sequences of interactions between controller
and environment. Then the model weights are fixed to
their current values, and the controller begins to learn.

With the parallel version both the controller and the
model learn concurrently. The advantage of the par-
allel version is that the model network focusses only
on those parts of the environmental dynamics which
the controller typically is confronted with. Particu-
larily with complex environments this represents an
enormous potential for gaining efficiency. The disad-
vantage of the parallel version is that the controller
sometimes receives wrong error gradients caused by
an inperfect model. This should not be serious, as
long as the model continues to improve. However, the
controller might enter a local minimum relative to the
current state of the model network’s weights. This in

turn may cause the controller to perform the same silly
actions all the time, thus preventing the model network
from improving (learning about the effects of alterna-
tive actions). Then the whole system might be caught
in a state from which it cannot escape any more. The
sequential version represents a safer way, but it lacks
the flavor of real on-line learning and locality in time.

Below we describe the parallel version. The sequential
version can be obtained in a straight-forward manner.
An on-line version of the Infinite Input Duration (IID)
learning algorithm for fully recurrent networks (Robin-
son and Fallside, 1987) is employed for training both
the model network and the control network. (The IID
algorithm was first experimentally tested by (Williams
and Zipser, 1989).)

At every time step, the parallel version of the algo-
rithm is performing essentially the same operations.

In step 1 of the main loop of the algorithm actions in
the external world are computed. Due to the internal
feedback, these actions are based on previous inputs
and outputs. For all new activations, the correspond-
ing derivatives with respect to all controller weights
are updated.

In step 2 actions are executed in the external world,
and the effects of the current action and/or previous
actions may become visible.

In step 3 the model network tries to predict these ef-
fects without seeing the new input. Again the relevant
gradient information is computed.

In step 4 the model network is updated in order to
better predict the input (including reinforcement and
pain) for the controller. Finally, the weights of the
control network are updated in order to minimize the
cumulative differences between desired and actual acti-
vations of the pain and reinforcement units. Since the
control network continues activation spreading based
on the actual inputs instead of using the predictions
of the model network, ‘teacher forcing’ (Williams and
Zipser, 1989) is used in the model network (although
there is no teacher besides the environment).

One can find various improvements of the systems de-
scribed in (Schmidhuber, 1990b) and (Schmidhuber,
1990d). For instance, the partial derivatives of the con-
troller’s inputs with respect to the controller’s weights
are approximated by the partial derivatives of the cor-
responding predictions generated by the model net-
work. Furthermore, the model sees the last input and
current output of the controller at the same time.

Notation (the reader may find it convenient to compare
with (Williams and Zipser, 1989)):



C is the set of all non-input units of the control net-
work, A is the set of its output units, I is the set of its
‘normal’ input units, P is the set of its pain and rein-
forcement units, M is the set of all units of the model
network, O is the set of its output units, Op C O is the
set of all units that predict pain or reinforcement, Wy
is the set of variables for the weights of the model net-
work, We is the set of variables for the weights of the
control network, yx,,.., s the variable for the updated
activation of the kth unit from M UCUIUP, y,,,
is the variable for the last value of yg,,,, wij is the
variable for the weight of the directed connection from
unit j to unit 7, pfjmw 18 the variable which gives the

current (approzimated) value of 3%’;}%, pfj ., 08 the
ij o

variable which gives the last value of pfjnew, ifk e P

then cy is k’s desired activation for all times, ac is

the learning rate for the control network, ap; is the
learning rate for the model network.

| TUP |=| O |, | Op |=| P|. Ifk € TUP, then
kpred is the unit from O which predicts k. Each unit
from IUPUA has one forward connection to each unit
from M UC. FEach unit from M 1is connected to each
other unit from M. Each unit from C' is connected to
each other unit from C. FEach weight of a connection
leading to a unit in M is said to belong to Was. Fach
weight of a connection leading to a unit in C' is said to
belong to We. Each weight w;; € Wy needs pfj -values
forallk € M. Each weight w;; € W¢ needs pfj -values
forallke MUCUITUP.

The parallel version of the algorithm works as follows:

INITIALIZATION:
For all wi; € Wy UWe:

begin w;; < random,

for all possible k: pfjold — O,pfjmw 0 end.
Forallk e MUC : y
Forallke IUP :

+ 0.

new

0, Yk

old

Set yYr,,. by environmental perception, yy, ., < 0.

new

FOREVER REPEAT:

S S
- E Wiy
14e j old

For all wij € We, ke C:

1. ForallieC :y,, ., +

P Yknew (1= Uhnen) 0 wrably 4 0ikYjona)-
Forallk e C:

begin Yr,1g < Ykpew s

for all w;; € We : pfjold — pfjnw end .

2. Execute all motoric actions based on activations of

units in A. Update the environment.
Forallie TUP:

Set yi,.... by environmental perception.

3. Forallie M : vy, + ——=—.
) 1+e 25 Wi Viota

For all w;; €e Wy UWe, k€ M:

P Yknew (1= Yo ) Oy wrabl, .+ ik jora)-
For all k € M:

begln ykold «— yknew’
forall w;; € W UWyy - pfjold — pfjnw end.
4. For all w;; € Wy :

kpred
Wij < Wij + M D e 1P Yknew — Ykpredoa)Pij g -

For all w;; € We:

kpred
Wij <= Wij + Qg ZkeP(C’C ~ Yknew )pijold :

Forallk e IUP:

beGIN Yk o1y = Ykpew s Ykpredoia € Yknew s

kpred
ijold

forall w;; € Wy :p <0,

kpred
for all w;; € We :pfjold — piﬁld end.

To attack the above-mentioned problem with the par-



allel version of the algorithm we can introduce a prob-
abilistic element for the controller actions. By em-
ploying probabilistic output units for C' and by using
‘gradient descent through random number generators’
(Williams, 1988) we can introduce explicit explorative
random search capabilities into the otherwise deter-
ministic algorithm. In the context of the IID algo-
rithm, this works as follows: A probabilistic output
unit k consists of a conventional unit ku which acts
as a mean generator and a conventional unit ko which
acts as a variance generator. At a given time, the
probabilistic output yi, ., is computed by

Yeknew = Yhttnew T ZYkonew>

where z is distributed e.g. according to the normal
distribution. The corresponding pfjnew have to be up-
dated according to the following rule:

knew — Jkpnew

Pl € Pifr + % rew

By performing more than one iteration of step 1 and
step 3 at each time tick, one can adjust the algorithm
to environments that change in a manner which is
not predictable by semilinear operations (theoretically
three additional iterations are sufficient for any envi-
ronment).

The parallel version of the algorithm is local in time,
but not in space. See (Schmidhuber, 1990b) for a jus-
tification of certain deviations from ‘pure gradient de-
scent through time’, and for a description of how the
algorithm can be used for planning action sequences.

Variants of the algorithm are currently tested on cer-
tain non-Markovian reinforcement learning tasks. For
instance, a controller was able to learn to be a flip-flop
similar to the one described in (Williams and Zipser,
1989). Of course, the important difference was that no
teacher provided the desired outputs!

Other experiments are currently conducted with a
non-Markovian pole balancing task. Unlike with tasks
described in (Barto et al., 1983) and (Anderson, 1986),
no information about temporal derivatives of the sys-
tem’s state variables (cart position, pole angle with
the vertical) is provided. The recurrency of the model
network provides a potential for extracting this kind
of information, and to represent the state of the en-
vironment in a form that allows credit assignment for
the controller.

In (Schmidhuber, 1990b) it is described how the algo-
rithm can be employed for planning action sequences.
It should be noted that the algorithm also could be

used as a submodule in an adaptive critic system con-
sisting of three networks (Schmidhuber, 1990a), where
the adaptive critic computes vector-valued predictions
of future events. This contrasts previous adaptive crit-
ics, whose output is just a scalar evaluation of the cur-
rent state.

The parallel version of the algorithm described above
has properties which allow to implement something
like the desire to improve the model network’s knowl-
edge about the world. This is related to curiosity. In
(Schmidhuber, 1991) it is described how the algorithm
can be augmented by dynamic curiosity and boredom
in a natural manner. This can be done by introduc-
ing (delayed) reinforcement for actions that increase
the model network’s knowledge about the world. This
in turn requires the model network to model its own
ignorance, thus showing a rudimentary form of self-
introspective behavior.

5 An Example for Learning Dynamic
Selective Attention: Adaptive Focus
Trajectories for Attentive Vision

Abstract. It is shown how certain cases of selective at-
tention can be learned: ‘Static’ neural approaches to
certain pattern recognition tasks can be replaced by a
more efficient sequential approach. A system is de-
scribed which learns to generate focus trajectories such
that the final position of a moving focus corresponds
to a target in a visual scene. No teacher provides the
desired activations of ‘eye-muscles’ at various times.
The only goal information is the desired final input
corresponding to the target. The task involves a com-
plex temporal credit assignment problem and an atten-
tion shifting problem. The system also learns to track
moving targets.

There is little doubt that selective attention is essential
for large scale dynamic control systems. In this section
we study the problem of learning selective attention in
the context of attentive vision with dynamic neural
networks. The problem, which in its general form has
not been explored before, is the control of sequential
physical focus-movements. Hereby we concentrate on
the question: How can an attentive vision system learn
without a teacher to generate focus trajectories such
that the final visual input always looks like a desireable
input corresponding to a target?

A visual scene is given by an object (with internal de-
tails) placed on a 512 x 512 pixel field. The object cov-
ers only a small part of the scene and may be rotated
or translated in an arbitrary manner. Instead of using



tenthousands of input units (as in a straight-forward
static approach) only about 40 input units are em-
ployed. However, these units are sitting on a focus (a
two-dimensional artificial retina) which can be moved
across the pixel plane. The focus has high resolution
in its center and low resolution in its periphery.

In our approach there is a neural control network C
that controls sequential focus movements. Motoric ac-
tions like ‘move focus left’, ‘rotate focus’ are based on
the activations of the C’s output units at a given time.
Thus output actions may cause new activations for the
input units, and we say that there is external feedback
(through the environment). The final desired input is
an activation pattern corresponding to the target in a
static visual scene. The task is to sequentially gener-
ate a focus trajectory such that the final input matches
the target input. C’s error at the end of a sequential
recognition process is given by the difference between
the desired final input and the actual final input. (Con-
trol theory calls this a ‘terminal control problem’.)

Pure supervised learning techniques for neural net-
works work only if there is a teacher who provides tar-
get outputs at every time step of a trajectory (which in
our case usually involves about 30 time steps). In our
case, however, there never are externally given desired
outputs. There only is one final desired input.

In order to allow credit assignment to past output ac-
tions of C, we employ a supervised learning model net-
work M which separately learns to represent a model
of the visible environmental dynamics. This is done by
training M at a given time to predict C’s next input.
This prediction is based on previous inputs and out-
puts of the controller. M serves to ‘make the world
differentiable’. It serves to bridge the gap between
output units and input units of the controller.

A learning algorithm for dynamic recurrent networks
is employed to propagate gradient information for
C’s weights back through M down into C' and back
through M etc... M’s weights remain fixed during
this procedure. In different contexts and with dif-
ferent degrees of generality, this basic principle for
credit assignment based on system identification has
been previously described in (Werbos, 1977), (Jor-
dan, 1988), (Munro, 1987), (Robinson and Fallside,
1989), (Nguyen and Widrow, 1989), and (Schmidhu-
ber, 1990b).

Note that in most cases the model network will not be
perfect. For instance, if objects in a visual scene may
occupy random positions then it will be impossible for
M to exactly predict future focus inputs from previous
ones. However, it is not intended to make the model a

perfect predictor whose output could replace the input
from the environment (in that case not much would be
gained compared to the static approach: There would
be no need for dynamic attention). It suffices if the
inner products of the approximated gradients (based
on an inaccurate model) for the control network and
the true gradients (according to a perfect model) tend
to be positive.

M’s main task is to help the controller to move the
focus into regions of the plane which allow to continue
with more informed moves. (Although one can not ex-
actly predict what one will see after moving one’s eyes
to the door, one is setting the stage for additional eye-
movements that help to recognize an entering person.)

One goal of this work is to demonstrate that imper-
fect models can contribute to perfect solutions. Our
experiments show that the system described above is
able to learn (without a teacher) correct sequences of
focus movements involving translations and rotations,
although M often makes erroneous predictions. At
the end of a trajectory, the focus has moved towards
a certain target part of the object and is rotated such
that the final input corresponds to the desired input
(Schmidhuber and Huber, 1990) (Huber, 1990).

Further experiments showed that the system is well-
suited for target tracking. The desired detail of the
moving object soon is focussed and tracked, as long as
the objects velocity does not excess the maximal focus
velocity.

Further experiments were conducted where C' and M
learned concurrently. It was found that two interact-
ing conventional deterministic networks were not ap-
propriate. So each of C’s output units was replaced
by a little network consisting of two units, one giv-
ing the mean and the other one giving the variance
for a random number generator which produced ran-
dom numbers according to a continuous distribution.
(We approximated a Gauss distribution by a Bernoulli
distribution.) Weight gradients were computed by ap-
plying William’s concept of ‘back-propagation through
random number generators’ (Williams, 1988).

It was found that such an on-line learning system can
be able to learn appropriate focus trajectories. As it
was expected, after training M was a good predictor
only for those situations which the controller typically
was confronted with.

6 An Adaptive Subgoal Generator
for Planning Action Sequences

Abstract. None of the existing learning algorithms



for sequentially working neural networks with inter-
nal and/or external feedback addresses the problem of
learning ‘to divide and conquer’. It is argued that algo-
rithms based on pure gradient descent or on adaptive
critic methods are not suitable for large scale dynamic
control problems, and that there is a need for algo-
rithms that perform ‘compositional learning’. A sys-
tem is described which solves at least one problem asso-
ciated with compositional learning. The system learns
to generate sub-goals. This is done with the help of
‘time-bridging’ adaptive models that predict the effects
of the system’s sub-programs.

The algorithms for attacking the fundamental credit
assignment problem with dynamic learning algorithms
in non-stationary environments can be classified into
two major categories.

First, there is the approach of ‘back-propagation
through time’. This approach has been pursued by
(Robinson and Fallside, 1987), (Werbos, 1988), (?7),
(Rumelhart et al., 1986), (Williams and Zipser, 1989),
(Gherrity, 1989) and others in the case where there
is only internal feedback. It has been pursued by
(Nguyen and Widrow, 1989), (Robinson and Fallside,
1989), (Werbos, 1977), (Jordan, 1988), and (Schmid-
huber, 1990b) in the case where there also is external
feedback through a reactive environment.

Second, there is the ‘Adaptive Critic’ approach, which
is of primary interest in the case of external feedback.
This approach has been pursued by (Samuel, 1959),
(Barto et al., 1983), (Werbos, 1990), and (Schmidhu-
ber, 1990c).

Both the algorithms based on pure gradient descent as
well as the ‘Adaptive Critic’ algorithms have at least
one thing in common: They show significant draw-
backs when the credit assignment process has to bridge
long time gaps between past actions and later conse-
quences.

Both approaches show awkward performance in the
case where the learning system already has learned a
lot of action sequences in the past. Both approaches
tend to modify ‘sub-programs’, instead of modify-
ing the trigger conditions for sub-programs. They
do not have an explicit concept of something like a
sub-program. Pure gradient descent methods always
consider all past states for credit assignment. Adap-
tive critics based on Sutton’s ‘Temporal Differences’
(reinforcement comparison methods) or on Werbos’
‘Heuristic Dynamic Programming’ consider only the
most recent states for ‘handing expectations back into
time’. Both methods in general tend to consider the

wrong states. This is a major reason for their slow
performance.

In the next section we will isolate one problem as-
sociated with ‘compositional learning’, namely, the
problem of learning to generate sub-goals when there
already exist a number of working sub-programs
(Schmidhuber, 1990f).

6.1 Learning to Generate Sub-Goals

The sub-goal generating system to be described in this
section consists of three modules. The heart of the
system is a neural network with internal and external
feedback, called the control network C. C serves as a
program executer. It receives as input a start state,
a desired goal state, and time-varying inputs from the
environment. The start and goal states serve as ‘pro-
gram names’. We assume that C' already has learned
to solve a number of tasks. This means that there al-
ready are various working programs that actually lead
from the start states to the goal states by which the
programs are indexed. These programs may have been
learned by an algorithm for dynamic networks (as de-
scribed by the authors mentioned above), or by a re-
cursive application of the principle outlined below.

A second important module is a static evaluator net-
work E which receives as input a start state and a goal
state, and produces an output that indicates whether
there is a program that leads from the start state to
or ‘close’ to the goal state. An output of 1 means that
there is an appropriate sub-program, an output of 0
means that there is no appropriate sub-program. An
output between 0 and 1 means that there is a sub-
program that leads from the start state to a state that
comes close to the goal, in a certain sense. This mea-
sure of closeness has to be given by some evaluative
process that may be adaptive or not, and which will
not be specified in detail in this paper. ( It may be
based on TD-methods, for instance.) E represents the
system’s current model of its own capabilities. We as-
sume that F has learned to correctly predict that each
of the already existing sub-programs works. We also
assume that F is able to predict the closeness of an
end state of a sub-program to a goal state, given a
start state. E can be trained in an exploratory phase
during which various combinations of start and goal
states are given to the program executer.

Finally, the system contains a static network which
serves as a sub-goal generator. The sub-goal generator
receives as input the external start-input to C', and the
desired input (the goal) for C at the end of the task.

The output of the sub-goal generator is a sub-goal, of



course. Like the goal, the sub-goal is an activation
pattern describing the desired external input at the
end of some sub-program, which also is the start in-
put for another sub-program. We concentrate on the
most simple case, namely, the case where solutions for
given tasks can be found by generating only one sub-
goal. The sub-goal generator should output a sub-goal
for which there exists a sub-program leading from the
start state to the sub-goal, and furthermore a sub-
program leading from the sub-goal to the goal state.

How does the sub-goal generator, which initially is a
tabula rasa, learn to generate appropriate sub-goals?
We take two copies of E. The first copy sees the de-
scription of a start state and the description of the sub-
goal generated by the sub-goal generator. The second
copy sees the description of the same sub-goal and the
description of the goal. The desired output of each
of the copies is 1. Whenever one of the outputs of
the copies is below 1, an error gradient is propagated
through E’s copies down into the sub-goal generator.
E (as well as its copies, of course) remain unchanged
during this procedure. Only the weights of the sub-
goal generator change. For a given problem the proce-
dure is iterated until the complete error is zero (corre-
sponding to a solution obtained by combining the two
sub-programs), or until a local minimum is reached
(no solution found). The gradient descent procedure
is used for a search in sub-goal space.

In some experiments with a simple environment a
robot was taught to solve certain sequential tasks, like
moving from one point to another one. Then more
complicated tasks were posed that did not have an as-
sociated sub-program.

The sub-goal generator soon learned to generate appro-
priate sub-goals for the robot.

It should be noted that there also is a different slightly
more complex architecture which allows vector-valued
evaluations of the expected effects of sub-programs.

References

Anderson, C. W. (1986). Learning and Problem
Solving with Multilayer Connectionist Systems.
PhD thesis, University of Massachusetts, Dept.
of Comp. and Inf. Sci.

Barto, A. G., Sutton, R. S., and Anderson, C. W.
(1983). Neuronlike adaptive elements that can
solve difficult learning control problems. IEEE
Transactions on Systems, Man, and Cybernetics,
SMC-13:834-846.

Gherrity, M. (1989). A learning algorithm for analog

fully recurrent neural networks. In IEEE/INNS
International Joint Conference on Neural Net-
works, San Diego, volume 1, pages 643—-644.

Grossberg, S. (1976). Adaptive pattern classification
and universal recoding, 1: Parallel development
and coding of neural feature detectors. Biological
Cybernetics, 23:187-202.

Holland, J. H. (1985). Properties of the bucket brigade.
In Proceedings of an International Conference
on Genetic Algorithms. Lawrence Erlbaum, Hills-
dale, NJ.

Huber, R. (1990). Selektive visuelle Aufmerksamkeit:
Untersuchungen zum Erlernen von Fokustrajek-
torien durch neuronale Netze. Diploma thesis,
Institut fiir Informatik, Technische Universitét
Miinchen.

Jordan, M. I. (1988). Supervised learning and sys-
tems with excess degrees of freedom. Technical
Report COINS TR 88-27, Massachusetts Institute
of Technology.

LeCun, Y. (1985). Une procédure d’apprentissage pour
réseau a seuil asymétrique. Proceedings of Cogni-
tiva 85, Paris, pages 599-604.

Munro, P. W. (1987). A dual back-propagation scheme
for scalar reinforcement learning. Proceedings of
the Ninth Annual Conference of the Cognitive Sci-
ence Society, Seattle, WA, pages 165-176.

Nguyen and Widrow, B. (1989). The truck backer-
upper: An example of self learning in neural net-
works. In Proceedings of the International Joint
Conference on Neural Networks, pages 357-363.
IEEE Press.

Parker, D. B. (1985). Learning-logic. Technical Report
TR-47, Center for Comp. Research in Economics
and Management Sci., MIT.

Robinson, A. J. and Fallside, F. (1987). The utility
driven dynamic error propagation network. Tech-
nical Report CUED/F-INFENG/TR.1, Cam-
bridge University Engineering Department.

Robinson, T. and Fallside, F. (1989). Dynamic rein-
forcement driven error propagation networks with
application to game playing. In Proceedings of the
11th Conference of the Cognitive Science Society,
Ann Arbor, pages 836-843.

Rumelhart, D. E., Hinton, G. E., and Williams, R. J.
(1986). Learning internal representations by error



propagation. In Rumelhart, D. E. and McClel-
land, J. L., editors, Parallel Distributed Process-
ing, volume 1, pages 318-362. MIT Press.

Rumelhart, D. E. and Zipser, D. (1986). Feature dis-
covery by competitive learning. In Parallel Dis-
tributed Processing, pages 151-193. MIT Press.

Samuel, A. L. (1959). Some studies in machine learn-
ing using the game of checkers. IBM Journal on
Research and Development, 3:210-229.

Schmidhuber, J. (1989). The neural bucket brigade. In
Pfeifer, R., Schreter, Z., Fogelman, Z., and Steels,
L., editors, Connectionism in Perspective, pages
439-446. Amsterdam: Elsevier, North-Holland.

Schmidhuber, J. (1990a). Additional remarks on G.
Lukes’ review of Schmidhuber’s paper ‘Recurrent
networks adjusted by adaptive critics’. Neural
Network Reviews, 4(1):43.

Schmidhuber, J. (1990b). An on-line algorithm for
dynamic reinforcement learning and planning in
reactive environments. In Proc. IEEE/INNS In-
ternational Joint Conference on Neural Networks,
San Diego, volume 2, pages 253-258.

Schmidhuber, J. (1990c). Recurrent networks adjusted
by adaptive critics. In Proc. IEEE/INNS Inter-
national Joint Conference on Neural Networks,
Washington, D. C., volume 1, pages 719-722.

Schmidhuber, J. (1990d). Reinforcement learning
with interacting continually running fully recur-
rent networks. In Proc. INNC' International Neu-

ral Network Conference, Paris, volume 2, pages
817-820.

Schmidhuber, J. (1990e). Temporal-difference-driven
learning in recurrent networks. In Eckmiller, R.,
Hartmann, G., and Hauske, G., editors, Paral-
lel Processing in Neural Systems and Computers,

pages 209-212. North-Holland.

Schmidhuber, J. (1990f). Towards compositional
learning with dynamic neural networks. Technical
Report FKI-129-90, Institut fiir Informatik, Tech-
nische Universitat Miinchen.

Schmidhuber, J. (1991). A possibility for implement-
ing curiosity and boredom in model-building neu-
ral controllers. In Meyer, J. A. and Wilson, S. W.,
editors, Proc. of the International Conference on
Simulation of Adaptive Behavior: From Animals
to Animats, pages 222-227. MIT Press/Bradford
Books.

Schmidhuber, J. and Huber, R. (1990). Learning to
generate focus trajectories for attentive vision.
Technical Report FKI-128-90, Institut fiir Infor-
matik, Technische Universitat Miinchen.

Sutton, R. S. (1988). Learning to predict by the meth-
ods of temporal differences. Machine Learning,
3:9-44.

Werbos, P. J. (1974). Beyond Regression: New Tools
for Prediction and Analysis in the Behavioral Sci-
ences. PhD thesis, Harvard University.

Werbos, P. J. (1977). Advanced forecasting methods
for global crisis warning and models of intelli-
gence. In General Systems, volume XXII, pages
25-38.

Werbos, P. J. (1988). Generalization of backpropaga-
tion with application to a recurrent gas market
model. Neural Networks, 1.

Werbos, P. J. (1990). Consistency of HDP applied to
a simple reinforcement learning problem. Neural
Networks, 2:179-189.

Williams, R. J. (1988). On the use of backpropagation
in associative reinforcement learning. In IEEFE In-
ternational Conference on Neural Networks, San
Diego, volume 2, pages 263-270.

Williams, R. J. and Zipser, D. (1989). Experimental
analysis of the real-time recurrent learning algo-
rithm. Connection Science, 1(1):87-111.



