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We introduce a novel algorithm called Upper Confidence Weighted Learning (UCWL) for online multiclass
learning from binary feedback (e.g., feedback that indicates whether the prediction was right or wrong).
UCWL combines the Upper Confidence Bound (UCB) framework with the Soft Confidence Weighted (SCW)
online learning scheme. In UCB, each instance is classified using both score and uncertainty. For a given
instance in the sequence, the algorithm might guess its class label primarily to reduce the class uncertainty.
This is a form of informed exploration, which enables the performance to improve with lower sample com-
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well with noisy and non-separable data, and state-of-the-art performance is achieved without increasing
the computational cost. A potential application setting is human-robot interaction (HRI), where the robot
is learning to classify some set of inputs while the human teaches it by providing only binary feedback—or
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mark datasets from other settings show that UCWL outperforms other state-of-the-art algorithms in the
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Fig. 1: The general human-robot interactive learning scenario.

1. INTRODUCTION
Consider an interactive classification learning scenario involving a human and a robot
as roughly sketched in Figure 1. Every interaction proceeds as follows. The robot re-
ceives an observation, e.g., the human shows it an object, a gesture, etc. Next, the
robot outputs a class label, from a set of known labels. Then, the human might provide
feedback to the robot regarding the accuracy of the label. This feedback is in form of a
binary signal (e.g., right/wrong). The human’s feedback will usually, but not always, be
accurate. Upon receiving the feedback, the robot updates its learning model. The robot
should improve its classification accuracy as much as possible, with as little feedback
as possible. Since this is a real-time setting, keeping the response time of the robot low
is also important.

This general setting allows interactions to be more realistic, in some ways, compared
to straightforward applications of typical learners. There are no distinct training and
testing phases. The human is not required to provide full feedback for each obser-
vation. Binary feedback is more flexible than full feedback, since the feedback itself
must be communicated to the robot, which amounts to another classification problem.
Pre-defining two classes that can be reliably sensed in natural interactions (such as
nodding the head for yes or shaking the head for no) is quite feasible. Communicating
a large (potentially very large) number of different class labels, however, requires a
direct connection to the learning algorithm, and requires more attention from, and is
a larger burden upon, the human. Of course there are reliable ways to communicate
a small number of class labels, such as buttons on the screen, or good spoken word
detection.

To implement the above setting, one needs to deal with several issues that will
stymie typical learning algorithms. First, algorithms that rely on assumptions about
the generative process, such as the data being independent and identically distributed,
are not appropriate. The human might even select the observation sequence in an ad-
versarial manner. The competitive online learning framework [Cesa-Bianchi and Lu-
gosi 2006; Vovk 2001; Azoury and Warmuth 2001], which aims to make as few mistakes
as possible on any sequence of examples, is appropriate, however. In competitive online
learning, no distribution of the training data is assumed. Competitive online learning
handles the scenario where each datum arrives (generated by some unknown process),
is used for training, and discarded—not to be used later in another epoch of training.
This scenario is suitable for robots with limited onboard memory, which are unable to
store all the training examples.

Second, there is an implicit exploration-exploitation tradeoff in multiclass prediction
with binary feedback. The robot may not necessarily want to select its current best pre-
diction, which may be incorrect due to uncertainty in the learning model and/or noise
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in the observations, in favor of the potentially most informative prediction, e.g., that
is expected to lead to useful feedback, in order to accelerate learning progress. This
issue is captured in the so-called “contextual multi-armed bandit” framework [Kakade
et al. 2008; Crammer and Gentile 2011] that links the problem to Reinforcement
Learning (RL; [Szepesvári 2010]). A promising approach for dealing with this type
of exploration-exploitation is the Upper Confidence Bound (UCB; [Auer 2003]) frame-
work, which uses combined prediction scores and uncertainty estimates to select the
output. In this sense, one can even consider this a form of artificial curiosity [Schmid-
huber 2010; Brafman and Tennenholtz 2003; Ngo et al. 2012; Ngo et al. 2013a].

Third, and most importantly, a learning algorithm that must deal with our imag-
ined scenario must be able to learn from binary feedback, instead of the standard full
feedback (the true class label). Binary feedback is obviously less informative than full
feedback, and one would expect this leads to a higher sample complexity compared to
full feedback learners. It is not trivial to extend a good full feedback algorithm to a
good binary feedback algorithm. First, one must include exploration in the learning al-
gorithm, and second, the learning rule must deal with the inherent unbalanced nature
of binary feedback, e.g., a “right” feedback is more informative than a “wrong” one1.

The algorithm we introduce here, Upper Confidence Weighted Learning (UCWL2),
uses the UCB framework for the online learning with binary feedback setting. In this
sense, it is like the recent Confidit algorithm [Crammer and Gentile 2011]. But unlike
Confidit, which maintains a linear classifier and calculates confidence (the opposite of
uncertainty) information through usage of a regularized least square method, UCWL
uses a different, state-of-the-art method inspired by the recently proposed Confidence-
Weighted (CW; [Crammer et al. 2008; Dredze et al. 2008; Crammer et al. 2009; Wang
et al. 2012]) online learning algorithms. We focus on a particular family of linear classi-
fiers that maintains a multivariate Gaussian distribution over the weight vectors. For
each training example, the learning model is updated aggressively, while maintain-
ing the knowledge learned so far by not changing too much, in the Kullback-Leibler
(KL; [Kullback 1959]) divergence sense, from the previous model. UCWL has a closed-
form, adaptive large-margin style update rule, resulting in its very effective learn-
ing speed. We derive per-instance confidence interval for each prediction margin, from
which optimistic predictions are made and the exploration-exploitation tradeoff is han-
dled in an informed way. We formulate UCWL for the multiclass setting.

Results on three datasets, one designed to emulate the human-robot interaction sce-
nario (our eventual target application), and two other benchmarks for evaluating and
comparing the performance, show that UCWL achieves excellent performance and out-
performs state-of-the-art algorithms in the same binary feedback setting. Additionally,
although using only binary feedback, UCWL approaches the online mistake rate of the
best algorithm and even outperforms some other algorithms running in the full feed-
back setting, on the same sequence of observations.

2. BACKGROUND AND RELATED WORK
Online Learning with Binary Feedback. Online learning from binary feedback,
for classification, was first formulated in terms of an exploration-exploitation trade-
off by reinforcement learning researchers, who defined the class of contextual multi-
armed bandit problems. Banditron [Kakade et al. 2008] was an early example, which
used randomized (uninformed) and therefore sub-optimal exploration. Confidit [Cram-
mer and Gentile 2011] improved upon the Banditron with upper confidence bounds,
for informed exploration. With UCBs, the class label is selected as the one with the

1Since there are more than two classes.
2This is an extension of a conference paper [Ngo et al. 2013b].
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maximum combination of score (predicted label) and uncertainty. In order to calculate
this uncertainty in Confidit, the `2-Regularized Least Squares (RLS; [Cesa-Bianchi
et al. 2006; Cesa-Bianchi et al. 2009; Azoury and Warmuth 2001]) algorithm is used.
By maintaining a data correlation matrix, the confidence information associated with
each prediction can be derived. Confidit has, so far, been the state-of-the-art in online
classifier learning from binary feedback.

Online Learning for Linear Classification with Full Feedback. Full-feedback
online learning algorithms [Rosenblatt 1958; Littlestone 1987; Vovk 2001; Azoury and
Warmuth 2001; Crammer et al. 2006; Cesa-Bianchi and Lugosi 2006] are the second
group of methods we draw upon for this work. An intuitive working principle in online
learning algorithms is to balance the two conflicting goals in making an update of their
learning model: the updated model must give better prediction (i.e., smaller loss) on
the current example while not forgetting much of the information it has acquired in
the preceding interactions (i.e., small divergence with the old model). For example, the
state-of-the-art first order online learning algorithm Passive-Aggressive (PA; [Cram-
mer et al. 2006]) finds a new weight vector, closest in `2-norm sense to the old one,
under the constraint that its hinge loss on the current example is zero.

Recently, second-order online learning algorithms using linear models have shown to
achieve state-of-the-art performance on many online learning tasks. These algorithms
maintain extra confidence information, either on the weight vectors, like in the afore-
mentioned CW learning framework [Crammer et al. 2008; Dredze et al. 2008], or on
the prediction margins, like in variants of the RLS classifiers [Cesa-Bianchi et al. 2005;
Cesa-Bianchi et al. 2009; Orabona and Cesa-Bianchi 2011]. This confidence informa-
tion is exploited to guide and adapt the direction and magnitude of the weight updates
during the learning process. Existing results have shown that CW outperforms other
popular algorithms for online learning (e.g., stochastic gradient descent [Bottou 1999;
Bottou and LeCun 2004; Bottou and Bousquet 2007]) as well as batch learning (e.g.,
Support Vector Machines [Chang and Lin 2011]); see recent papers by Crammer et
al. [2012; 2013] for further details. CW, however, deals exclusively with linearly sepa-
rable data. The recent soft-margin extension of CW (SCW; [Wang et al. 2012]), which
is the base algorithm for UCWL, was the first second-order online learning algorithm
that has the following four properties: i) large margin training, ii) confidence weight-
ing, iii) capability to handle noisy and non-separable data, and iv) adaptive margin
constraint. Previous results and analysis have shown these properties to be very effec-
tive in improving performance.

Human-Robot Interactive Learning. Human-robot interaction (HRI) has become
an extensive field of research in the machine vision and robotics community; see, e.g.,
Goodrich and Schultz [2007], Argall et al. [2009], Kober et al. [2013], for recent sur-
veys. Some recent research efforts have used online incremental learning, for vision-
based HRI tasks, with widely dispersed learning methods [Raducanu and Vitria 2007;
Steil and Wersing 2006; Moller et al. 2005; Cruz et al. 2008; Kawewong et al. 2011;
Kankuekul et al. 2012]. To the best of our knowledge, ours is the first method applied
to HRI using binary feedback for online multiclass prediction problems.

There has been previous work in HRI, where a robot is trained from binary feed-
back for skill learning. Training an Agent Manually via Evaluative Reinforcement
(TAMER; [Knox and Stone 2009]), for example, uses positive and negative feedback
from the human teacher. It does not require any prior technical or programming skills
from the human in order to transfer knowledge to the learning agent [Knox et al.
2011; Knox and Stone 2010a; Knox and Stone 2010b; Knox and Stone 2011; Knox
and Stone 2012]. Recently, it has been extended to learn in continuous state and ac-
tion spaces [Vien et al. 2012; Vien and Ertel 2012]. In the same line of research, a
framework in which the learning agent alternates between two phases of practicing
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and receiving critique has been proposed [Judah et al. 2010]. In the critique stage,
a human trainer observes the agent’s trajectories, then criticizes each possible state-
action pair as either good or bad. In the practice stage, the agent uses an RL algorithm
to learn autonomously, while taking the human trainer’s critique into account. While
these approaches focus on sequential decision problems for skill acquisition, our work
is for perception learning, formulated as a non-sequential problem.

Our HRI setting is that of learning hand sign gestures. Other recent work has
dealt with vision-based hand gesture recognition [Mitra and Acharya 2007; Wachs
et al. 2011], including human-robot interactive communication [Harshith et al. 2010;
Chaudhary et al. 2011]. But no such work uses binary feedback.

3. CONFIDENCE-WEIGHTED ADAPTIVE LARGE-MARGIN LEARNING
The binary classification algorithms summarized in this section are the basis for de-
veloping UCWL. In the following section we derive UCWL as an extension to the set-
ting of multiclass learning with binary feedback. We use italic symbols for real-valued
scalars, and bold-faced symbols for real-valued vectors, except when explicitly stated
otherwise.

3.1. Confidence-Weighted Learning (CW)
CW [Crammer et al. 2008; Dredze et al. 2008] is motivated from the insight that low-
confidence feature weights should be updated more aggressively than high-confidence
ones. In practice, the weights of a linear classifier are associated with confidence in-
formation via a multivariate Gaussian distribution, with mean vector µ ∈ Rd, and
covariance matrix Σ ∈ Rd×d, where d ∈ Z+.

On receiving a length-d feature vector xt ∈ Rd at round t ∈ Z+, CW classifier con-
ceptually3 draws a weight vector wt ∼ N (µt,Σt) and predicts the corresponding label
as sign(wt · xt). When the true label zt ∈ {−1,+1} is revealed, the CW algorithm up-
dates the weight distribution by choosing a new weight distribution closest, in the KL
divergence sense, to the current weight distribution N (µt,Σt), while ensuring that the
probability of a correct prediction for the current training example is no smaller than
the confidence parameter η ∈ (0.5, 1):

(µt+1,Σt+1) = arg min
µ,Σ

DKL

(
N (µ,Σ)||N (µt,Σt)

)
(1)

s.t. Prw∼N (µ,Σ)[ztw · xt ≥ 0] ≥ η. (2)

The closed-form solution [Crammer et al. 2008] to this constrained optimization
problem is given by,

µt+1 = µt + αtztΣtxt,

Σt+1 = Σt − βtΣtxtx>t Σt,

with the updating coefficients

3In implementation we usually use the mean weight vector for making predictions.
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αt = max

{
0,

1

vtξ

(
−mtψ +

√
m2
t

φ4

4
+ vtφ2ξ

)}
, (3)

βt =
αtφ√

ut + vtαtφ
,

where ut = 1
4

(
−αtvtφ+

√
α2
t v

2
t φ

2 + 4vt
)2, vt = x>t Σtxt, mt = ztµt · xt, φ = Φ−1(η), with

Φ the cumulative distribution function of the standard normal distribution, ψ = 1+ φ2

2 ,
and ξ = 1 + φ2.

Note that the constraint (2) can be rewritten in the form of an adaptive, large-margin
constraint imposed by the current example (the RHS of (4)),

ztµ · xt ≥ φ
√

x>t Σxt, (4)

showing that CW is an aggressive algorithm (following the previous naming conven-
tion [Crammer et al. 2006]), which updates its learning model, not only in rounds
with prediction mistakes (i.e., conservative algorithms), but also in rounds with mar-
gin violations, even if the predictions were correct. Furthermore, the adaptive margin
constraint has been shown experimentally [Crammer et al. 2012; Wang et al. 2012] to
be an important property for achieving more effective and efficient online classification
algorithms.

3.2. Adaptive Regularization of Weights (AROW)
The aggressive updating strategy employed by CW could lead to two contradicting
effects. On the one hand, it results in a rapid learning effect, since the weight distribu-
tion is changed as much as necessary to satisfy the adaptive margin constraint (4). On
the other hand, it could force the weight distribution to update in the wrong direction
and scale, when dealing with noisy labels or non-separable cases. AROW [Crammer
et al. 2009] modifies CW by introducing an adaptive regularization term in the objec-
tive function, which isolates and softens the impact of incorrectly labeled examples.
Specifically, it updates the learning model by solving the following unconstrained min-
imization problem:

(µt+1,Σt+1) = arg min
µ,Σ

DKL

(
N (µ,Σ)||N (µt,Σt)

)
+

1

2ρ
`h2(zt,µ · xt) +

1

2ρ
x>t Σxt, (5)

where ρ > 0 is a tradeoff parameter, and `h2(zt,µ · xt) =
(

max{0, 1 − ztµ · xt}
)2 is the

squared-hinge loss suffered on the current example (xt, zt) using the weight vector µ
for prediction. The adaptive margin constraint, which is desirable, in (4), however, is
not imposed in this objective formulation anymore. The optimization problem in (5)
has a closed-form solution similar to (3), but with simpler updating coefficients:

αt = max{0, 1− ztµt · xt}βt; and βt =
1

vt + ρ
.

3.3. Soft Confidence-Weighted Learning (SCW)
The Soft Confidence-Weighted (SCW) learning method [Wang et al. 2012] has re-
cently been proposed to address the above problems of CW and AROW by applying
the soft-margin idea in Support Vector Machines ([Cortes and Vapnik 1995]; see also
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soft-margin Passive-Aggressive algorithms [Crammer et al. 2006]) to the CW learn-
ing method. Specifically, the SCW algorithm employs a parameter C > 0 to tradeoff
conservativeness and aggressiveness, and recasts the CW constraint as an adaptive
regularizer in an unconstrained minimization problem on each round:

(µt+1,Σt+1) = arg min
µ,Σ

DKL

(
N (µ,Σ)||N (µt,Σt)

)
+ Clφ

(
N (µ,Σ); (xt, zt)

)
, (6)

where

lφ
(
N (µ,Σ); (xt, zt)

)
= max

{
0, φ
√

x>t Σxt − ztµ · xt
}

is a loss function for penalizing the violation of the adaptive margin constraint (4).
The closed-form solution to this optimization problem is exactly the same as in CW
algorithm, except that the updating coefficient αt is slightly modified:

αt = min

{
C,max{0, 1

vtξ
(−mtψ +

√
m2
t

φ4

4
+ vtφ2ξ)}

}
.

3.4. Model Fusion for Distributed Training
We note at this point, as a slight digression, that the CW learning framework of-
fers an informed and effective way to fuse different classifiers after distributed train-
ing [Dredze et al. 2008]. This is a useful approach to combining multiple learned pre-
dictors to produce better ones and to reduce duplicated learning efforts. Model fusion
is of particular interest to HRI applications with multiple robots learning the same
classification task in parallel at different times and/or locations. The distribution over
the learning parameters in CW algorithms can be exploited to provide a weighted
combination of the learning parameters from individually trained classifiers, while
the conventional averaging approach assumes equally accurate parameter estimates.
Specifically, given a set of K multivariate Gaussian distributions of the learning pa-
rameters, the combined model, also a Gaussian, can be computed as the one that is
closest to the K distributions using some distance measurement. For the case of KL-
divergence, the combined model parameters µ̄ and Σ̄ are given by Σ̄ =

(∑
i∈K Σ−1

i

)−1,
and µ̄ = Σ̄

∑
i∈K Σ−1

i µi.

4. EFFICIENT EXPLORATION FOR MULTICLASS PREDICTION WITH BINARY FEEDBACK
In this section, and in algorithm 1, we present our general framework for dealing with
multiclass prediction with binary feedback.

We adopt the widely used one-vs-all approach [Rifkin and Klautau 2004] for multi-
class extension. Specifically, our algorithm maintains a set ofM SCW binary classifiers
{(µi,Σi)}Mi=1 initialized with (µ0 = 0,Σ0 = I). Denote ∆̂i

t = µit · xt ∈ R the prediction
margin of classifier i on the current instance xt. The predicted label in each round is
chosen based on the binary classifier having the largest prediction margin, i.e.,

ŷt = arg max
i=1,...,M

(
∆̂i
t

)
.

The learner observes the binary feedback zt ∈ {+1,−1} indicating whether the predic-
tion ŷt ∈ {1, ...,M} was correct (i.e., ŷt = yt) or not (i.e., ŷt 6= yt) when compared to the
true label yt.
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4.1. Noise model of label-generating process
In our setting, instances are generated arbitrarily, while labels are assumed to be gen-
erated using a linear stochastic model. Specifically, we make the following (very gen-
eral) assumptions:

(1) The labels yt are realizations of independent random variables Yt ∈ {1, ...,M} sam-
pled from a stochastic source with a probability density function P (Yt|xt) continu-
ous at all xt.
Denote {Zit}Mi=1 the set of binary labels induced from Yt, i.e., Zit = +1 if Yt =
i and Zit = −1 if Yt 6= i, and let ∆i

t = E[Zit |xt] ∈ [−1, 1]. This assumption entails
that

bt = arg max
i=1,...,M

(1 + ∆i
t

2

)
is the Bayes optimal classification for the current instance xt.

(2) There exists a fixed but unknown set of vectors ui ∈ Rd for which u ·xt = ∆i
t for all

t. Hence the set {ui}Mi=1 constitutes the Bayes optimal binary classifiers under this
noise model.

Note that when running our algorithm in a reproducing kernel Hilbert space H with
a universal kernel [Steinwart 2002], the classifiers are made implicitly nonlinear, and
∆i
t are well approximated by f i(xt), for some nonlinear functions f i ∈ H, hence the

assumption 2, called realizability assumption, becomes quite general.

4.2. Dealing with Binary Feedback
Consider a particular binary classifier i in our model. Since the weight vector wi

t is
drawn from the multivariate Gaussian distribution N (µit,Σ

i
t) over linear classifiers,

its prediction margin is a random variable having a univariate Gaussian distribution,
N
(

∆̂i
t, v

i
t

)
, where vit = x>t Σitxt, as defined in section 3.1, acts as the variance of the

prediction margin estimated by classifier i.
For the case of multiclass prediction with binary feedback, we follow the widely used

approach of “optimism in the face of uncertainty” when dealing with the exploration-
exploitation tradeoff, defining our upper confidence bound of the prediction margin to
be UCBit = ∆̂i

t + k
√
vit, with k ≥ 0 a tunable parameter to control the exploration-

exploitation rate.
Under the realizability assumption of our label noise model above, the mean weight

vector µit converges to the optimal Bayes classifier ui and the subjective belief, i.e.,
the probability with respect to the current model distribution, that at any round t the
Bayes optimal margin ∆i

t = ui>xt does not exceed the UCB is given by,

Pr[∆i
t ≤ UCBit] = Φ

(
UCBit − ∆̂i

t√
vit

)
= Φ(k),

with Φ(·) denoting the cumulative function of the normal distribution, as mentioned
before. For example, with the “two standard deviations” rule (i.e., k = 2), we have
Φ(2) ≈ 0.9772. Hence the UCB defined above can be used as an informative upper
bound of the prediction margins given by the best binary classifiers chosen in hindsight
(i.e., the Bayes optimal binary classifiers ui).
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ALGORITHM 1: Upper Confidence Weighted Learning. Parameters: η ∈ (0.5, 1);C, k > 0.
//Initialization

1 φ = Φ−1(η), ψ = 1 + φ2/2, ξ = 1 + φ2.
2 for i = 1 : M do
3 µi = 0 // d× 1 vector

4 Σi = I // d× d matrix

5 end
//Main interactive learning loop

6 for t = 1, 2, ... do
7 Receive new instance xt ∈ Rd

8 for i = 1 : M do
//Calculate individual UCB margins

9 UCBi
t = µi · xt + k

√
x>t Σixt

10 end
//Select prediction with highest UCB

11 Predict ŷt = arg max
i=1,...,M

(
UCBi

t

)
12 Observe feedback zt ∈ {+1,−1}

//Let † denote the index ŷt of the predicted class

13 if ztµ† · xt < φ
√

x>t Σ†xt then
//Constraint in Eq.(4) violated: Update the selected classifier

14 µ† ← µ† + αtztΣ
†xt

15 Σ† ← Σ† − βtΣ†xtx
>
t Σ†

//αt, βt as described in Section 3.3

16 end
17 end

5. ANALYSIS
We provide some initial theoretical analysis of UCWL. We first bound the confidence
interval in the prediction margin estimate, using the Azuma-Hoeffding bound [Azuma
1967; Alon and Spencer 2004] and the representer theorem [Crammer et al. 2008]. We
restate them here in Lemma 5.1 and Theorem 5.2 for completeness.

LEMMA 5.1 (AZUMA-HOEFFDING BOUND). Let X1, . . . , Xm be random variables
with |Xj | ≤ αj for some α1, . . . , αm > 0. Then for all positive integers m and positive
reals b,

P

{∣∣∣ m∑
j=1

Xj −
m∑
j=1

E[Xj |X1, . . . , Xj−1]
∣∣∣ ≥ b} ≤ 2 exp

{
− b2

2
∑m
j=1 α

2
j

}
.

The Azuma-Hoeffding theorem bounds the probability of the deviation of a sum of
bounded random variables from their mean. The deviation probability decays expo-
nentially with the distance b from the mean.

THEOREM 5.2 (REPRESENTER THEOREM). The mean µit and covariance Σi
t can be

written as linear combinations of input vectors:

Σi
t =

t−1∑
p,q=1

π(t)
p,qxpx

>
q + aI, µit =

t−1∑
p

ν(t)
p xp,
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where the variables π(t)
p,q and ν(t)

p only depend on the inner product of inputs [Crammer
et al. 2008],

ν
(t+1)
t = 1,

ν
(t+1)
j = ν

(t)
j + αtzt

t−1∑
i

π
(t)
i,jxi · xt, for ∀j < t,

π
(t+1)
i,j = −βt

∑
r,s

π
(t)
i,rπ

(t)
s,jxr · xt + π

(t)
i,j ,

π
(t)
j,t = π

(t)
t,j = −βt

t−1∑
j,s

π
(t)
j,sxs · xt,

π
(t+1)
t,t = −βt.

The representer theorem is similar to the one in kernel methods in which the es-
timated function defined over a reproducing kernel Hilbert space can be represented
as a finite linear combination of kernel products evaluated at the input points in the
training set. Therefore, with the representer theorem the mean and covariance can
be re-written as linear combinations of input vectors whose weights can be computed
with Mercer kernels. It helps us intuitively see the dependence of the mean and co-
variance on the inputs. Note that the kernel at time t can be built recursively as linear
combination of kernels at time t− 1.

We now bound the confidence interval in prediction margin estimate, stated in the
following lemma.

LEMMA 5.3. Assuming there exists the Bayes optimal solution ui,Σ∗i, for i =
1, . . . ,M , and ‖ui − uj‖2 ≤ c. With probability 1 − δ, for all labels i ∈ {1, . . . ,M},
we have ∣∣µit · xt − ui · xt∣∣ ≤√2 ln(2M/δ)

∑t−1

j=1
|ν(t)
j |2

In this lemma, the first assumption ‖ui −uj‖2 ≤ c means that the distance between
bounded random variables is also bounded. The intuitive goal of this lemma is to bound
the difference between the prediction margins of the adaptive learning classifier and
its Bayes optimal classifier. The bound consists of two parts: the first part depends
on δ, and the second part, composed of ν(t)

j ’s, could be considered as constant given a
particular input sequence.

PROOF. For each i ∈ {1, . . . ,M} , we use Lemma 5.1 with Xj = ν
(t)
j xj · xt, thus,

|Xj | ≤ |ν(t)
j |, assuming that ‖xt‖ ≤ 1. Then,

t−1∑
j=1

Xj =

t−1∑
j=1

ν
(t)
j xj · xt = µit · xt

and the Bayes optimal margin is
t−1∑
j=1

E[Xj |X1, . . . , Xj−1] = ui · xt.
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The following is the result of applying Lemma 5.1

Pr

[∣∣µit · xt − ui · xt∣∣ ≥√2 ln(2M/δ)
∑t−1

j=1
|ν(t)
j |2

]
≤ δ

M

Apply a union bound, then we have a guarantee that with a probability of 1− δ, for all
labels i ∈ {1, . . . ,M},

∣∣µit · xt − ui · xt∣∣ ≤√2 ln(2M/δ)
∑t−1

j=1
|ν(t)
j |2

Now we bound the difference between the distributions of the Bayes optimal clas-
sifier and UCWL classifier. The difference is measured by the KL-divergence between
the two weight distributions, where the distance at time T is

χt = DKL

(
N (ut · xt,x>t Σ∗txt)||N (µŷtt · xt,x>t Σŷtt xt)

)
,

where ut,Σ∗t could be one of M pairs ui,Σ∗i.

THEOREM 5.4. With probability 1 − δ, the difference χt is bounded by
O (C1 + ln(2M/δ)C2), where C1 and C2 depend on the data only through inner prod-
ucts.

Again, similar to Lemma 5.3, we quantify this difference probabilistically to depend
on the inner products of the inputs, which could be considered as constants given a par-
ticular input sequence. Similar to the representer theorem, the components depending
on the inner products of the inputs can be quantified recursively, therefore given the
inputs, the upper bound can be computed exactly. Then, given δ, we can quantify how
much we are confident about the divergence between the learned UCWL classifier and
the Bayes optimal classifier. The proof uses Lemma 5.3.

PROOF. Let † denote ŷt. By the definition of the Bayes optimal solution, we have

v†t = x>t Σ†txt ≥ x>t Σ∗txt = v∗t .

Furthermore,
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χt = ln
(x>t Σ†txt

x>t Σ∗txt

)
+

x>t Σ∗txt

x>t Σ†txt
+

(
µ†t · xt − ut · xt

)2
x>t Σ†txt

− 1

= ln
(v†t
v∗t

)
+
v∗t

v†t
+

(
µ†t · xt − ut · xt

)2
v†t

− 1

= ln
(v†t
v∗t

)
+
v∗t

v†t
+

(
µ†t · xt − u† · xt + u† · xt − ut · xt

)2
v†t

− 1

≤ ln
(v†t
v∗t

)
+
v∗t

v†t
+

(
µ†t · xt − u† · xt

)2
+
(
u† · xt − ut · xt

)2
2v†t

− 1

(lemma 5.3)

≤ ln
(v†t
v∗t

)
+
v∗t

v†t
+

2 ln(2M/δ)
∑T−1
j=1 |ν

(T )
j |2 + ‖u† − ut‖2‖xt‖2

2v†t
− 1

≤ ln
(v†t
v∗t

)
+
v∗t

v†t
+

2 ln(2M/δ)
∑T−1
j=1 |ν

(T )
j |2 + c

2v†t
− 1

with probability 1− δ. As v†t ≥ v∗t , we have

χt ≤ ln
(v†t
v∗t

)
+

2 ln(2M/δ)
∑T−1
j=1 |ν

(T )
j |2 + c

2v†t
.

According to Eq. (4) and the representer theorem [Crammer et al. 2008],

∑T−1
j=1 |ν

(T )
j |2

2v†t
≤
φ2
∑T−1
j=1 |ν

(T )
j |2

2z2
t

(
µ†t · xt

)2 =
φ2
∑T−1
j=1 |ν

(T )
j |2

2

(
T−1∑
p
ν

(T )
j xj · xt

)2 .

The final term also depends on inner products of inputs, so does v†t . Therefore, χt ≤
O (C1 + ln(2M/δ)C2) with

C1 = ln
(v†t
v∗t

)
; C2 =

φ2
∑T−1
j=1 |ν

(T )
j |2

2

(
T−1∑
p
ν

(T )
j xj · xt

)2

We note in passing that the computed bound with components C1 and C2 depending
on data through inner products is similar to the quantity µ∗>Σ−1

T+1µ
∗ in the exact

convex bound [Crammer et al. 2008], because the quantity Σ−1
T+1 is also represented in

the same manner, as a direct result of the representer theorem.

6. EXPERIMENTS AND RESULTS
Here, we present performance comparisons of UCWL and other state-of-the-art al-
gorithms on three different datasets, under different artificially generated incorrect
feedback (noise) conditions. We report three performance metrics: online mistake rate
(#mistakes / #predictions), total runtime, and model update rates (i.e., #updates / #
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training examples). Model update rate determines the memory size required to store
the instances (i.e., the support vectors in the kernelized version). The runtime of each
algorithm is proportional to the product of the number of updates and the computation
time per update.

6.1. Experiment Setting
We conduct the experiments by first determining the best parameters for each method
on each training dataset, then apply each algorithm 20 times using these best param-
eters on each dataset, each time with a randomly permuted sequence (same sequence
for all algorithms). All the results reported are averaged over these 20 repetitions.

Raw image datasets. We use three multiclass datasets, two public and one self-
collected: i) MNIST [LeCun et al. 1998], ii) USPS4, and iii) our hand gesture dataset
(GESTURE) collected from our group using a swarm of 13 foot-bots (see Figure 2).
MNIST and USPS datasets consist of grayscale images of ten handwritten digits from
0 to 9. MNIST has 70,000 examples (split into 60,000 training and 10,000 testing ex-
amples) of 10 classes, each instance has 784 attributes. USPS has 11,000 examples of
10 classes, each instance has 256 attributes. All feature values are normalized to [0, 1]
before training. Note that the “features” in this case are simply raw pixel values.

CNN feature datasets. Convolutional Neural Networks (CNNs) are hierarchical
neural networks that compute localized features from input images, convolving image
patches with filters [LeCun et al. 1998]. We use CNN feature datasets for MNIST and
GESTURE (described below). The CNN filters are local in input space and are thus
better suited to exploit the strong spatially local correlation present in natural im-
ages. Filter responses are repeatedly pooled and re-filtered, resulting in image features
computed using a deep feed-forward network architecture. We employ a recent variant
of the CNN with deep hierarchical architecture called Max-Pooling (MP) CNN [Ran-
zato et al. 2007]5. MPCNNs have alternating convolutional layers [Fukushima 1980]
and max-pooling layers [Riesenhuber and Poggio 1999], topped by standard fully con-
nected layers. In the convolutional layer, a convolutional kernel of size Cx × Cy pixels
is shifted over the valid region of segmented image, such that the kernel is completely
inside the image, resulting in a convolved image distinctively downsampled, whereas
in the subsampling layer a max-pooling kernel of size Mx ×My pixels is shifted over
the valid region of the convolved image where the output of each region is given by
the maximum activation over non-overlapping rectangular regions of the kernel size.
Max-pooling is a favorable form of pooling since it introduces small invariance to trans-
lation and distortion, leading to faster convergence and better generalization [Scherer
et al. 2010].

The GESTURE dataset consists of 74,000 images which were acquired using on-
board cameras from different viewpoints and distances (Figure 3). This dataset was
collected during our previous work on human-swarm interaction [Nagi et al. 2012], in
which a modified version of Confidit was used. The paper also dealt with information
fusion within the swarm, where each classifier on each robot has a different viewpoint
of the same gesture. Since the main focus of the current paper is on classification with
binary feedback, and not on prediction consensus within the swarm, we use 15,305
images from only 3 central viewpoints (-15, 0, and +15 degrees), randomly split into
training (60%) and testing (40%) sets. There are 6 classes of gestures that the robots
need to learn (see Figure 4). Each image is preprocessed to segment the hand gesture,
then a polygon is fitted to the blob contour to smooth noisy and rough edges in the sil-
houette of the hand gesture. In our prior work on various feature extraction methods

4We used the dataset from http://www.cs.nyu.edu/∼roweis/data.html
5See also [Cireşan et al. 2011] for the first GPU-implementation of MPCNNs.
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Fig. 2: Experimental setup of the robot swarm for GESTURE data acquisition.

Fig. 3: Samples taken at 5 different distances: 1.0m, 1.5m, 2.0m, 2.5m and 3m.

Fig. 4: Finger counts 0 through 5, representing the k = 6 gesture classes. In further ex-
periments with the real robots, we also used a separate set of two pre-trained gestures
(stand still = T , and waving hand = F ) for the binary feedback.

for the gesture recognition task [Nagi et al. 2011], we found that the features learned
by deep Convolutional Neural Networks give the best recognition rate with linear clas-
sifiers. Using a subset of the collected data, we perform extensive tests intending to
closely emulate the real HRI situation6 to assess the visual learning performance of
the robot swarm.

We train an MPCNN using the preprocessed GESTURE training set. The inputs into
the MPCNN are the segmented, rescaled and padded images of size 32×32 pixels [Nagi
et al. 2011]. We use a 6-layered hierarchical MPCNN with the output maps of the last

6See demo video at www.idsia.ch/∼ngo/ucwl2013/hridemo.html
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convolutional layer (C3) down-sampled to one pixel per-map, using a fully connected-
layer, which results in a feature vector of length 300, for classification (see Figure 1 in
the original paper [Nagi et al. 2011] for more details).

We also use an MPCNN, which was previously trained on MNIST by Ciresan et
al. [2011]. It has 100 output features. The classification results of these two networks
(with the last layer performing classification) on their respective test sets will also
serve as baseline results of batch (offline) methods against which online methods are
compared.

Compared algorithms. Confidit and Banditron are the main competitors for
UCWL. For Confidit, we use its deterministic (α = 1), fully-diagonal simplified ver-
sion, as noted in the original paper [Crammer and Gentile 2011]. Even though we
compare with the Banditron [Kakade et al. 2008], we do not report the results here
since the results are very bad in comparison to the other algorithms.

We also want to see how well UCWL, which uses binary feedback, might compare
with algorithms that use full feedback. This is not a fair comparison, and it would
be a surprising result if UCWL can achieve better performance with much less infor-
mation. To this end, we also compare with multiclass extensions of CW, SCW, AROW
(second-order methods), and PA (first-order method). These are each state-of-the-art
algorithms in their categories. We use the general top-1 method described in [Crammer
et al. 2006; Crammer et al. 2009] for multiclass extension, which essentially updates
two classifiers at each time: the classifier associated with the true label (promoted),
and the incorrect classifier with highest margin (demoted). Table I summarizes the
properties of UCWL, Confidit, and the respective multiclass versions mCW, mSCW,
mAROW, and mPA of the compared algorithms. Note that only UCWL for binary feed-
back, and its full feedback counterpart mSCW, enjoy all the salient properties of an
online learning algorithm. Crucially, in all the results presented, we use bold figure
legends and shaded table cells to indicate algorithms working with binary feedback.

Table I: A summary of online learning algorithm properties.

Algorithms Binary
Feedback Order Large

Margin
Confidence
Information

Non-
Separable

Adaptive
Margin

UCWL Yes 2nd Yes Yes Yes Yes
Confidit Yes 2nd No No Yes No
mSCW No 2nd Yes Yes Yes Yes
mAROW No 2nd Yes Yes Yes No
mCW No 2nd Yes Yes No Yes
mPA No 1st Yes No Yes No

Parameter selection. A single randomized run over each training dataset is used
to optimize the parameters for all algorithms in all experiments. Specifically, the slack
parameter C in mPA, mSCW, UCWL is selected from the set {2m}5m=−5 (same for the
parameter r of mAROW), the confidence parameter η in mCW, mSCW, and UCWL
is selected from the set {0.5 + 0.05m}9m=1, and the UCB-exploration parameter k in
Confidit and UCWL is selected from the set {0.2m}15

m=1.
Implementation details. Here, we note some details of UCWL specific to the exper-

iments. First, we use a diagonal version for the covariance matrices {Σi}Mi=1. With this
simplification, the computational complexity of UCWL becomes linear in the number
of features. The accuracy is also improved over the case using full covariance matri-
ces. This diagonalization step is also applied to mCW, mAROW, and mSCW. Second,
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Fig. 5: Online mistake rates on the MNIST and USPS raw image datasets with noise
levels 0% and 10%.

when the feedback is T (true), we have the algorithm update the selected classifier
only, instead of updating all the binary classifiers. Due to this, the performance of the
algorithm is further improved. Thus in the pseudocode of Algorithm 1 we use this up-
date method: only the selected classifier indexed by ŷt (and denoted by †), i.e., the pair
(µ†,Σ†), is updated.

6.2. Results
Comparison results7 are presented for two separate settings, the first uses raw im-
age data for general evaluation of learning algorithms, and the second, more specific
to HRI, uses good features (in our case, CNN learned features) to boost the learning
speed. Since the results do not show any significant differences in the conclusion be-

7Since there are no significant differences in the results between different variants of the baseline algo-
rithms, here we just report results, for mSCW, mCW, and mAROW, using their variance-projection variant.
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Table II: Online mistake rates (%) on MNIST and USPS raw image datasets at the end
of each training sequence.

Noise UCWL Confidit mSCW mAROW mCW mPA
MNIST raw images

0% 10.97± 0.11 12.78± 0.13 8.99± 0.06 9.29± 0.04 12.05± 0.11 15.35± 0.06

10% 19.83± 0.24 22.19± 0.21 18.13± 0.10 20.68± 0.19 33.03± 0.27 29.39± 0.24

20% 28.61± 0.22 31.72± 0.30 27.31± 0.10 31.07± 0.25 47.70± 0.19 42.76± 0.18

USPS raw images
0% 14.42± 0.44 17.44± 0.47 8.64± 0.17 8.38± 0.21 9.15± 0.22 12.97± 0.14

10% 23.90± 0.36 28.57± 0.77 18.01± 0.26 21.21± 0.30 29.71± 0.18 24.24± 0.25

20% 32.85± 0.42 38.36± 0.39 27.80± 0.39 33.78± 0.45 45.16± 0.60 37.38± 0.39

tween different (artificially generated) label noise levels, we just report results with
noise level of 10%.

A) Experimental results on raw image data.
Fig. 5 shows the online mistake rates for each algorithm on the training data; the

mistake rates at the end of each training sequence are summarized in Table II. Cru-
cially, UCWL outperforms Confidit and Banditron (not reported due to poor results)
in every situation tested. Again, these are the only algorithms tested that use binary
feedback, and, among these, UCWL delivers the top performance. In the original Con-
fidit paper, an interesting result was reported: Confidit, while working with binary
feedback, showed performance comparable to that of full feedback first order meth-
ods, such as mPA. We also can observe this in our results, and, further, we see that, in
noisy label settings, the binary-feedback using UCWL can outperform the second-order
methods mAROW, and mCW, which, again, use full feedback. Only the powerful full-
feedback second-order mSCW (the counterpart of UCWL in the full feedback setting)
outperforms UCWL consistently. Though mistake rate suffers with noise as expected,
the relative effectiveness of UCWL increases as the noise increases.

Table III: Model update rates (%) on the MNIST and USPS raw image datasets, calcu-
lated at the end of each training sequence. Confidit, which is based on ridge-regression
and not a large-margin method, updates its model at every time-step.

Noise UCWL Confidit mSCW mAROW mCW mPA
MNIST raw images

0% 27.53± 0.13 100.00± 0.00 24.97± 0.10 48.55± 0.23 28.31± 0.27 64.20± 0.31

10% 45.32± 0.26 100.00± 0.00 49.82± 0.29 93.96± 0.17 70.38± 0.32 84.57± 0.18

20% 58.55± 0.28 100.00± 0.00 70.18± 0.25 99.21± 0.06 83.60± 0.10 92.58± 0.05

USPS raw images
0% 40.91± 0.39 100.00± 0.00 38.17± 0.33 50.04± 0.17 45.58± 0.38 68.03± 0.27

10% 60.09± 0.46 100.00± 0.00 61.10± 0.21 92.80± 0.27 77.38± 0.41 84.49± 0.33

20% 71.97± 0.63 100.00± 0.00 76.24± 0.65 98.85± 0.20 88.95± 0.46 92.54± 0.38

Table III shows the rates of model updates for each algorithm on each data sequence
(i.e., #updates / total #training examples), while Table IV shows the total computa-
tion time spent. We see that UCWL has among the fewest number of updates. Fur-
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Table IV: Computation time (seconds) on the MNIST and USPS raw image datasets,
observed at the end of each training sequence.

Noise UCWL Confidit mSCW mAROW mCW mPA
MNIST raw images

0% 8.83± 0.14 25.33± 0.67 46.28± 1.65 40.50± 1.21 47.40± 1.88 4.30± 0.04

10% 9.14± 0.05 25.81± 0.06 48.39± 0.66 45.19± 0.91 48.95± 1.13 4.92± 0.03

20% 9.75± 0.17 26.79± 1.77 51.87± 3.28 46.07± 2.25 51.91± 2.29 5.56± 0.14

USPS raw images
0% 1.34± 0.04 4.02± 0.16 2.31± 0.02 1.80± 0.01 2.34± 0.02 0.49± 0.01

10% 1.41± 0.03 4.03± 0.12 2.33± 0.02 1.90± 0.01 2.37± 0.02 0.52± 0.01

20% 1.44± 0.04 3.98± 0.06 2.37± 0.05 1.92± 0.06 2.38± 0.01 0.55± 0.01

ther, UCWL makes an update (which constitutes the main computation) only for the
selected classifier. As a result, UCWL has much faster speed compared to all second-
order algorithms; the fastest one is the first-order algorithm mPA, although it has
higher update rate compared to UCWL. The number of updates for mSCW is also low,
but this is slightly misleading—mSCW must update two classifiers each time (pro-
mote/demote top-1 style [Crammer et al. 2009]), but it has to update less often, since,
given full information, it is more often correct (and it will not update when the margin
constraint (4) is satisfied). Since mSCW updates both classifiers, its speed is signifi-
cantly slower than UCWL’s.

B) Experiments using CNN features.
Fig. 6 presents the online cumulative mistake rates for each algorithm on the

MNIST and GESTURE training datasets using CNN features. The final rates (ob-
served at the end of each training sequence) are given in Table V. In contrast to the
previous case with raw features, the results in this experiment setting show that the
features learned by the MPCNNs are good for linear classification methods, hence the
performance of all full feedback algorithms is excellent and similar to each other when
there is no label noise. In this case, the performance of binary feedback algorithms
is clearly inferior. In the setting with artificial label noise, however, again mCW and
mPA perform worse compared to all other algorithms. Between UCWL and its main
competitor Confidit, the performance of UCWL is slightly better than Confidit on the
MNIST dataset, without label noise, and much better in all other cases.

To see how much we can boost the performance of UCWL using a little more in-
formation, we trained a classifier in advance using just 20 or 40 examples with full
label information (i.e., for these examples, the mSCW algorithm is used), then initial-
ized UCWL with the pre-trained model. Plots in Fig. 6 show that pre-training using
a small number of examples helps improve the performance of UCWL significantly.
Compared to algorithms using full feedback, a slightly pre-trained UCWL has lower
online mistake rates within the first hundred examples, after which it closely tracks
the performance of these algorithms.

The online cumulative mistake rates, shown in Fig. 6, are heavily influenced by the
early learning stage of the algorithms, which usually involves a high mistake rate.
To have a more insightful view of the learning progress, we instead plot their win-
dowed versions, where mistake rate is calculated as the number of mistakes within
the time window, divided by the window size. In Fig. 7, a window comprising the pre-
vious 50 training examples is used. This windowed mistake rate is not burdened by
the relatively high early-stage mistake rates and provides a more accurate view of
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Fig. 6: Online mistake rates on the MNIST and GESTURE datasets using CNN fea-
tures, with noise levels 0% and 10%.

the online performance. The result, in the label noise-free setting, shows that the win-
dowed mistake rates of all algorithms drop exponentially fast. The mistake rates of
the pre-trained UCWLs, during the first 100 examples, is lower than of those using
full feedback, after which they have almost identical behavior, reaching less than 5%
after the first 200 examples, and almost vanishing after 400 examples. UCWL with-
out pre-training initially performs worse than these algorithms, but it catches up after
600 examples for the MNIST dataset, and 400 for the GESTURE dataset, in both the
noise-free and noisy label settings, while its competitor Confidit needs a few thousand
training examples to achieve the same rate.

The results on update rates and runtime have similar characteristics to the case
using raw images, and have been omitted.
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Table V: Online mistake rates (%) on the MNIST and GESTURE datasets using CNN
features, with noise levels 0% and 10%.

Noise UCWL Confidit mSCW mAROW mCW mPA
MNIST CNN features

0% 0.97± 0.05 1.06± 0.16 0.58± 0.02 0.57± 0.01 0.65± 0.02 0.71± 0.02

10% 10.23± 0.09 10.78± 0.16 9.84± 0.09 9.86± 0.10 23.65± 0.43 19.26± 0.18

GESTURE CNN features
0% 6.76± 0.36 10.72± 0.24 4.76± 0.13 5.24± 0.21 5.12± 0.18 5.55± 0.23

10% 16.54± 0.78 24.49± 0.90 13.87± 0.62 18.26± 0.94 20.37± 1.04 22.96± 1.15

Even though our main concern is the online performance, it is illuminative to see
how these online algorithms perform on the test sets. We carry out such experiments
by saving intermediate models of these algorithms after regular online learning inter-
vals, and calculating their error rates on the corresponding test sets. Results, plotted
in Fig. 8 and summarized in Table VI, show that UCWL and all algorithms using
full feedback learn effectively initially, with the error rates on the test sets decrease
exponentially in the first 1000 examples, then gradually improve to approach the of-
fline training baseline using MPCNN. Confidit, on the other hand, improves much
slower; its error rate is highest among all the algorithms. In the presence of label
noise, again UCWL outperforms mCW, mPA, and Confidit with large margin in error
rates, as shown in Fig. 8, right column, as well as in Table VI. Note that the results in
Table VI are observed at the end of each training sequence, without repeated training
as used in MPCNN.

Table VI: Error rates (%) on the MNIST and GESTURE test sets using CNN features,
with noise levels 0% and 10%. All algorithms are trained on the whole sequence only
once. Error rates of MPCNN trained with true labels were used as batch (offline) base-
line for comparison.

Noise UCWL Confidit mSCW mAROW mCW mPA
MNIST CNN features

0% 0.60± 0.05 0.69± 0.04 0.50± 0.04 0.48± 0.04 0.66± 0.09 0.66± 0.08

10% 1.01± 0.07 1.85± 0.07 0.81± 0.04 0.63± 0.06 13.66± 7.12 7.80± 5.86

GESTURE CNN features
0% 4.14± 1.60 7.54± 2.67 2.83± 0.40 3.25± 0.54 3.60± 0.45 3.45± 0.84

10% 5.28± 0.98 14.23± 5.81 3.63± 0.36 6.75± 1.90 13.95± 5.72 16.06± 7.54

The next set of results illustrates the effectiveness of model fusion, as described in
Section 3.4. The performance, measured by error rates on test sets, of the method based
on KL-divergence is compared against that of simple averaging of the weight vectors,
and of a single model without fusion. We train 10 different UCWL classifiers using
random disjoint datasets of size Ntrain, then perform model fusion, before testing on
the test sets. Results reported in Table VII show that model fusion results in superior
performance, and the effectiveness of the fusion method based on KL-divergence is
better than simple averaging. The former consistently achieves the lowest error rates
in all experiments.
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Fig. 7: Windowed online mistake rates (window size = 50 examples) on the MNIST and
GESTURE datasets using CNN features, with noise levels 0% and 10%.

Finally, we analyze the sensitivity of the parameter kucb controlling the exploration-
exploitation tradeoff. For the best value of kucb (see Section 6.1, parameter selection)
in each dataset, we run UCWL with k = {kucb ∗ (m−1)∗0.4}5m=1. We say the algorithm
makes an exploration when its prediction under UCB is different from that without
UCB, i.e.,

ŷt = arg max
i=1,...,M

(
UCBit

)
6= arg max

i=1,...,M

(
µi · xt

)
.

Fig. 9 shows that while k effectively controls the exploration rate (left column), the
mistake rates are not sensitive to its value.
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Fig. 8: Error rates on the MNIST and GESTURE test sets using CNN features, with
noise levels 0% and 10%. For better visualization, plots only show error rates for the
first 4000 examples. MPCNN was trained with noise-free labels.

6.3. Discussion
One point that requires further elucidation is the utility of UCWL for HRI applications,
specifically where the amount of data is limited (e.g., a few hundred examples). The
first half of our experiments used models that have no prior knowledge whatsoever—
no good features were included, and the weight vector was initialized to all zeros (as
in the pseudocode). Therefore, it took these models many training examples to achieve
excellent performance. Of course, it is well known that the performance of online linear
classifiers is heavily dependent on the discriminative power of the input features.

In the second half of the experiments, we used much better feature sets, which were
learned offline with a deep Convolutional Neural Network. With the addition of these
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Table VII: Error rates (%) on the MNIST and GESTURE test sets using CNN fea-
tures, for methods with and without model fusion. Results are for 10 models trained
on disjoint datasets of size Ntrain.

Method Ntrain = 100 Ntrain = 150 Ntrain = 200 Ntrain = 250 Ntrain = 300

MNIST CNN features
Single model 46.62± 7.86 38.95± 7.87 30.93± 9.08 23.40± 7.79 19.84± 6.98

Simple averaging 9.36± 5.57 6.66± 2.77 4.43± 1.57 3.39± 1.37 2.71± 0.50

KL-divergence 7.98± 5.57 5.17± 2.52 2.98± 1.30 2.11± 1.13 1.50± 0.37

GESTURE CNN features
Single model 35.69± 5.90 27.26± 4.69 22.50± 5.45 19.36± 5.57 14.64± 4.40

Simple averaging 22.46± 3.83 15.78± 4.19 13.53± 1.84 10.88± 2.57 8.51± 0.84

KL-divergence 21.37± 3.85 14.65± 4.14 12.46± 1.69 9.63± 2.45 7.40± 0.87

features alone, we achieved a (windowed) online mistake rate of 5 percents within
just a few hundred examples. Further, when prior knowledge is incorporated, by pre-
training the classifiers with just 20 or 40 expected examples, the number of inter-
actions is reduced to about 200 examples—and the resulting prediction performance
becomes almost perfect. Note that the addition of pre-training does not mean that
the classification learning problem is simply learned offline. The online interactive
learning helps adapt the learned model to the new environmental conditions, such as
illumination differences, image background differences, user-specific differences, etc.

7. CONCLUSION
We introduced the Upper Confidence Weighted Learning algorithm for online mul-
ticlass learning from binary feedback. UCWL extends the Soft Confidence Weighted
online learning framework to deal with binary feedback using the Upper Confidence
Bound framework, enabling informed and efficient exploration. This novel formulation
suits human-robot interaction, especially with good features and limited pre-training.
Results showed state of the art performance in terms of accuracy, computational effi-
ciency, and robustness against label noise.

UCWL achieved a better result than the other binary feedback algorithms, and com-
pared well against some full feedback algorithms. This somewhat counterintuitive re-
sult might be due to UCWL having all four properties shown in Table I. The adaptive,
large-margin update style allows it to have per-feature adaptive learning rates within
the large-margin learning framework. The soft margin formulation makes it robust to
noise and outliers. The use of confidence information allows it to update its model with
an exponential rate, and more importantly, to effectively achieve informed exploration
of positive feedback.

Some interesting future directions include handling an unknown and expanding
number of classes, learning with mixed (i.e., full and binary) feedback, and transfer
learning between different tasks.
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Fig. 9: UCWL sensitivity analysis on the MNIST and GESTURE datasets using CNN
features.
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