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ABSTRACT

We investigate the max flow time scheduling problem in the off-line and on-line
setting. We prove positive and negative theoretical results. In the off-line setting, we
address the unrelated parallel machines model and present the first known fully polyno-
mial time approximation scheme, when the number of machines is fixed. In the on-line
setting and when the machines are identical, we analyze the First In First Out (FIFO)
heuristic when preemption is allowed. We show that FIFO is an on-line algorithm with
a (3− 2/m)-competitive ratio. Finally, we present two lower bounds on the competitive
ratio of deterministic on-line algorithms.

Keywords: Parallel Machines Scheduling; Max flow time minimization; Approximation
algorithms; On-line and off-line algorithms.

1. Introduction

The m-machine scheduling problem is one of the most widely-studied problems
in computer science, with an almost limitless number of variants ([3, 6, 12, 19]
are surveys). The most common objective function is the makespan, which is the
length of the schedule, or equivalently the time when the last job is completed.
This objective function formalizes the viewpoint of the owner of the machines. If
the makespan is small, the utilization of his machines is high; this captures the
situation when the benefits of the owner are proportional to the work done. If we
turn our attention to the viewpoint of a user, the time it takes to finish individual
jobs may be more important; this is especially true in interactive environments.
Thus, if many jobs that are released early are postponed at the end of the schedule,
it is unacceptable to the user of the system even if the makespan is optimal.

For that reason other objective functions are studied. With this aim, a well-
studied objective function is the total flow time [1, 13, 17]. The flow time of a job is
the time the job is in the system, i.e., the completion time minus the time when it
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becomes first available. The above mentioned objective function is the sum of these
values over all jobs. The Shortest Remaining Processing Time (SRPT) heuristic
produces a schedule with optimum total flow time (see [12]) when there is a single
processor. Unfortunately, this heuristic has the well-known drawback that it leads
to starvation. That is, some jobs may be delayed to an unbounded extent. Inducing
starvation is an inherent property of the total flow time metric. In particular, there
exist inputs where any optimal schedule for total flow time forces the starvation of
some job (see Lemma 2.1 in [2]). This property is undesirable.

From the discussion above, it is natural to conclude that in order to avoid
starvation, one should bound the flow time of each job. This motivates the study
of the minimization of the maximum flow time.

Problems: We address two basic types of parallel machine models. In each there
are n jobs J1, ..., Jn to be scheduled on m ≥ 2 machines M1, ..., Mm. Each machine
can process at most one job at a time, and each job must be processed in an
uninterrupted fashion on one of the machines. We will also consider the preemptive
case, in which a job may be interrupted on one machine and continued later (possibly
on another machine) without penalty. Job Jj (j = 1, ..., n) is released at time
rj ≥ 0 and cannot start processing before that time. In the most general setting,
the machines are unrelated: job Jj takes pij time units when processed by machine
Mi. If the machines are identical, then we assume that pij = pj for each machine
Mi.

We denote the completion time of job Jj in a schedule S by Cs
j or Cj , if no

confusion is possible. The flow time of job Jj is defined as Fj = Cj − rj , and the
maximum flow time Fmax is maxj=1,...,n Fj . We seek to minimize the maximum
flow time.

In the off-line version of the problem, it is assumed that the scheduler has
full information of the problem instance. By contrast, in the on-line version of
the problem, jobs are introduced to the algorithm at their release times. Thus,
the algorithm bases its decision only upon information related to already released
jobs. In the on-line paradigm, we distinguish between the clairvoyant and non-
clairvoyant model. In the clairvoyant model we assume that once a job is known to
the scheduler, its processing time is also known. In the non-clairvoyant model the
processing time of a job is unknown until its processing is completed.

Previous Work: To the best of our knowledge, the only known result about
the non-preemptive max flow time scheduling problem is due to Bender et al. [2].
They address the on-line non-preemptive problem with identical parallel machines
(in the notation of Graham et al. [6], this problem is noted P |on-line; rj |Fmax).
In [2] they claim that the First In First Out (FIFO) heuristic (that is, scheduling
jobs in the order they arrive to the machine on which they will finish first) is a
(3− 2/m)-competitive algorithma.

aA ρ-competitive algorithm is an on-line algorithm that finds a solution within a ρ factor of
the optimum.
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When preemption is allowed, in each of the two considered types of parallel
models, we observe that there are polynomial-time off-line algorithms for finding
optimal preemptive solutions: these are obtained by adapting the approaches pro-
posed in [14, 15] for the preemptive parallel machines problems with release times
and deadlines. In [14, 15] the objective function is the minimization of the maximum
lateness Lmax = max Lj , where Lj is the lateness of job Jj , that is the completion
time of Jj minus its deadline (the time by which job Jj must be completed). We can
use the algorithms in [14, 15] for the preemptive maximum flow time minimization
by setting the deadline of each job equal to its release time.

When the jobs release times are identical, the problem reduces to the classical
makespan minimization problem. In this case the two considered types of parallel
machine models have been studied extensively (see [3, 6, 12, 19] for surveys). Here,
we only mention that these related scheduling problems are, in the general case,
strongly NP-hard [5], and polynomial time approximation schemesb (PTAS) are
known when the machines are either identical or uniformly related [7, 8]. For
unrelated machines, Lenstra, Shmoys and Tardos [16] gave a polynomial-time 2-
approximation algorithm for this problem; and this is the currently known best
approximation ratio achieved in polynomial time. They also proved that for any
positive ε < 1/2, no polynomial-time (1+ε)-approximation algorithm exists, unless
P=NP. Since the problem is NP-hard even for m = 2, it is natural to ask how
well the optimum can be approximated when there is only a constant number of
machines. In contrast to the previously mentioned inapproximability result for the
general case, there exists a fully polynomial-time approximation scheme for the
problem when m is fixed. Horowitz and Sahni [10] proved that for any ε > 0, a
(1 + ε)-approximate solution can be computed in O(nm(nm/ε)m−1) time, which
is polynomial in both n and 1/ε if m is constant. Recently, Jansen and Porkolab
[11], and later improved by Fishkin, Jansen and Mastrolilli [4], presented a fully
polynomial time approximation scheme for the problem whose running time is linear
in the number of jobs.

Note that, as the makespan problem is a special case of the max flow time
problem, all the mentioned negative results hold also for the problems addressed in
this paper.

Our Results: In this paper, we investigate the max flow time problem in the
off-line and on-line setting. We prove positive and negative theoretical results.

In the off-line setting, we address the unrelated parallel machines model (Section
2.1) and present, when the number m of machines is fixed, the first known fully
polynomial time approximation scheme (FPTAS). Observe that no polynomial time
approximation scheme is possible when the number of machines is part of the input
[16], unless P=NP. Therefore, for fixed m obtaining a FPTAS is to some extent the
strongest possible result.

bAlgorithms that, for any fixed ε > 0, find a solution within a (1 + ε) factor of the optimum in
polynomial time. If the running time is bounded by a polynomial in the input size and 1/ε, then
these algorithms are called fully polynomial time approximation schemes.
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In the on-line setting and when the machines are identical, we analyze the (non-
preemptive) FIFO heuristic when preemption is allowed (according to Graham et
al. [6], this problem is noted P |on-line; pmtn; rj |Fmax). Bender et al. [2] claimed
that this strategy is a (3−2/m)-competitive algorithm for the non-preemptive prob-
lem. We show (Section 3.1) that FIFO comes within the same bound of the optimal
preemptive schedule length. Since FIFO does not depend on the sizes of the jobs, it
is also an on-line non-clairvoyant algorithm with a (3− 2/m)-competitive ratio. In
Section 3.2 we show that no 1-competitive (optimal) on-line algorithm is possible
for the preemptive problem (P |on-line; pmtn; rj |Fmax). This result should be con-
trasted with the related problem P |on-line; pmtn; rj |Cmax (i.e., the same problem
with makespan as objective function) that admits an optimal on-line algorithm [9].
In Section 3.3, we show that in the non-clairvoyant model the competitive ratio
cannot be better than 2. This proves that the competitive ratio of FIFO matches
the lower bound when m = 2.

2. Off-line Max Flow Time

2.1. A FPTAS for Unrelated Parallel Machines

In this section we consider the problem of scheduling off-line a set J = {J1, ..., Jn}
of n independent jobs on a set M = {M1, ..., Mm} of m unrelated parallel machines.
We present a FPTAS when the number m of machines is a constant. Our approach
consists of partitioning the set of jobs into blocks B(1), B(2), ..., such that jobs be-
longing to any block can be scheduled regardless of jobs belonging to other blocks
(Separation Property). The FPTAS follows by presenting a (1 + ε)-approximation
algorithm for each block of jobs.

2.1.1. Separation Property

Let pj = mini=1,...,m pij denote the smallest processing time of job Jj . Let
R = {r(1), r(2), ..., r(ρ)} be the set of all release dates (ρ ≤ n is the number of
different release values). Assume, without loss of generality, that r(1) < r(2) <

... < r(ρ). Set r(ρ + 1) = ∞. Partition jobs according to their release times and
let N(i) = {Jj : rj = r(i)}, i = 1, ..., ρ, denote the set of jobs released at time r(i).
Finally, let PN(i) be the sum of the smallest processing times of jobs from N(i), i.e.,
PN(i) =

∑
Jj∈N(i) pj .

Block Definition. The first block B(1) is defined as follows. If r(1)+PN(1) ≤ r(2)
then B(1) = N(1). Otherwise, if r(1) + PN(1) + PN(2) ≤ r(3) then B(1) = N(1) ∪
N(2), else continue similarly. More formally,

B(1) =
⋃

i=1,..,b1

N(i),
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Figure 1: Block example.

where b1 is the smallest positive integer such that

r(1) +
∑

i=1,..,b1

PN(i) ≤ r(b1 + 1).

Therefore if a job belongs to B(1) then it can be completed by time r(b1 + 1) (by
assigning jobs to the machines with the smallest processing requirements).

Other possible blocks are obtained in a similar way: if r(b1 + 1) ≤ r(ρ) then
discard all jobs from B(1) and apply a similar procedure to obtain the next block
B(2). More formally, for w = 2, 3, ..., the w-th block is defined as

B(w) =
⋃

i=bw−1+1,..,bw

N(i),

where bw is the smallest positive integer such that

r(bw−1 + 1) +
∑

i=bw−1+1,..,bw

PN(i) ≤ r(bw + 1).

In the following, we will use β to denote the number of blocks. By definition, observe
that bβ = ρ.

Block Property. Let rB(i) be the earliest release time of jobs from block B(i),
i.e., rB(i) = minJj∈B(i) rj , and PB(i) =

∑
Jj∈B(i) pj . We claim that jobs belonging

to any block can be scheduled regardless of jobs belonging to other blocks. A
sufficient condition to have this separation property would be that in any ‘good’
(optimal or approximate) solution all jobs from block B(i) (i = 1, ..., β) could be
scheduled between time rB(i) and rB(i) + PB(i). However, this is not always true,
as Example 1 shows.
Example 1 Consider an instance with 3 jobs and 2 machines. The data are re-
ported in the table of Figure 1. In this example there is only one block B(1) and
rB(1) + PB(1) = 5. In Figure 1 it is shown an optimal solution (F ∗max = 3) in which
the last job completes at time 6 (> rB(1) + PB(1)).

In the following we show that there exists always at least one ‘good’ (optimal or
approximate) solution in which all jobs from block B(i) (i = 1, ..., β) are scheduled
between time rB(i) and rB(i) + PB(i). We prove this by exhibiting an algorithm
which transforms any solution into another solution with the desired separation
property. Moreover, the objective function value of the new solution is not worse
than the previous one.
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Separation Algorithm. Assume that we have a solution S of value Fmax in
which jobs from different blocks are not scheduled separately. Then there exists
at least one block, say B(w), in which the last job of B(w) completes after time
rB(w) + PB(w). For those blocks B(w), and starting with the block with the lowest
index w, we show how to reschedule jobs from B(w) such that they are completed
within time rB(w) + PB(w), and without worsening the solution value.

Let C(i) denote the time all jobs from N(i) are completed according to solution
S, i.e., the time the last job from N(i) completes. Observe that Fmax = maxi(C(i)−
r(i)). Recall the block definition B(w) =

⋃
i=bw−1+1,..,bw

N(i), and let N(l) ⊆ B(w)
be the last released group of jobs (possibly empty, in this case set l = bw−1) such
that

C(l) ≤ rB(w) +
∑

i=bw−1+1,...,l

PN(i).

By definition we have

C(x) > rB(w) +
∑

i=bw−1+1,...,x

PN(i), for x = l + 1, ..., bw.

Now remove from S all jobs belonging to N(l+1)∪ ...∪N(bw) and reschedule them
in order of non-decreasing release times and on the machines requiring the lowest
processing times. We claim that according to the new solution S′ the completion
time C ′(i) of every class N(i) is not increased, i.e. C ′(i) ≤ C(i) for i = l + 1, ..., bw,
and all jobs from B(w) are completed by time rB(w) + PB(w). Indeed, the new
completion time C ′(l+1) of jobs from N(l+1) is bounded by C(l)+PN(l+1) that is
at most rB(w) +

∑
i=bw−1+1,...,l+1 PN(i), and by definition less than C(l + 1). More

generally, this property holds for every set N(x + 1) with x = l + 1, ..., bw, i.e.

C ′(x + 1) ≤ C ′(x) + PN(x+1)

≤ rB(w) +
∑

i=bw−1+1,...,x+1

PN(i) < C(x + 1).

It follows that according to solution S′ every job from N(x) (⊆ B(w)) is completed
within time rB(w) +

∑
i=bw−1+1,...,x PN(i) and therefore every job from B(w) is

completed by time rB(w) + PB(w). Moreover the maximum flow time F ′max of the
new solution is not increased since F ′max = maxi(C ′(i)−r(i)) ≤ maxi(C(i)−r(i)) =
Fmax.
Lemma 1 Without increasing the maximum flow time, any given solution can be
transformed, by using the separation algorithm, into a new feasible solution having
all jobs from block B(w) (w = 1, ..., β) scheduled between time rB(w) and rB(w) +
PB(w).

2.1.2. Block Approximation

By Lemma 1 a (1+ε)-approximate solution can be obtained as follows: starting
from the first block, compute a (1 + ε)-approximate schedule for each block B(w)
that starts at time rB(w) and completes by time rB(w) + PB(w), i.e., not later than
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the earliest starting time of the next block B(w +1) of jobs. A (1+ ε)-approximate
solution can be computed in polynomial time if there exists a polynomial time
(1 + ε)-approximation algorithm for each block of jobs.

By previous arguments, we focus our attention on a single block of jobs and
assume, without loss of generality, that the input instance is given by this set of
jobs. For simplicity of notation we use again n to denote the number of jobs in
the block instance and {J1, ..., Jn} to denote the set of jobs. Moreover, we assume,
without loss of generality, that the earliest release date is zero, i.e., minj rj = 0.

Observe that pmax = maxj pj is a lower bound for the minimum objective value
F ∗max, i.e., F ∗max ≥ pmax. By block definition, Lemma 1 and since minj rj = 0,
all jobs can be completed by time

∑n
j=1 pj ≤ npmax. Moreover, any solution that

completes within time npmax has a maximum flow time that cannot be larger than
npmax. Therefore, the optimal objective value F ∗max can be bounded as follows:
pmax ≤ F ∗max ≤ npmax. Without loss of generality, we restrict our attention to
finding those solutions with maximum flow time at most npmax. Therefore we can
discard all solutions whose last job completes later than 2npmax, since all solutions
with greater length have a maximum flow time larger than npmax. Similarly, we
will implicitly assume that job Jj cannot be scheduled on those machines Mi with
pij > npmax, since otherwise the resulting schedule would have a maximum flow
time larger than npmax.

In the following we show how to compute a (1 + ε)-approximate solution in
which the last job completes not later than 2npmax. This solution can be always
transformed into a (1 + ε)-approximate solution with the last job completing not
later than

∑n
j=1 pj by Lemma 1.

The (1 + ε)-approximation algorithm is structured in the following three steps.

1. Round the input values.

2. Find an optimal solution of the rounded instance.

3. Restore the original values.

We will first describe step 2, then step 1 with its “inverse” step 3.

An Optimal Algorithm. We start making some observations regarding the max-
imum flow time of a schedule. First renumber the jobs such that r1 ≤ r2 ≤ ... ≤ rn

holds. A simple job interchange argument shows that for a single machine, the
maximum flow time is minimized if the jobs are processed in a non-decreasing order
of release times. This property was first observed by Bender et al. [2].

We may view any m-machine schedule as an assignment of the set of jobs to
machines with jobs assigned to machine Mi being processed in increasing order of
index. Consequently given an assignment the max flow time is easily computed.
We are interested in obtaining an assignment which minimizes Fmax. Thus we may
regard assignment and schedule as synonymous.

A completion configuration c is a m-dimensional vector c =(c1, ..., cm): ci de-
notes the completion time of machine Mi, for i = 1, ..., m. A partial schedule, σk
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is an assignment of the jobs J1, ..., Jk to machines. A completion schedule ωk is
an assignment of the remaining jobs Jk+1, ..., Jn to machines. Consider two partial
schedules σ1

k and σ2
k such that according to σ1

k the last job on machine Mi (for
i = 1, ...,m) completes not later than the last job scheduled on the same machine
Mi according to σ2

k; moreover the maximum flow time of σ1
k is not larger than that

of σ2
k. If this happens we say that σ1

k dominates σ2
k. It is easy to check that whatever

is the completion schedule ωk, the schedule obtained considering the assignment of
jobs as in σ1

k and ωk cannot be worse that attainable with σ2
k and ωk. Therefore,

with no loss, we can discard all dominated partial schedules. The reason is that by
adding the remaining jobs Jk+1, ..., Jn in order of increasing index, the completion
time of the current job Jj (j = k + 1, ..., n) is a monotone non-decreasing function
of the completion times of machines before scheduling Jj (and does not depend
on how J1, ..., Jj−1 are really scheduled). Therefore if jobs J1, ..., Jk are scheduled
according to σ1

k then the maximum flow time of jobs Jk+1, ..., Jn, when scheduled
according to any ωk, cannot be larger than the maximum flow time of the same set
of jobs when J1, ..., Jk are scheduled according to σ2

k.
We encode a feasible schedule s by a (m+1)-dimensional vector s =(c1, ..., cm, F ),

where (c1, ..., cm) is a completion configuration and F is the maximum flow time in s.
We say that schedule s1=(c′1, ..., c

′
m, F ′) dominates s2=(c′′1 , ..., c′′m, F ′′) if c′i ≤ c′′i , for

i = 1, ...,m, and F ′ ≤ F ′′. Moreover, since F ∗max ≤ npmax we classify as dominated
all those schedule s =(c1, ..., cm, F ) with F > npmax. The latter implies ci ≤ 2npmax

(i = 1, ..., m) in any not dominated schedule.
For every s =(c1, ..., cm, F ), let us define the operator ⊕ as follows:

s⊕ pij = (c1, ..., c
′
i, ..., cm, F ′),

where

c′i =
{

ci + pij if rj ≤ ci,
rj + pij otherwise,

and F ′ = max {F ; c′i − rj}.
The following dynamic programming algorithm computes the optimal solution:

Algorithm OPT-Fmax

1. Initialization: L0 ← {(c1 = 0, ..., cm = 0, 0)}
2. For j = 1 to n
3. For i = 1 to m
4. For every vector s ∈ Lj−1 put vector s⊕ pij in Lj

5. Discard from Lj all dominated schedules
6. Output: return the vector (c1, ..., cm, F ) ∈ Ln with minimum F

At line 4, the algorithm schedules job Jj at the end of machine Mi. At line 5, all
dominated partial schedules are discarded.

The total running time of the dynamic program is O(nmD), where D is the
maximum number of not dominated schedules at steps 4 and 5. Let δ be the
maximum number of different values that each machine completion time ci can
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take in any not dominated schedule. The reader should have no difficulty to bound
D by O(δm). Therefore, the described algorithm is, for every fixed m, a polynomial
time algorithm iff δ is polynomial in n and 1/ε. The next subsection shows how to
transform any given instance such that the latter happens.

Rounding the input and restoring the original values. Let ε > 0 be an
arbitrary small rational number and assume, for simplicity, that 1/ε is an inte-
gral value. The first step is to round down every processing and release time to
the nearest lower value of εpmax

2n i, for i = 0, 1, . . . , 2n2/ε; clearly this does not in-
crease the objective function value. Note that the largest release time rn is not
greater than npmax since all jobs can be completed by that time. Then, find the
optimal solution S of the resulting instance by using the dynamic programming
approach described in the previous subsection. Observe that, since in every not
dominated schedule the completion time ci of any machine Mi cannot be larger
than 2npmax, then the maximum number δ of different values of ci is now bounded
by 1 + (2npmax)/( εpmax

2n ) = 1 + 4n2/ε, i.e., polynomial in n and 1/ε.
Solution S can be easily modified to be a feasible solution also for the original

instance. First, delay the starting time of each job by εpmax
2n (this is sufficient to

guarantee that all jobs do not start before their original release date); the completion
time of each job may increase by at most εpmax

2n . Second, replace the rounded
processing values with the originals; now the completion time of each job may
increase by at most εpmax/2 (here we are using the assumption that each processing
time cannot be larger than npmax, and that each processing time may increase by
at most εpmax

2n ). Therefore, we may potentially increase the maximum flow time of
S by at most εpmax

2 + εpmax
2n ≤ εF ∗max. This results in a (1+ ε)-approximate solution

for the block instance.
The total running time of the described FPTAS is determined by the dynamic

programming algorithm, that is O(nm(n2/ε)m).
Theorem 1 For the problem of minimizing the maximum flow time in scheduling
n jobs on m unrelated machines (m fixed), there exists a fully polynomial time
approximation scheme that runs in O(nm(n2/ε)m) time.

3. On-line Max Flow Time

3.1. Analysis of FIFO for P|on-line;pmtn;rj |Fmax

In this section we analyze the FIFO heuristic when preemption is allowed and
in the identical machines model. Bender et al. [2] claimed that this strategy is a
(3−2/m)-competitive algorithm for nonpreemptive scheduling. We show that FIFO
(that is non-preemptive) comes within the same bound of the optimal preemptive
schedule length. Since FIFO does not depend on the sizes of the jobs, it is also an
on-line non-clairvoyant algorithm with a (3 − 2/m)-competitive ratio. In Section
3.2 we will show that no 1-competitive (optimal) on-line algorithm is possible.
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Lower Bounds. First observe that pmax = maxj pj is a lower bound for the
minimum objective value F ∗max, i.e., F ∗max ≥ pmax. In the following we provide a
second lower bound.

Consider a relaxed version of the problem in which a job Jj can be processed by
more that one machine simultaneously and without changing the total processing
time pj that Jj spends on machines. Let us call this relaxed version of the problem
as the fractional problem. Clearly the optimal value F ◦max of the fractional problem
cannot be larger than the optimal preemptive maximum flow time F ∗max.

Now, recall the definitions given in subsection 2.1, and without loss of generality,
let us renumber jobs J1, J2, ..., Jn such that r1 ≤ r2 ≤ ... ≤ rn. Consider the
following rule that we call fractional FIFO: schedule jobs in order of increasing
index and assigning pj/m time units of job Jj (j = 1, ..., n) to each machine.
Lemma 2 The optimal solution of the fractional problem can be obtained by using
the fractional FIFO.
Proof. The proof is by using an easy interchanging argument. Consider any
optimal fractional solution S of value F ◦max. We show that solution S can be trans-
formed into a new one obeying the fractional FIFO strategy and without increasing
the objective function value. Let C(1) be the time the last job of N(1) completes.
Consider the parts of jobs scheduled between r(1) and C(1). Clearly these parts
of jobs can be rearranged by using the fractional FIFO such that no job completes
after C(1). Moreover the solution value does not increase. Indeed, by these changes,
a job released at time r(k) ≤ C(1) may complete after its previous completion time,
but at most at time C(1). Since r(k) ≥ r(1), the flow time of this job in the modi-
fied solution is at most C(1) − r(k) ≤ C(1) − r(1) ≤ F ◦max. Therefore the changes
do not increase the optimal value. Moreover, in the modified solution, all jobs that
are released after time r(1) start not before C ′(1), where C ′(1) is the new time the
last job of N(1) completes. This means that we can apply the same arguments for
the next time slots [r(2)...C(2)], [r(3)...C(3)], ..., [r(ρ)...C(ρ)]. 2

Now according to the fractional FIFO, let the fractional load `(i) at time r(i)
be defined as the total sum of processing times of jobs that at time r(i) have been
released but not yet finished. More formally, we have

`(1) = PN(1),

`(i + 1) = PN(i+1) + max{`(i)−m(r(i + 1)− r(i)); 0}.

By Lemma 2, the maximum flow time FN(i) of jobs from N(i) is the time required
to process all jobs that at time r(i) have been released but not yet finished, i.e.
FN(i) = `(i)/m. The optimal solution value F ◦max of the fractional solution is
therefore equal to `max

m = 1
m maxi=1,...,ρ `(i). We will refer to this value `max as the

maximal fractional load over time. Since the optimal solution value F ∗max of our
original preemptive problem cannot be smaller than F ◦max, we have the following
lower bounds

F ∗max ≥ max{`max

m
; pmax}. (1)
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Analysis of FIFO. We start showing that FIFO delivers a schedule whose max-
imum flow time is within `max

m + 2(1− 1
m )pmax.

Lemma 3 FIFO returns a solution with maximum flow time bounded by

`max

m
+ 2(1− 1

m
)pmax.

Proof. Consider the schedule S returned by FIFO and let Fmax denote the
maximum flow time of S. Let Jf be a job that attains the maximum flow time
value, i.e. Fmax = sf + pf − rf , where sf is the starting time of job Jf according
to S. Without loss of generality, we can assume that job Jf was the last job
released, since otherwise we can truncate the instance at this point and obtain a
new instance on which FIFO performs at least as badly relative to the optimal
schedule. Let Ci denote the completion time of machine Mi (i = 1, ...,m). Without
loss of generality, let us assume that Jf is processed on machine M1. Since jobs are
processed according to FIFO we have

Ci ≥ sf , for i = 2, ..., m.

Summing this inequality over all machines Mi for i > 1, and adding sf yields
∑

i>1

Ci + sf ≥ msf .

It follows that
sf − rf ≤ (Tf − pf )/m,

where
Tf =

∑

i>1

Ci + sf + pf −mrf .

Let us call Tf the total load at time rf . We observe that Tf corresponds to the
total amount of time spent on machines after time rf . Since jobs are scheduled
according to FIFO, Tf cannot be smaller then the fractional load `(f) at time rf ,
i.e. Tf ≥ `(f). In general, since Ti ≥ `(i), the total load Ti at time r(i) can
be written as Ti = `(i) + H(i), where H(i) is an additional non-negative term
(possibly zero), that can be greater than zero since previously released jobs cannot
be scheduled fractionally as in fractional FIFO. Let us say that H(i) is the overflow
at time r(i).

By previous definitions and inequality (1), the maximum flow time can be
bounded as follows

Fmax = sf + pf − rf

≤ `(f) + H(f)
m

+ (1− 1
m

)pf

≤ `max

m
+

H(f)
m

+ (1− 1
m

)pmax,

and the claim follows by showing that H(f) ≤ (m− 1)pmax.
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Observe that at time r(1) the overflow is zero, i.e. H(1) = 0; in general, if before
time r(i) all machines are idle, then H(i) is zero.

If between two release dates r(i) and r(i + 1) all machines work without idle
times, then the total load Ti+1 at time r(i+1) is the sum of processing times of the
new released jobs (that is PN(i+1)), the total load Ti at time r(i), minus the total
amount of time spent between r(i) and r(i + 1). Since Ti = `(i) + H(i), we have

Ti+1 = PN(i+1) + `(i)−m(r(i + 1)− r(i)) + H(i).

Therefore, by definition of `(i+1), we have `(i+1) = PN(i+1)+`(i)−m(r(i+1)−r(i)),
and H(i) = H(i + 1), since Ti+1 = `(i + 1) + H(i + 1).

By the previous arguments, the overflow at time r(i+1) can be larger than that
at time r(i) iff there is at least one machine (and at most m − 1 machines) that
is not working before time r(i + 1). This means that the number of jobs that are
released before time r(i + 1) and completes after time r(i + 1) are at most m − 1,
since otherwise FIFO would schedule the other jobs on the idle machine. These
‘crossing jobs’ are the jobs that create the overflow at time r(i + 1), and hence
H(i + 1) ≤ (m− 1)pmax. 2

By Lemma 3 and inequality (1) it follows that FIFO is a (3− 2/m)-competitive
algorithm. Moreover, this bound can be shown to be tight by using the same
arguments as in [18].
Theorem 2 FIFO heuristic is (3− 2/m)-competitive algorithm for problem P |on-
line; pmtn; rj |Fmax and this bound is tight.

3.2. A Lower bound for P|on-line;pmtn;rj |Fmax

We show that no on-line preemptive algorithm can be 1-competitive.
Theorem 3 The competitive ratio of any deterministic algorithm for problem P |on-
line; pmtn; rj |Fmax is at least 1 + 1

14 .
Proof. The lower bound is by an (adaptive) adversary argument. Set m = 2.
At time zero, four jobs {J1, J2, J3, J4} of length 1 are released. At time 1 job J5

of length 1 is released. Depending on the behavior of the on-line algorithm, the
adversary may eventually submit two other jobs of length 5/2 each and at time 5/2.
After time 5/2 no other job is released.

First observe that, for the given instance, we can assume that any on-line algo-
rithm always schedules job J5 to end not later then the job that completes last in
{J1, J2, J3, J4} (otherwise, by using simple interchanging arguments, we can devise
an on-line algorithm with this property and that performs at least as good as the
other algorithm). Without loss of generality, let us assume that job J4 is the job
that completes last among those in {J1, J2, J3, J4}.

Now, consider Figure 2.a. When no job is released at time 5/2, then there is an
optimal (off-line) solution for ε = 1 with jobs J1, J2, J3, J4 and J5 as in Figure 2.b.
Otherwise, an optimal (off-line) solution is for ε = 1/2 (see Figure 2.c). Consider
the general case where the algorithm decides to put a (1 − ε)-fraction of job J4

on machine M1 and the remaining ε fraction of J4 with J5 on machine M2 (note
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Figure 2: Optimal off-line scenarios.

that 1/2 ≤ ε ≤ 1 by our assumption that J4 ends not later than J5). Then the
adversary stops if and only if ε ≤ 6/7. In the latter case the returned solution
has maximum flow time 3 − ε (it is the flow time of job J4), whereas the optimal
maximum flow time is 2. Otherwise, if ε > 6/7 the adversary submits two jobs
of length 5/2 at time 5/2, and the returned solution has maximum flow time that
is at least the maximum between 3 − ε and the flow time of jobs {J6, J7}, i.e.
max

{
3− ε; 5+ε−1/2

2

}
= 9+2ε

4 . In the latter case the optimal maximum flow time

is 5/2 (see Figure 2.c). The competitive ratio is max( 3−ε
2 ; 9+2ε

10 ) and it is minimum
when 3−ε

2 = 9+2ε
10 , i.e., ε = 6

7 . It follows that any competitive ratio cannot be
smaller than 15

14 . 2

The latter result should be contrasted with the related problem P |on-line; pmtn;
rj |Cmax (i.e., the same problem with makespan as objective function), that admits
an optimal on-line algorithm [9]. Moreover, we already observed that in the off-line
setting the problem can be solved optimally in polynomial time by adapting the
algorithm described in [14, 15].

3.3. A Lower bound for P|on-line-nclv; rj |Fmax

When jobs processing times are known at their arrival dates (clairvoyant model),
Bender et al. [2] observed a simple lower bound of 3/2 on the competitive ratio
of any on-line deterministic algorithm. In the following we show that in the non-
clairvoyant model the competitive ratio cannot be better than 2. This shows that
the competitive ratio of FIFO matches the lower bound when m = 2.
Theorem 4 The competitive ratio of any deterministic algorithm for P |on-line-
nclv; rj |Fmax is at least 2.
Proof. We present a family of instances, such that for any deterministic non-
clairvoyant on-line algorithm there exists an instance in this family that proves the
lower bound.

For any number of machines m ≥ 2, jobs are released at time r(k) = km, for some
non-negative integer k. We exhibit instances such that, according to some optimal
off-line schedule, jobs released at time r(k) can be completed at time r(k + 1), i.e.,
always before new jobs are released. It follows that the optimal maximum flow time
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is F ∗max = m.
Observe that for a single machine, the maximum flow time is minimized if the

jobs are processed in a non-decreasing order of release times [2]. Without loss of
generality, we restrict our analysis to the set of on-line algorithms which process jobs
assigned to each machine in a non-decreasing order of release times; other on-line
algorithms perform at least as badly relative to the optimal schedule.

According to any given on-line algorithm A, let Ci(k) be the time the last job
released before time r(k) completes on machine Mi. Since our instances are such
that all jobs released before r(k) can be completed by time r(k) (according to some
optimal off-line schedule), we define Hi(k) = max{Ci(k) − r(k); 0} as the overflow
of machine Mi at time r(k). The maximum overflow at time r(k) is defined as
H(k) = maxi=1,...,m Hi(k). Clearly at time r(0) = 0 the overflow is zero.

We observe that if at release time r(k) the maximum overflow due to algorithm
A is H(k), then there is at least one job released at time r(k − 1) or earlier that
completes at time r(k) + H(k). This means that the maximum flow time FA

max of
the schedule returned by algorithm A is at least r(k)+H(k)−r(k−1) = m+H(k),
which is at least m+H(k)

m times the optimal value F ∗max, i.e.,

FA
max

F ∗max

≥ 1 +
H(k)

m
. (2)

In the following we present an adversary strategy such that at time r(k), for
k = 0, 1, 2, ..., the maximum overflow H(k) must be at least m−1/mk−1. Therefore
by inequality (2), at time r(k) the competitive ratio is bounded by

FA
max

F ∗max

≥ 2− 1
mk

,

which asymptotically converges to 2 by increasing k.
In the following we will assume that H(k) < m, since otherwise the competitive

ratio of algorithm A is at least 2 by inequality (2), and we are done.
At time r(k), for k = 0, 1, 2, ..., the following set of m2 + 1 jobs are released:

• a set A of (m− 1)2 jobs, each of size 1;

• a set B of (m− 1) jobs, each of size
{

1, if k = 0;
H(k)− (m− 1), otherwise;

• a set C of m jobs, each of size
{

0, if k = 0;
(m−1)(m−H(k))

m , otherwise;

• 1 job of size m.

We will show that H(k) ≥ m− 1/mk−1, which ensures that H(k)− (m− 1) ≥ 0
for k ≥ 1. Moreover, recall that m−H(k) > 0. The previous observations guarantee
that the defined jobs processing times are always nonnegative.

These jobs can be scheduled by time r(k)+m by scheduling the job of length m

on a machine by itself, scheduling m of the jobs from set A on each of m−2 machines
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and by scheduling the remaining jobs on the remaining machine (see Figure 3 for
an example with three machines).

The adversary strategy is as follows. Each of the first (m − 1)2 jobs that the
algorithm allows to run will be fixed by the adversary to be from set A. The second
(m − 1) jobs that the algorithm allows to run will be fixed by the adversary to be
from set B. The third m jobs that the algorithm allows to run will be fixed by the
adversary to be from set C. Given this strategy for the adversary, it is not difficult
to see that at time r(k) + H(k) + (m−1)(m−H(k))

m there must be at least one job
that can start only at that time or later. The adversary sets this job to be of size
m. Therefore, the schedule of jobs released at time r(k) must be of length at least
r(k) + H(k) + (m−1)(m−H(k))

m + m. It follows that at the next release time r(k + 1)
the maximum overflow H(k + 1) is at least H(k) + (m−1)(m−H(k))

m = H(k)
m + m− 1.

Summarizing, the following holds for the maximum overflow at any release time
{

H(0) = 0
H(k + 1) ≥ H(k)

m + m− 1, for k = 0, 1, 2, ...

Solving the previous recurrences we have H(k) ≥ (m−1)(1+1/m+ ...+1/mk−1) =
m− 1/mk−1, for k = 0, 1, 2, ..., and we are done.
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